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Foreword

Robotics is a wide research topic, which covers very different and specific areas. You
can be interested on vision or audio processing, or in software architectures and middlewares, or in how a robot must navigate through a dynamic environment meanwhile
it simultaneously interacts with the people in the surroundings. The possibilities for
research and application are practically infinite. But all of them must converge within a
physical agent that have a continuous and fluent interaction with its environment. And
this must be our real objective and mission, and also our testbench. Sometimes, the
impossibility of extending the time (other very interesting field of research!) makes difficult to address in parallel all our everyday activities, which usually merges teaching
and administrative issues with our research activities. Sometimes, it is also needed to
take part of this time for preparing the petition of a new project, to close transference
projects and contracts, or to rewrite the paper that we need to ask for a new sexenio (and
that the reviewer does not understand although it is clear that it is close to perfection!).
But in other situations, it is possible to enjoy the time with our passion for robotics, and
design a new software or hardware component or test a new option. Or to take some
days with other friends in the forum provided by the workshop of Physical Agents, the
WAF.
WAF2016 is a collaborative project, made possible by the help of many people.
Firstly, it is possible thank to the authors and reviewers. They provide the core of
WAF2016, a collection of revised contributions whose reading version constitutes this
book of proceedings. But whose interactive version could be only deeply enjoined at
the physical workshop. Thus, we also want to thank the School of Telecommunication
Engineering of the University of Malaga for letting us use their facilities, where the
workshop core is embodied, and to the Plan Propio of the University of Malaga, Robotnik and Avnet for their necessary support. Finally, we would like to thank to Miguel
Angel and Vicente for being a fast source of advices and help. And also to Pablo Bustos, for endowing us within this great and nice community.
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Jose Vicente Soler Bayona
Judith van der Spank
Lluis Ribas i Xirgo
Luis Miguel Bergasa Pascual
Luis Rodriguez Ruiz
Manuel Mucientes Molina
Miguel Angel Cazorla Quevedo
Miguel Angel Garcia Garcia
Miguel Garcia Silvente
Nikolai Petkov
Pablo Bustos Garcia de Castro
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CLARC: a Robotic Architecture for Comprehensive
Geriatric Assessment
Antonio Bandera, Juan PeEro Bandera, Pablo Bustos, Luis V. Calderita, «lvaro Due×as, Fernando FernÈndez,
Raquel Fuentetaja, «ngel GarcÓa-Olaya, Francisco Javier GarcÓa-Polo, JosÏ Carlos GonzÈlez, Ana Iglesias, Luis J.
Manso, Rebeca Marfil, JosÏ Carlos Pulido, Christian Reuther, AdriÈn Romero-GarcÏs, Cristina SuÈrez

Abstract—Comprehensive Geriatric Assessment (CGA) is an
integrated clinical procedure to evaluate frail old people status
and create therapy plans to improve their quality and quantity
of life. In this paper we present CLARC, a mobile robot able
to receive the patient and his family, accompany them to the
medical consulting room and, once there, help the physician
to capture and manage their data during CGA procedures.
The hardware structure of CLARC is based on a robotic
platform from MetraLabs. The software architecture of the
system incorporates a deeply tested framework for interactive
robots. This framework, by encoding the whole CGA session
using Automated Planning, is able to autonomously plan, drive,
monitor and evaluate the session, while also managing robot
navigation and data acquisition. CLARC incorporates a series of
sensors allowing to collect data automatically, using non-invasive
procedures. The healthcare professional can use the platform to
automatically collect data while addressing other tasks such as
personal interviewing, data evaluation or care planning. First
trials will be carried out in hospitals in Seville and Barcelona in
June and July 2016, respectively.
Index Terms—Gerontechnology, Automated Planning, Intelligent Robots, Medical Robotics, Human-Robot-Interaction

I. I NTRODUCTION

C

OMPREHENSIVE Geriatric Assessment (CGA) is a
powerful procedure for the evaluation and treatment
prescription of frail older people. CGA ﬁrst evaluates the
patient’s clinical, functional, environmental and psychosocial
status, and compares its temporal evolution. Then, an overall
treatment and follow-up plan is prescribed. CGA is an interdisciplinary effort involving the coordination of different
medical staff, which is being carried out all over the world,
with the aim of increasing both the quality and quantity of life
of frail adults. Some of the beneﬁts of CGA are improving
the diagnostic, creating right, customized and proportional
therapeutic plans, increasing functional autonomy, and also
reducing complications during hospitalizations and mortality.
Antonio Bandera, Juan Pedro Bandera, Rebeca Marﬁl and Adrián RomeroGarcés are with University of Málaga. E-mail: {ajbandera, jpbandera, rebeca,
argarces}@uma.es
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Javier Garcı́a-Polo, Ana Iglesias, José Carlos González and José Carlos
Pulido are with University Carlos III de Madrid. E-mail: {ffernand, rfuentet,
agolaya, fjgpolo, aiglesia, josgonza, jcpulido}@inf.uc3m.es
Pablo Bustos, Luis V. Calderita and Luis J. Manso are with University of
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Giving the aging of the world population, with about 810
million people over 60 in 2012, which is expected to grow
to more than 2 billions in 2050, CGA importance, and costs
related to it, are by no doubt going to be increased.
CGA procedures vary from hospital to hospital but in
general they are carried out every 6 months, involve both
patients and relatives, and are made of 3 different types of
activities: clinical interview, multidimensional assessment and
customized care plan. During the clinical interview patient
and relatives comment with the physicians about the elder
health problems. Next, multidimensional tests are performed
to evaluate the overall patient status. In questionnaire-based
tests, the patient or relatives answer some questions about
patient daily life and his/her ability to perform some activities
without help. Depending on the answers a score is given
to the patient. The Barthel Index test [9] is an example
of such tests. Another type of tests involve the observation
of the patient performing some activities, like in the Get
Up and Go test [11], where the patient is asked to get up
from the chair, walk for a few meters and come back to
the original place. Finally, based on the evidences gathered
during the two previous phases and the patient’s evolution
from the last CGA session, physicians create a personalized
care plan to be followed until the next review. A typical
CGA session lasts about 3 hours, and there are many parts
that could be parallelized or automatized, especially during
the multidimensional assessment. For example, some activities
must be performed individually by both patient and relatives,
so they can be run simultaneously at different rooms, and some
tests do not need the presence of a physician to be performed.
In this paper we present the architecture and preliminary
implementation of CLARC1 , an autonomous robotic solution
to support CGA. It provides a web graphical interface allowing
the physicians to specify the tests to be answered by a patient
during a CGA session. Once the multidimensional assessment
is designed, the robot is able to perform and mark the tests
by interacting or observing the patient, store the results, and
maintain a record the physician can use to design the treatment
plan. CLARC, using both speech recognition and touch-screen
interaction, is able not only to automatically collect data
from patients and relatives by conducting questionnaires and
interview-based tests, but it is also able to perform direct observation (face expressions, body pose and motion, and speech
parameters), needed in observation-based tests. By encoding
1 http://echord.eu/essential

grid/clark/
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CLARC conceptual architecture

the whole assessment cycle using Automated Planning it is
able to autonomously work, without any help, adapting the
test to patient behavior and managing the unexpected events
that can appear during a session.
The remaining of the paper is structured as follows: Section II presents the overall system architecture, describing the
robot, the human-robot interaction modules, the deliberative
module, the interface and the integration with the Clinical Data
Management System. An example of a typical CGA session
using CLARC is shown in Section III. The current status of
the system is described in Section IV, while Sections V and
VI describe the related work, and the future developments and
the conclusions, respectively.
II. S YSTEM A RCHITECTURE
The architecture of the CLARC system is shown in Figure 1.
CLARC is composed of several modules, running either on the
robot or on external PCs, including the clinician’s PC. A total
of 3 computers support the architecture, two of them are part of
the robot and are used to control it and to interact with patients.
The third computer is placed outside the robot and supports

the database system and the system-clinician interface, what
we called CGAmed.
From a conceptual point of view the system can be divided into three main components; the Robot, the Cognitive
Architecture and the CGAmed software. The robot is a mobile
platform, based on the MetraLabs SCITOS G3, and equipped
with extra sensors to be able to seamlessly perform and record
tests and interact with patients and relatives. The cognitive
architecture, running on-board the robot, provides it with the
needed intelligence to perform its tasks. CGAmed supports the
interface of the clinician both with the robot (to conﬁgure for
example the tests to be performed) and with the generated
data (patient proﬁle, recorded sessions, tests marks, etc.).
Connection of the robot and the CGAmed is done in two
ways. The main link connects the High Level Executive of the
robot’s cognitive architecture to the CGAmed Control module.
The later commands the former to switch on the remaining
robot modules and transfers the information about the tests to
be performed. All the conﬁguration information and the results
of the session travel through this connection. More details are
provided in Section III. Although it is not shown in the ﬁgure,
there is also a second direct link between the Session Recorder
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Fig. 2.

CLARC robot prototype design

module of the robot and the database.
A. The Robot
A MetraLabs SCITOS G3 platform is being adapted to meet
the requirements of the deﬁned use case. The outer shell is
currently being redesigned to accommodate the new sensors
and to customize it for the speciﬁc CGA needs. The robot’s
locomotion is based on a differential drive system consisting
of two powered wheels and a caster wheel for stability. This
enables the robot to rotate on the spot and drive at speeds
of up to 1 m/s, if necessary. The platform contains a 40Ah
lithium battery which allows for up to 18 hours of autonomous
operation, and can be recharged fully within 4 hours. A
safety bumper socket sensor around the outer perimeter of the
robot’s shell is used to prevent the robot from exerting force
against animate or inanimate objects. The platform is ﬁtted
with a LIDAR sensor for localization, navigation and obstacle
avoidance.
The SCITOS G3 platform is extended with an extensive
human-machine-interface, consisting of a Microsoft Kinect V2
sensor, a shotgun microphone, a touch screen and speakers for
multi-modal human-robot interaction, as well as a web cam
for recording the sessions. The system is also provided with
a external tablet mirroring the touch screen, that the patient
can use to interact with the robot if desired. Figure 2 shows
a prototypical adaption of the SCITOS G3 platform for the
CLARC use case.
B. The Cognitive Architecture
CLARC robot beneﬁts from using the RoboCog [1] cognitive software architecture to control its behaviour. RoboCog
proposes a distributed architecture, where action execution,
simulation, and perception are intimately tied together, sharing a common representation, the Inner Model In the CGA
scenario, this internal representation of the robot, the patient
and any other signiﬁcant event captured from the outer world,
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is the central part of the architecture for action control. The
rest of task-solving elements of RoboCog (the Panel, Tablet,
Speech, etc. see Figure 1) use this central representation to
share data at different abstraction levels, to get information
about the user’s state and to plan next actions.
The robot’s course of action emerges from the activity of
several networks of software components (called compoNets),
which are connected to the Inner Model through a speciﬁc
component (called the agent). Each compoNet is currently able
to endow the robot with a speciﬁc ability. Some compoNets
are connected to sensors, and they process their raw data to
enrich the inner representation with fast perceptions. Some
other ones are connected to actuators, which allow the robot
to interact with its environment. It is usual that a compoNet
manages either sensors or actuators, but this is not a requisite.
For instance, the P ELEA Deliberative compoNet, in charge
of providing the planning, monitoring and high-level learning
abilities, works over the data stored in the Inner Model or the
CGAmed central server.
All the architecture runs in a Linux computer, interacting
via the shared inner representation. That means that there is
no direct connection between compoNets, which continuously
check the data contained in the Inner Model, update it and act
in consequence. Figure 1 also shows the existence of a second
PC within the robot. It runs the WinKinectComp component,
which is in charge of handling the data coming from the
Kinect sensor and the microphone. It processes and provides
a continuous stream of information to those compoNets that
need the data related to the person in front of the robot,
namely Speech recognition, Person (Close Interaction) and
HumanMotionCapture.
1) Patient-Robot Interaction: The so called low-level components of the robot provide the necessary functionality to
perform the Patient-Robot interaction. They are driven by the
changes on the inner representation, which could be provoked
by the Deliberative compoNet (see Section III) or by an
incoming perception. Furthermore, the results of the actions
are also added to the Inner Model, allowing the Deliberative
module to reason about them. The collection of compoNets
initially planned to be included within the software architecture includes:
• The Panel and Tablet compoNets, which manage the
interaction with the patient via the touchscreen and the
tablet, respectively. The tablet is specially useful in tests,
as the Mini-Mental one, where there are questions where
the patient is asked to hand-write.
• The Speech compoNet manages the verbal communication with the patient, being able to both speak and hear to
the patient. Patient-robot interaction is redundant in the
sense that information is usually shown to the patient
using text and voice simultaneously, and the answer
can be received also by voice or by selecting on the
touchscreen. Accessibility issues have been taken into
account to customize both the information provided and
the feedback modes to the particular needs of frail older
people. Both verbal and graphical interfaces are multilanguage.
• The Person compoNet is in charge of detecting and
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•

•

tracking the person sitting in front of the robot (upperbody motion capture, including hands and ﬁngers).
The HumanMotionCapture compoNet is the responsible
of capturing the whole motion of the person, providing
information about all joints. It is necessary for addressing
tests such as the Get Up & Go.
The Session Recorder component, as said, manages the
data of the on-board webcam to record both the audio and
video of the session. The video is temporarily annotated
by the deliberative module and stored into the database.
That way the clinician can review the video of any session
and analyze the patient behavior.

2) Autonomy: The Deliberative module is based on the
P ELEA [8] Automated Planning and Learning architecture.
Complementing the low-level detection of exogenous events,
the use of Automated Planning allows to control the robot,
providing it with full autonomy. Automated Planning (AP)
aims to ﬁnd an ordered sequence of actions that allows the
transition from a given initial state to a state where a series
of goals are achieved. The use of AP for robotic control in
clinical applications has been tested in previous works [5],
where it demonstrated its ability to conduct rehabilitation
sessions with children suffering from cerebral palsy in a fully
autonomous way. The Planning Domain Deﬁnition Language
(PDDL) [12] is used to describe the environment and the
actions the robot can perform, both in terms of predicate logic.
Describing an action in PDDL is as simple as enumerating
its preconditions and effects. Preconditions are the facts that
must be true in a certain state for the action to be applicable,
while effects are the new facts appearing and the facts that
are no longer true after the action is applied. The environment
is also modeled using predicate logic to describe the objects,
their properties and relationships. Adding new actions or facts
or changing the existing ones is done easily by just editing
a text ﬁle. Figure 3 shows an example of an action for the
Barthel test. Several instances of this action are executed
at the introductory part of the test, since introducing the
test implies to execute several introductory acts. This is the
general action for all of them. Speciﬁcally, for the introduction
labeled as ?i, this action can be applied only if there is
no external cause that prevents continuing the test (predicate
can_continue), the robot has been introduced (predicate
finished_introduce_robot), and the introduction ?i
is the next one, following the test order (next two preconditions). The parameter ?pause represents the pause in seconds
that the robot should perform after executing the action. The
effects of the action are that this part of the introduction has
ﬁnished (introduction_finished ?i) and the system
is ready for the next part of the introduction, if any.
At the beginning of the execution the Deliberative module
receives the goals to pursue from the CGAmed module (for
example: perform to patient Paula Smith a Barthel test in room
A and a Mini-Mental [4] test in room B starting at 9:30 am).
Taking into account these goals and the description of the
environment contained in the Inner Model, a new planning
problem is created and a plan is returned. The plan includes
the high-level actions the robot has to perform to achieve the

(:action introduce-test
:parameters (?i - introduction ?p - pause)
:precondition (and
(can_continue)
(finished_introduce_robot)
(is_test_introduction ?i)
(= (current_introduction)
(test_introduction_position ?i))
(after_pause ?i ?p) )
:effect (and
(introduction_finished ?i)
(increase (current_introduction) 1)))
Fig. 3.

Example of a PDDL action for the Barthel test

0: (CONFIGURE-TEST BARTHEL SPANISH PATIENT PRESENT)
1: (INTERRUPT BARTHEL PATIENT_ABSENT ROBOT_CALL_PATIENT)
2: (RESTORE-FROM ROBOT_CALL_PATIENT PATIENT_ABSENT)
3: (INTRODUCE-ROBOT ROBOT_PRES1 THE_ROBOT PAUSE_0SG)
4: (INTRODUCE-TEST INTRO1 PAUSE_1SG)
5: (INTRODUCE-TEST INTRO2 PAUSE_1SG)
6: (INTRODUCE-TEST INTRO3 PAUSE_1SG)
7: (INTRODUCE-TEST INTRO4 PAUSE_1SG)
8: (START-QUESTION Q1_S1 Q1 PAUSE_1SG)
9: (SHOW-QUESTION-OPTION Q1_O1 Q1_O1 Q1 FIRST PAUSE_1SG)
10: (SHOW-QUESTION-OPTION Q1_O2 Q1_O2 Q1 FIRST PAUSE_1SG)
11: (FINISH-QUESTION Q1_E1 Q1 PAUSE_10SG)
12: (ASK-FOR-ANSWER Q1_A1 Q1)
13: (RECEIVE-ANSWER Q1_A1 Q1 DUR_6SG)
14: (FINISH-ASK-ANSWER-SUCCESS Q1)
15: (MAKE-QUESTION-TRANSITION Q1_T Q1 PAUSE_4SG)
...

Fig. 4.

Example of the ﬁrst part of a possible plan for the Barthel test

goals, for example greet the patient, introduce the test to be
performed, say the ﬁrst question, wait for the answer, etc. Nonexpected states and exogenous events are contemplated, so the
robot is able to, for example, repeat a question if the patient
does not answer, ask him/her to seat if he/she stands up or call
the physician if something wrong is detected. Figure 4 shows
an example of the ﬁrst part of a plan generated for the Barthel
test. In this plan, the actions contain labels, as INTRO1 or
Q1_S1, that represent speciﬁc acts for the robot. The action
1 refers to an interruption of the test since the patient has
not been detected, so the robot should call him/her. The next
action is executed when the cause of the interruption has been
solved, which allows to continue with the test.
The plan involves changing the Inner Model for provoking
the required response from the low-level components or to
read this representation for determining the current state of
the world. Thus, actions like switch the camera on, say a
given phrase, show a given text at the touchscreen, receive
a verbal answer, etc. are translated to inner events on the
model that the rest of compoNets must solve. These events
are complementary to other external ones such as a motion
of the person’s face, which is reactively solved by the Person
compoNet. Other actions such as determining the position of
the patient’s arms are solved by examining the Inner Model.
For example if the patient is absent as in the plan above, the
speech component will receive the ”call the patient” action.
The Person compoNet, which was the responsible of informing
of the absence, will detect whether the patient comes back.
Once the patient is again seated, Person compoNet will add
the information to the Inner Model, so the Deliberative module
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can continue with the next action of the plan.
Following the P ELEA structure, the components of the
Deliberative module are the following:
•

•

•

•

•

The High Level Executive (HLE) module receives the
goals from the CGAmed system and invokes the Monitoring module to get a plan achieving them. Then it takes the
ﬁrst action of the plan and invokes the HighToLow module to decompose it into low-level actions understandable
by the low-level components of the robot. These actions
are then inserted into the Inner Model and executed by
the low-level components. Those components update the
Inner Model with the results of the actions. HLE looks at
the changes in the Inner Model and, after a conversion to
high level knowledge performed by LowToHigh, sends
them to Monitoring that checks whether the plan is
executing conveniently.
The Monitoring module, maintains a high level model of
the environment and is in charge of invoking the Decision
Support module if any deviation in the execution of the
plan arises. It detects for example that the user has not
answered a question or is not facing the robot and tries
to ﬁnd alternate plans to solve the problem found.
The Decision Support module creates a plan starting from
the current state, the goals to be achieved, the possible
states of the world and the description of the changes the
actions produce in the world state, all of them expressed
in PDDL. To create the plan it invokes an automated
planner that returns the sequence of actions achieving
the goals. Using PDDL allows the planner to be changed
seamlessly, thus beneﬁting from any improvement in the
planning community.
The HighToLow module converts the high level actions of
the plan created by the Decision support module into low
level actions that can be included into the Inner Model.
The LowToHigh module converts the information contained in the Inner Model, which represents knowledge in
the form of binary predicates (see Section II-B4) into nary predicates that the Monitoring module uses to reason
about the correctness of the execution of the plan.

3) Navigation: Autonomous navigation is realized using
MetraLabs’ proprietary navigation software CogniDrive. CogniDrive consists of modules for localization, navigation and
obstacle avoidance. The localization module uses an adaptive
particle ﬁlter to track multiple position hypotheses at the same
time, and therefore allows for accurate localization even when
faced with ambiguity in the sensor data. The navigation module uses an adaptive derivative of the A* planning algorithm to
generate global paths, which are adapted on a local scale by the
immediate temporal history of local obstacle measurements.
Local scale path planning and obstacle avoidance is addressed
using the established Dynamic Window Approach (DWA).
CogniDrive allows the deﬁnition of no-go areas that are to
be avoided in local and global path planning, as well as the
deﬁnition of speed areas which can limit the robot’s movement
speed in critical environments. MetraLabs has deployed over
200 autonomous mobile robots using CogniDrive, with over
60,000km of autonomous driving experience in complex and
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location

RT 

person

RT

is with

robot

RT −1 × RT 
is not

speaking

Fig. 5. Uniﬁed representation as a multi-labeled directed graph. Edges labeled
as is_with and is_not denote logic predicates between nodes. Edges
starting at location and ending at person and robot are geometric
and encode a rigid transformation (RT  and RT respectively) between them.
Geometric transformations can be chained or inverted to compute changes in
coordinate systems.

crowded environments.
4) The Inner Model: The Inner Model is a multi-labeled
directed graph which holds symbolic and geometric information within the same structure. Symbolic tokens are stated as
logic attributes related by predicates that, within the graph,
are stored in nodes and edges respectively. Geometric information is stored as predeﬁned object types linked by 4 × 4
homogeneous matrices. Again, they are respectively stored as
nodes and edges of the graph. Figure 5 shows one simple
example. The person and robot nodes are geometrical
entities, both linked to the location (a speciﬁc anchor
providing the origin of coordinates) by a rigid transformation.
But, at the same time that we can compute the geometrical
relationship between both nodes (RT −1 × RT  ), the person
can be located (is_with) close to the robot. Furthermore,
an agent can annotate that currently the robot is_not
speaking.
C. The CGAmed module
The CGAmed module manages the communication of the
clinician and the robot and provides access to the data stored
in the platform. Its components are:
• The Robot Clinician Interface provides the clinician with
the tools needed to conﬁgure a CGA session and to
monitor it in real time. It is developed as a web interface
that can be accessed from the clinician’s computer or
from a tablet. Figure 6 shows the interface to schedule
a CGA test for a patient. The clinician can select a
patient from the list of registered ones and schedule a
test for him/her, specifying the time and location where
it will take place. Additional parameters, as for example
asking the patient about his/her state 6 months ago instead
of today, can be also conﬁgured. Figure 7 shows the
monitoring screen. This interface allows the clinician
to start, pause and remotely monitor a CGA session
performed by the robot. A live video of the session is
shown, as it is recorded by the Session Recorder module.
Also the log of the session is shown on the right upper
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Fig. 7.
Fig. 6.

•

•

•

Robot Clinician Interface: monitoring a live CGA session

Robot Clinician Interface: creating a new test

part of the screen. The clinician can see a summary of
the robot status and its schedule, including next tests to
be performed by the robot. Finally, the interface provides
the doctor with the ability to use the robot to interact in
a limited way with the patient, by sending a series of
predeﬁned messages that will be reproduced by the robot
speakers and touchscreen.
The CGAmed Clinician Interface allows the clinician to
access the clinical data stored into the system. Once a
patient is selected, demographic data are shown, along
with a list of past tests, including their scores and any
additional information deemed important. The clinician
can edit the tests to modify the automatic score set by
the robot, viewing the video recorded for each part of
the test, or comparing the videos for the same parts of
tests performed in different dates to assess the patient
evolution with time.
The CGAmed Conﬁguration allows the clinician to conﬁgure the system. Parameters as the system language can
be set.
The logic under the three former modules is provided
by the CGAmed control, which is also the gateway to
the rest of the system and to the database. This module
communicates with the High Level Executive sending
the information about the tests to be performed and
receiving the monitoring data. It also controls the Data
Base Management System and its integration with the
Clinical Data Management System of the Hospital, via
the Clinical Document Architecture (CDA) of HL7.
III. A CGA SESSION USING CLARC

From a clinician point of view, a CGA session using
CLARC begins by login into the CGAmed web interface and
creating the list of tests to be performed next (see Figure 6).
When the patient or relative is ready to answer the test,
the clinician press the start test button on the computer and
accompanies him/her to the room where the robot is (in a
near future we plan the robot to autonomously accompany the
patient to the room). Once the robot detects the patient at the

room, the test begins. The robot starts greeting the patient
and explaining the purpose and structure of the test. If it
is a question-based test, questions are presented both orally
and on the touchscreen and patients can answer by voice
or by selecting the right answer on the screen. In the case
of an observation test, the robot asks the patient to perform
the required activities and monitors its performance using the
Kinect sensor. In both cases, the system automatically marks
the patient performance and stores the scores into the database.
The monitoring abilities of the software architecture allow
CLARC to ask for help to the medical expert if needed and to
recover from unexpected situations as the patient leaving the
room, asking for help or not being able to give an appropriate
answer for a question.
Meanwhile the clinician can monitor the session from
his/her ofﬁce (see Figure 7) and change the automatically
set scores once the test is ﬁnished. Both scores are kept
for tracking purposes (see Figure 8). Whichever the type
of the test, the whole patient-robot interaction is video and
audio recorded by the web cam and temporarily annotated by
the Deliberative module. This allows the clinician to ofﬂine
review the tests and to go directly to the video recording
of any speciﬁc part of them, even doing side-by-side video
comparison of the performance of the patient with that of
previous CGA sessions.
From the system point of view, once the physician presses
the start button, the tests to be performed and their conﬁguration parameters (patient, room, etc.) are sent to the Deliberative
component that creates a plan to fulﬁll them. It then commands
the low-level components to perform the desired activities
(introduce the robot, introduce the test, ask for a question,
wait for an answer, monitor the patient movements...) by
doing appropriate changes in the Inner Model. The low level
components perform their tasks and update the Inner Model
with the results. In turn, the Deliberative component sends
updates about the current state to the CGAmed control module.
Figure 9 shows a simpliﬁed sequence diagram of a use case
where a clinician uses CLARC to perform a patient evaluation
based on Barthel and Mini-Mental tests. It is a simpliﬁcation
since the low-level components of the architecture are not
included, so many steps are skipped.

BANDERA ET AL: CLARC: ROBOTIC ARCHITECTURE FOR CGA

Fig. 8.

Robot Clinician Interface: reviewing and editing a CGA session

IV. C URRENT STATUS
CLARC is still under development and the goal is to have
a commercial system by 2018, supporting several CGA tests
with total autonomy. Currently a ﬁrst fully functional version
of most of the components has been developed and the PDDL
descriptions for the Barthel, Mini-Mental and Get Up and Go
tests have been created. Barthel and Mini-Mental are mainly
questionnaire-based tests and their scoring is done automatically by the system, although the physician can change the
scores anytime. The Get Up and Go test needs the evaluation
of the patient’s body motion, so its scoring is done manually
by the clinicians. A ﬁrst prototype of the CGAmed interface
is also ready. The robot is able to perform a complete Barthel
test, considering the most frequent errors that could appear, as
the patient not answering a question or leaving the room.
Trials with volunteer patients for the three previous tests
will be conducted at Hospital Universitario Virgen del Rocı́o
in Seville, Spain, in June 2016. In July, the system will be
presented to clinicians of Hospital Sant Antoni Abat (Vilanova,
Spain), where further tests will be performed to improve the
system functionality and to adapt it to user preferences.

7

Most systems designed to direct questionnaire ﬁlling tasks
do not rely on the exclusive use of natural interaction channels,
and force the user to employ a keyboard or a mouse device [6].
However, recent proposals in assistive robotics deny the use of
these interfaces and focus on the use of artiﬁcial conversational
systems, touch screens or a combination of both. One interesting example is proposed in the ALIAS Project5 . Our proposal
follows the same approach and uses only natural interaction
channels (i.e. voice and touch). To our knowledge, these multimodal interfaces have not yet been applied for automated CGA
processes.
Gait analysis, on the other hand, has been traditionally
achieved using invasive approaches, such as marker-based
motion capture systems. These systems are still the most
popular option for medical or rehabilitation scenarios, but
require a controlled environment and the user to wear speciﬁc
markers [13]. One of the challenges for the current proposal
is to effectively capture human motion using only the sensors
mounted in the robot. Such a system will reduce setting up
times and will be more comfortable for the user.
CLARC deliberative system can be considered a successor
of NaoTherapist [5][10], a robotic platform for rehabilitation
of children with cerebral palsy. NaoTherapist is able to autonomously plan, execute and monitor a rehabilitation session,
made of different exercises the robot shows and the child
imitates. While monitoring the exercises the system is able
to ﬁll some of the items of the QUEST [3] test. The gesture
monitoring capabilities of NaoTherapist are somehow limited
and there is no real verbal robot-child interaction, despite
the robot is able to speak to encourage the kid. Robots and
sensors, like Kinect, have been also used for rehabilitation
sessions including patient monitoring and evaluation [7]. But
the evaluation of the patients is done manually by the specialist
on the basis of the recorded videos of the session.
On the other hand, the system uses algorithms, taken from
previous research [2], to reinforce collected data using facial
expression and body language analysis. The endowing of this
software architecture within the hardware structure of CLARC
is one of the most signiﬁcant differences of the proposed
system with respect to other competitors.

V. R ELATED WORK

VI. C ONCLUSIONS AND F UTURE WORK

To our knowledge there is no currently any robotic system
aimed to assist clinicians in performing CGA. CLARC was
born in response to a competitive call launched by the The
European Coordination Hub for Open Robotics Development
(ECHORD++) project2 , where it competes against two other
approaches ARNICA and ASSESSTRONIC. Two of these
three approaches will continue to be funded after the ﬁrst trial
in Vilanova, July 2016. ARNICA3 uses a Kompai robot to
perform CGA, but no Artiﬁcial Intelligence capabilities seems
to be provided. ASSESSTRONIC4 also focuses more on the
Human-Robot Interaction, including non-verbal interaction,
than in the system intelligence.

In this paper we have presented CLARC an autonomous
robot to help the clinician in the CGA process. CLARC
discharges the clinician from some of the most time consuming
CGA procedures, those of performing tests to patients and
relatives, and allows him/her to focus on the most important
part, the creation of a customized treatment and follow up plan.
Currently a fully functional but restricted version of CLARC
has been developed, allowing to perform basic Barthel, MiniMental and Get up and Go tests. During the next two years
the system will be improved to obtain a commercial product,
and several other CGA tests will be added.
The Deliberative component will be endowed with more
complex execution monitoring features. The scoring process
for observation-based tests will be automatically learnt from

2 More

info about the project can be found at http://echord.eu
grid/arnica/
grid/assesstronic/

3 http://echord.eu/essential

4 http://echord.eu/essential

5 http://www.aal-europe.eu/projects/alias/
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Fig. 9.

A sequence diagram showing the interactions between components for a simpliﬁed CGA based on a Barthel and a Mini-Mental test

annotations of medical experts on real sequences using Machine Learning techniques. These techniques will be also used
to parametrize the tests, for example learning the questions
where patients need more time to answer, or further explanations. Also the whole use case, from patient greeting to
good-bye will be encoded in PDDL and executed, reacting and
generating new plans when something not expected happens.
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Cristina Suárez-Mejı́as. Planning, Execution and Monitoring of Physical Rehabilitation Therapies with a Robotic Architecture. In Ronald
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Percepts symbols or Action symbols? Generalizing
how all modules interact within a software
architecture for cognitive robotics
R. Marﬁl, L.J. Manso, J.P. Bandera, A. Romero-Garcés, A. Bandera, P. Bustos, L.V. Calderita, J.C. González, A.
Garcı́a-Olaya, R. Fuentetaja and F. Fernández

Abstract—Robots require a close coupling of perception and
action. Cognitive robots go beyond this to require a further
coupling with cognition. From the perspective of robotics, this
coupling generally emphasizes a tightly integrated perceptuomotor system, which is then loosely connected to some limited form
of cognitive system such as a planner. At the other end, from the
perspective of automated planning, the emphasis is on a highly
functional system that, taken to its extreme, calls perceptual and
motor modules as independent functions. This paper proposes to
join both perspectives through a unique representation where the
responses of all modules on the software architecture (percepts
or actions) are grounded using the same set of symbols. This
allows to generalize the signal-to-symbol divide that separates
classic perceptuomotor and automated planning systems, being
the result a software architecture where all software modules
interact using the same tokens.
Index Terms—cognitive robotics, inner representations, symbol
grounding

I. I NTRODUCTION

A

BSTRACT reasoning about phenomena from the outer
world is intimately tied with the existence of an internal
representation of this external reality. From a robotic perspective, this implies the establishment and maintenance of
a connection between what the robot reasons about and what
it can sense [5]. The Physical Symbol Grounding is deﬁned
as the problem of how to ground symbol tokens to real world
entities, i.e. to percepts that can have a high dimensionality
and, unfortunately, that can vary under different conditions.
Furthermore, the dynamic essence of the outer reality can
impose that these percepts continuously change over time. Of
course, this is a challenging problem, approached from very
different points of view by many researchers in recent decades
(e.g. see some examples on the brief survey by Coradeshi
et al. [5]). Among these proposals, recent contributions [2]
are pointing towards the use of a shared, unique internal
representation. This representation is fed with the symbol
tokens generated by all the software components in charge
of solving the grounding problem.
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L.J. Manso, P. Bustos, and L.V. Calderita are with University of Extremadura. E-mail: {lmanso, pbustos, lvcalderita}@unex.es
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Figure 1(left) shows a schematic view of RoboCog [4], [3],
[11], a software architecture where this premise of maintaining
a shared representation is hold. The ﬁgure depicts how two different agents interact through this representation for unfolding
a ’go to person’ behavior provided by the deliberative agent (in
this speciﬁc case, the PELEA module [1]). Domain-dependent
agents, in charge of performing the necessary physical and
perceptual actions, use this plan and the shared world model
to perform their activities. In this case, the Person agent
detects the pose of the person and provides these data to the
representation, and the Navigation agent takes these data and
moves the robot. The shared representation is cooperatively
built and kept updated by all the modules.
The use of the state of the world as the best mechanism to
communicate software components was pointed out by Flynn
and Brooks [6], as a way for reducing the large and close
dependence of the components within the subsumption architecture. Paradoxically, this was considered more a problem
than an advantage by Hartley [8], as similar states of the
world could mean different things depending on the context.
Thus, this would result in a behavior being activated when
another behavior accidentally allowed the world to satisfy
its preconditions. Substituting the real world by this inner
representation, the problem can be minimized as symbolic
information can disambiguate these situations. In fact, in
Figure 1(left) the task to accomplish by all agents is clear
as it is commanded by the deliberative agent.
As Fig. 1(left) depicts, the execution of the high-level action
emanated from PELEA is controlled by the Executive module,
a component that also provides the interface to the representation. The Executive partially assumes the functionality of the
Sequencer module of classical three-layer architectures [7]. It
interfaces PELEA, from which it receives the plan to execute
and to which it reports changes on the representation, through
asynchronous events. The Executive module publishes the
representation to all agents (blank arrows in Figure 1(left))
and it is also the only module in charge of checking if the
changes on the representation, coming from the agents, are
valid or not. More details can be read in [10], but here this
property is reﬂected by connecting the Executive core with
a Grammar data set. Signiﬁcantly, this scheme implies that
the agents will execute the required subtask as they receive
a direct order from the Executive. Hence, the internalized
state of the world does not guide its behavior and it will
be only used, as described before for the simple ’go to
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Fig. 1. (left) A brief scheme of the RoboCog architecture, showing its three main components: PELEA (a high level module for planning, monitoring, and
learning), an Executive in charge of redirecting the plans from the planning module to the corresponding low-level modules and managing the representation
of the world, and a set of domain-dependent agents (in this case represented by Navigation and Person). Modules with red background (Battery level, Laser...)
provide inputs to the agents, meanwhile those with green background (Platform motion) receive the results from the agents. Both sets constitute the Hardware
Abstraction Layer (HAL) of the system; and (right) the scheme of the new proposal for dealing with this same task. There is not an Executive module and
PELEA needs to change the representation to achieve the correct response from the Person and Navigation agents.

person’ example, to intercommunicate the agents. This paper
proposes to change this scheme by removing the Executive
module and forcing the agents to encode the action using the
same set of symbols. Figure 1(right) schematizes how PELEA
should ask the agents to perform the ’go to person’ behavior.
Brieﬂy, as it occurs with perceptions, actions will also be
thought of as changes to the world. It is in this new proposal
where the shared representation truly becomes the core of the
architecture, storing all data that is required for the agents
to perform their activities. This simpliﬁes the architecture as
a whole, as no further modules are required to understand
the state of the robot and its context. Furthermore, fewer
connections eases intercommunication and generalization. As
a major disadvantage, this scheme implies that the modules
use a more complex logic to infer their activities from the
state, without speciﬁc action commands. However, they are
also more easily modiﬁed, added or removed without affecting
the rest of the architecture. This approach also eases the
deployment of different behavioral schemes such as stigmergic
collaboration or competitive approaches (e.g. using more than
one planner).
The rest of the paper is organized as follows: Section II
brieﬂy presents the uniﬁed framework for representing geometric and symbolic information. The proposal has been
currently endowing within CLARC1 , a robot in charge of
performing different tests to geriatric patients. Sections III
and IV show the unfolding of the proposal for performing the
Barthel test and the preliminary results from this work. An
open discussion about the pros or cons of this new scheme is
sketched at Section V.

1 http://echord.eu/essential

grid/clark/

II. T HE D EEP S TATE R EPRESENTATION
The Deep State Representation (DSR) is a multi-labeled
directed graph which holds symbolic and geometric information within the same structure. Symbolic tokens are stated as
logic attributes related by predicates that, within the graph, are
stored in nodes and edges respectively. Geometric information
is stored as predeﬁned object types linked by 4 × 4 homogeneous matrices. Again, they are respectively stored as nodes
and edges of the graph. Figure 2 shows one simple example.
The person and robot nodes are geometrical entities, both
linked to the room (a speciﬁc anchor providing the origin of
coordinates) by a rigid transformation. But, at the same time
that we can compute the geometrical relationship between both
nodes (RT −1 ×RT  ), the person can be located (is with) close
to the robot. Furthermore, an agent can annotate that currently
the robot is not speaking.
A. Data structure
As a hybrid representation that stores information at both
geometric and symbolic levels, the nodes of the DSR store
concepts that can be symbolic, geometric or a mix of them.
Metric concepts describe numeric quantities of objects in the
world that can be structures like a three-dimensional mesh,
scalars like the mass of a link, or lists like revision dates.
Edges represent relationships among symbols. Two symbols
may have several kinds of relationships but only one of them
can be geometric. The geometric relationship is expressed with
a ﬁxed label called RT . This label stores the transformation
matrix (expressed as a Rotation-Translation) between them.
Then, the DSR can be described as the union of two quivers:
the one associated to the symbolic part of the representation,
Γs = (V, Es , ss , rs ), and the one related to the geometric part,
Γg = (Vg , Eg , sg , rg ). A quiver is a quadruple, consisting of a
set V of nodes, a set E of edges, and two maps s, r : E → V .
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These maps associate with each edge e ∈ E its starting node
u = s(e) and ending node v = r(e). Sometimes we denote
by e = uv : u → v an edge with u = s(e) and v = r(e).
Within the DSR, both quivers will be ﬁnite, as both sets of
nodes and edges are ﬁnite sets. A path of length m is a ﬁnite
sequence {e1 , ...em } of edges such that r(ek ) = s(ek+1 ) for
k = 1...m − 1. A path of length m ≥ 1 is called a cycle if
s(e1 ) and r(em ) coincide.
According to its nature, the properties of the symbolic
quiver Γs are:
1) The set of symbolic nodes V contains the geometric set
Vg (i.e. Vg ∈ V )
2) Within Γs there are no cycles of length one. That is,
there are no loops
3) Given a symbolic edge e = uv ∈ Es , we cannot infer
the inverse e−1 = vu
4) The symbolic edge e = uv can store multiple values
On the other hand, according to its geometric nature and the
properties of the transformation matrix RT , the characteristics
of the geometric quiver Γg are:
1) Within Γg there are no cycles (acyclic quiver)
2) For each pair of geometric nodes u and v, the geometric
edge e = uv ∈ Eg is unique
3) Any two nodes u, v ∈ Vg can be connected by a unique
simple path
4) For each geometric edge e = uv = RT , we can deﬁne
the inverse of e as e−1 = vu = RT −1
Thus, the quiver Γg deﬁnes a directed rooted tree or rooted tree
quiver [9]. The kinematic chain C(u, v) is deﬁned as the path
between the nodes u and v. The equivalent transformation
RT of C(u, v) can be computed by multiplying all RT
transformations associated to the edges on the paths from
nodes u and v to their closest common ancestor w. Note
that the values from u to the common ancestor w will be
obtained multiplying the inverse transformations. One example
of computing a kinematic chain is shown in Figure 2.
B. Internalizing the outer world within the DSR
The complexity of the domain-dependent modules typically
implies that they will be internally organized as networks of
software components (compoNets). Within each compoNet,
the connection with the DSR is achieved through a speciﬁc
component, the so-called agent. These agents are present in the
two schemes drawn at Figure 1, but its degree of complexity
has dramatically changed when we move from one scheme
to the other. Within RoboCog (Figure 1(left)), the internal
execution of an agent can be summarized by the Algorithm 1.
With the removing of the Executive, the agents need to search
for those changes on the DSR that launch the speciﬁc problemsolving skills of the compoNets they represent (e.g. detect the
pose of a person). The new agents should then modify its
internal data ﬂow, as it is brieﬂy outlined at Algorithm 2.
The search for changes skill depends on each agent and
the behaviors that the compoNet can solve. Within the algorithm, it is stated that this function returns the action
to perform. This is the most signiﬁcant difference between
Algorithms 1 and 2: in the ﬁrst case the action is imposed by
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Fig. 2. Uniﬁed representation as a multi-labeled directed graph. Edges labeled
as is with and is not denote logic predicates between nodes and they belong to
Γs . Edges starting at room and ending at person and robot are geometric and
they encodes a rigid transformation (RT  and RT respectively) between them.
Geometric transformations can be chained or inverted to compute changes in
coordinate systems.

Input: action from the Executive core
while (1) do
subscribe to DSR updates;
process { action };
if DSR changes then
publish new DSR;
end
end
Algorithm 1: Procedure of an agent within RoboCog

an external module, but in the second one, the action is determined by the agent. As we will brieﬂy discuss at Section V this
opens new ways for dealing with the top-down and bottom-up
mechanisms for determining what the next action to perform
will be or for implementing reﬂexive behaviors. The whole
execution of the compoNet is conditioned by its inherent
Grammar, i.e. the database storing triplets with the states of the
DSR after, during and before the compoNet executes a speciﬁc
action. Figure 3 shows one example, stored at the Grammar
of the Speech agent (see Section III). Figure 3(left) shows the
state of the DSR before PELEA states that the robot should say
the sentence yyy. When PELEA changes the DSR (changing
the attribute xxx to yyy, between test and test part), and
the agent Speech receives the new state, Speech uploads the
DSR to inform all agents that the robot is speaking. When
the sentence ends, Speech changes the DSR to robot ﬁnish
speaking. Contrary to the way we work within RoboCog,
where the Grammars were only deﬁned by a initial state of
the DSR (before an agent executes the action) and an ending
state (after an agent executes the action), the agents must now
to inform that they are executing the action. This constitutes
the current way to avoid that other agent on the architecture
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Fig. 3. (Left) The state of the DSR before PELEA states that the robot should say a sentence yyy; (center) PELEA changes the text to speech (from xxx to
yyy) and then, when the Speech agent reads the DSR, the robot starts to speech (robot is speaking); and (right) the sentence has been said and the Speech
agent informs to the rest of the agents through the DSR (robot ﬁnish speaking).

while (1) do
subscribe to DSR updates;
search for changes { output: action };
process { action };
if DSR changes then
update DSR;
end
end
Algorithm 2: Procedure of an agent within the new proposal

modiﬁes that part of the DSR meanwhile an action is being
executed.
III. B UILDING A WHOLE ARCHITECTURE AROUND THE
DSR
A. Our use case: the Barthel test
CLARC is waiting on Room 1 for its ﬁrst patient.
When Dr. Cesar presses the Start button on his mobile phone, CLARC wakes up and looks for Carlos,
his patient, who should be sitting in front of it.
When CLARC sees him, he greets him and presents
itself as the responsible for conducting a small test,
which will help the doctor to know how he is. It also
brieﬂy describes him what the test will be: basically
a collection of questions that must be answered
by selecting one of the 3-4 options described. And
then the test starts. Sometimes, CLARC hear words
that it does not understand. Sometimes, it just hears

nothing. However, these situations are expected...
and planned!. It is patient and can repeat the phrase
several times, also suggest to leave it and go to the
next question, and also always offer the option to
answer using the touch screen on its chest. After 1015 minutes, the test ends. It is time to say goodbye to
Carlos and to send an internal message to Dr. Cesar
indicating that the result of the test is stored on the
CGAmed server for being validated.
This brief summary describes how the CLARC robot should
address the Barthel Test. For performing the required actions,
it is endowed with a software architecture that is showed at
Figure 4. Out of the ﬁgure is the CGAmed server, where
the application that Dr. Cesar used for launching the test
is set. Once the Deliberative module (PELEA) receives this
command, it wakes up the activity of the system, translates
the high level action into a set of low level commands, and
introduces the ﬁrst of these commands within the DSR as a
structural change on the DSR. Each of these changes provokes
the response of one or several agents, which will try to modify
the DSR towards a new state. Certain commands are single
questions, that the agent of PELEA can ask examining the
DSR. For instance, the command SearchPatient is answered
as Yes, if the robot is seeing the patient seated in front of it,
or as No, otherwise.
B. Overview of the architecture
Figure 4 shows an overview of the whole architecture in
charge of performing the Barthel test within the CLARK
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Fig. 4. Overview of the architecture within the CLARC robot. There are currently four compoNets: PELEA, Person, Panel and Speech. The Grammars that
drive the behavior of these agents is encoded within the agents.

project. Surrounding the World model provided by the DSR
there are four agents: PELEA, Speech, Panel and Person. The
ﬁrst one is in charge of providing the deliberative skills to the
architecture, but it interacts with the rest of agents using the
same procedure (i.e. changing the DSR). The Speech agent is
the responsible of understanding the answers of the patient or
guardian and of translating the text into speech, generating the
voice of CLARC. This agent manages a speciﬁc grammar for
dealing with the answers. The Panel agent manages the touch
screen, which provides a non-verbal channel for interacting
with the patient that complements the verbal one. Finally,
the Person agent is the responsible of detecting and tracking
the face of the interviewed person. It should be noted that,
for this stage of the project, it is not needed that the robot
moves. A ﬁfth module is the WinKinectComp. It runs on a
second PC and is in charge of capturing the preprocessed data
provided by a rgbd Kinect sensor (i.e. joints of the person) and
a shotgun microphone (automatic speech recognition). This
data is provided to the Person and Speech compoNets.
PELEA is the most complex agent within the architecture.
Within this project, it includes the following components

•

•

•

The High Level Executive (HLE) module manages the
whole compoNet. It receives the global goals and invokes
the Monitoring module to get a plan achieving them.
Then it takes the ﬁrst action of the plan and invokes
the HighToLow module to decompose it into low-level
actions. These actions are then inserted into the DSR as
changes on the model. The HLE looks at the changes in
the DSR and, after a conversion to high level knowledge
performed by LowToHigh, sends them to Monitoring that
checks whether the plan is executing conveniently.
The Monitoring module is in charge of maintaining a
high level model of the environment and of invoking
the Decision Support module when any deviation in the
execution of the plan arises. It detects for example that
the user has not answered a question or is not facing the
robot and tries to ﬁnd alternate plans to solve the problem
found.
The Decision Support module creates a plan starting from
the current state, the goals to be achieved, the possible
states of the world and the description of the changes the
actions produce in the world state. To create the plan it
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•

•

invokes an automated planner that returns the sequence
of actions achieving the goals.
The HighToLow module converts the high level actions of
the plan created by the Decision support module into low
level actions that can be included into the Inner Model.
The LowToHigh module converts the information contained in the Inner Model, which represents knowledge in
the form of binary predicates into n-ary predicates that the
Monitoring module uses to reason about the correctness
of the execution of the plan.

C. Encoding the grammar rules within the agents
With the removal of the central Executive module, we can
consider that its role is now encoded within the agents on the
architecture (see Figure 4). Thus, as Figure 1(right) shows,
each compoNet has now its own Grammar. This Grammar is
local to the compoNet and is currently encoded within the
code of the agent. In an architecture that is mainly driven
by how the internalized world changes, the coherence on the
encoding of each change and its global synchronization are
basic aspects. Although we have brieﬂy described how the
world is internalized at the DSR at Section II-B, we will
provide here a more detailed description of how a Grammar
is encoded within an agent.
Algorithm 3 illustrates how the speciﬁc grammar of the
Speech compoNet is encoded in the agent. The Speech compoNet is in charge of translating the chosen sentence from
text to speech and of receiving the responses from the patient
(via the Automatic Speech Recognition (ASR) set on the
WinKinectComp). There are three main modules within the
Algorithm 3. The ﬁnishSpeaking is launched by the TTS
module to the Speech agent to inform this that a sentence has
been said. In the DSR, this implies that the robot is speaking
must change to robot ﬁnish speaking. On the other hand, the
setAnswer is launched by the Answer module to the agent to
inform that a response has been captured. The DSR is changed
from person waiting answer to person got answer. It also
provides the speciﬁc answer. Thus, these functions encode
the ﬁnal state of the two rules driven the responsibilities of
the Speech compoNet (e.g. Figure 3(right) shows the result
of launching ﬁnishSpeaking). Within the main loop of the
agent (compute), it is encoded the searching for changes
aforementioned at algorithm 2. In this case, we document
the two situations that launch the waiting of a new response
from the patient (waitingAnswer) and the saying of a new
sentence (startSpeaking). In the ﬁrst case, the change on the
DSR is done without evaluating any additional constraint. On
the second case, we will evaluate if the label, i.e. the sentence
to say, has been changed (see Figure 3). The procedures to
address (i.e. the process { action } of algorithm 2) are also
launched (canAnswer() and setText(label), respectively). But,
as described at Section II-B, and just before launch one of
these procedures, the agent notiﬁes to the rest of agents that the
process is under execution (publishing the new DSR model).
IV. E XPERIMENTAL RESULTS
The new scheme has been applied for implementing the
Barthel test within the aforementioned CLARK project. The

ﬁnishSpeaking
if getEdge(robot,speaking) == is then
removeEdge(robot,speaking, is);
addEdge(robot,speaking, ﬁnish);

publishModiﬁcation();
end
setAnswer

if getEdge(person,answer) == waiting then
removeEdge(person,answer, waiting);
addEdge(person,answer, got [answer]);
publishModiﬁcation();
end
compute

if worldChanged then

waitingAnswer
if getEdge(person,answer) == can then
removeEdge(person,answer, can);
addEdge(person,answer, waiting);

canAnswer();
model modiﬁed = true;
end
startSpeaking
if getEdge(test,test part) == is in then
{q, label} = getEdgeAttribute(test,test part);

if label != label back then
removeEdge(robot,speaking, is not);
addEdge(robot,speaking, is);
setText(label);
model modiﬁed = true;
end
end
changeConﬁg

if ......then
end
if model modiﬁed then
publishModiﬁcation();
end
end
Algorithm 3: Example of the Grammar encoded within the
Speech agent

Barthel test consists of ten items that measure a person’s
daily functioning; speciﬁcally the activities of daily living and
mobility: Bladder and bowel function, transfers and mobility,
grooming and dressing, bathing and toilet use, and feeding
and stairs use. Being actions and perceptions internalized
within the DSR, the monitoring of the evolution of this state
representation allows to track the whole execution of the use
case. Fortunately, we have at our disposal in RoboComp the
graphical tools for addressing this monitoring (see Figure 5).
The Barthel test needs that the robot can speech and show
on a touchscreen speciﬁc sentences, for asking or helping.
The robot must also hear or capture from the touchscreen the
answers from the patient or relative. Finally, it is needed to
track the presence of the person. The use case includes a ﬁrst
introduction, where the test is explained to the user, and then
the robot asks the user for ten items. Each item implies that
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Fig. 5.

Monitoring the evolution of the DSR.

the user chooses the option that best ﬁts its state from a list.
The presentation of each item follows the same scheme:
1) The robot introduces the item through voice and a
message on the touchscreen
2) The robot describes each possible option (voice and
message)
3) The robot asks the user to give an answer (voice or
tactile on the touchscreen)
4) If after an speciﬁc time there is no response
a) The robot describes each possible option via voice
b) The robot shows all options on the touchscreen
If after this second try the patient does not answer, the robot
will go to the next item on the test. Two non-answered items
will provoke that the robot asks the clinician to attend. Figure 6
shows the evolution of the DSR during the Barthel test. It
shows how the state evolves when the person is lost and then
is detected again. It can be noted that the DSR practically
provides a semantically annotated view of the scene. We have
not measured response times but currently all the test can be
run online and without remarkable latencies. The people from
the Hospital Universitario Virgen del Rocı́o has checked the
test and it is now ready for be evaluated by real users.
V. O PEN D ISCUSSION
It is really hard to draw a Conclusion Section as this is a
preliminary work. In any case, we are currently able to run a
complete Barthel test, following the correct course of actions
but also acting against exogenous events such as the suddenly
absence of the interviewed person (as Figure 6 shows). This
allows us to open this Section and sketch what the main pros
or cons of this proposal could be.
Pros. On one hand, we have been able to encode using
the same scheme and collection of tokens the commands
originated from a deliberative module and the perceptions,
more or less elaborated by the domain-dependent modules, but
always coming from the sensors. It is interesting to note that
this provides a natural mechanism for merging top-down and
bottom-up procedures for determining the course of action.
In this proposal, the domain-dependent modules can respond
in the same way to both kinds of processes. For instance,
when the robot looses the person, the Speech component can
immediately stop talking and PELEA can change the global
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course of action. The local behavior of the Speech module
does not need to wait for receiving a speciﬁc command from
PELEA. Thus, these modules can learn how to react to speciﬁc
stimulus.
Cons. It is clear that the complexity of those software
components in charge of monitoring the evolution of the
DSR (our agents) is now very more complex. Although the
architecture could provide the impression of being modular,
this is not a reality in its current version: the deﬁnition of
the agents demands a high degree of coupling among all
researchers on charge of the implementation of each one of
them. The reason of this dependence can be on the need of
working with the same collection of symbols/tokens, which is
not currently deﬁned in advance. Thus, each change requires
that all agents know how it will be ’written’ on the DSR.
Agents will also manage with care how they advise to the
rest of agents that they are working over a speciﬁc part of the
DSR. The current messages on the DSR (such as the robot is
speaking) must be correctly interpreted by other agents that
could be interested on using the speakers. We need again a
very close interaction among the whole team of programmers.
Obviously, future work will focus on dealing with the main
problems detected after these trials. We need to develop a
mechanism that allows the agents to access to speciﬁc parts of
the DSR (e.g. the person) and that sets and manages priority
levels for using the resources. The aim should be to mimic
the main guidelines of active vision perception, avoiding that
other agents, with lower priority levels, can change this part
of the DSR meanwhile an action is being executed. It is also
mandatory to change the current way of encoding the agents,
providing a mechanism that can allow a easier encoding.
Finally, the collection of symbols must be generalized, as a
way for achieving the desired modularity of the compoNets.
The current encoding, which allows to read the state of the
outer world by a simple observation of the DSR, can be a
good option for achieving this generalization. However, we
must also be open to the possibility that this encoding can
ease our monitoring of the evolution of the DSR, but could
not be the best option for achieving autonomous learning of
the task-dependent modules. Other encodings (e.g. low-level
features or outcomes generated/employed by these modules)
could be employed at the graph items that are closer to the
sensors. This will increase the data volume represented on the
DSR but also open the architecture for techniques such as
deep learning, which could be applied to generate the current
symbols encoded using natural language. We are currently
working on other tests, such as the Minimental or the GetUp
& Go ones. This last one requires a high coupling of the DSR
with the geometrical reality of the motion of the patient’s joints
during a short sequence of movements. It will be then required
that the annotating of low-level features on the DSR is also
increased.
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Fig. 6. Evolution of the DSR: During the execution of the Barthel test, the robot loses the person for several frames and then asks the patient to sit again
in front of it. More related nodes and edges are colored and in bold, respectively. The ﬁgure shows a sequence of views of the DSR: (top-left) before losing
the person, the robot has just ﬁnished on asking a question and showing a message on the touchscreen; (top-center) the robot is speaking a new sentence but
then it loses the person. The situation is reported to PELEA; (top-right) but the Speech agent immediately stops speaking; (down-left) the Speech and Panel
returns the DSR to its original state (robot is not speaking and robot is not showing) and PELEA changes the world proposing to speech a speciﬁc sentence
(’Please, sit down in front of me’). This sentence is encoded as a label on the is in attribute between test and testPart; (down-center) the Panel also shows
this sentence on the touchscreen; and (down-right) the person isWith robot again and PELEA determines that the test can continue
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The Welcoming visitors Task in the APEDROS
Project
Daniel González-Medina, Álvaro Villena, Cristina Romero-González, Jesus Martínez-Gómez, Luis
Rodríguez-Ruiz, Ismael García-Varea

Abstract—Welcoming visitors is expected to be an important
task for future social robots, especially for those assisting dependent people, who may not be able to deal with simple, daily
tasks. In this paper, we present a solution for the welcoming
visitor task in the APEDROS research project, that it is based
on the RoCKIn@Home challenge. Our solution relies on the use
of a mobile robot in conjunction with a large range depth sensor,
which improves the applicability of the proposal. The proposal
has been empirically evaluated within a research lab where
visitors may require, by means of voice commands, meeting some
of the lab staff or ﬁnding objects that are suitable to be placed in
the environment. The results obtained validate the effectiveness
of the proposal.
Index Terms—human-robot interaction, navigation, speech
recognition

I. I NTRODUCTION

H

UMAN-robot interaction (HRI) has become one of the
most promising research ﬁelds with a wide range of realworld nowadays applications [3]. Current technologies allow
robots to engage in conversation with humans while automatically perceiving the users’ emotional state, recognizing their
gestures, or even understanding their body language [ 20].
At the same time, one of the biggest challenges that society
faces today is the provision of assistance to dependent people.
Dependence is a phenomenon which affects all ages, not only
the elderly, as many people have disabilities caused by disease,
congenital defects or accidents. The impairment of cognitive
and physical abilities limits a person’s autonomy, and this
is considered a major problem which developed countries
have decided to tackle. In the case of Spain, demographic
estimations indicate that, by the year 2020, there will be
around 1.5 million dependent people, and this tendency will
continue to rise due to its aging population [ 2].
The intersection of these two ﬁelds seems almost natural:
social robots with enhanced HRI capabilities can assume a
predominant role as caretakers of these dependent people [ 8].
Based on this premise, the APEDROS (Asistencia a PErsonas
con Dependencia mediante RObots Sociales) research project
aims at closing the gap between the existing technologies in
social robotics and the needs of dependent people. Among
others, the robot must be able to identify the key elements in
its environment, recognize known people, respond to different
commands, and understand natural language.
 University
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For the evaluation of the APEDROS research project, several use cases have been designed to test the response of the
robot in some common scenarios that could be found when
assisting dependent people. One of them is the Welcoming
visitors task, where the robot must identify a person in a
known indoor place, and perform a different activity based
on who that person is. This use case involves user detection
and recognition, localization and mapping, as well as speech
recognition and synthesis. It is based on the Welcoming visitor
task of the RoCKIn@Home challenge [18], which has been
adapted to better ﬁt the evaluation process of the APEDROS
project goals. Namely, the robot has to actively identify
those users requiring interaction, and to translate the user
commands to robot actions. These robot actions are expected
to allow the user to locate and meet other people in the
environment (laboratory staff), or to ﬁnd some speciﬁc objects
suitable for manipulation. This last feature involves a previous
scene understanding stage [16] to estimate the most plausible
location for the objects to be found, which has been assumed
in this work.
Fig. 1 describes the overall scheme for the use case that
has been used to validate the proposal. This use case has
been evaluated in a real-world scenario and involving different
people playing the visitor role. The mobile robot is capable
of detecting visitors, interacting with them, meeting their
requirements, and then coming back to its charging area. The
evaluation also shows great performance in speciﬁc tasks like
user classiﬁcation and speech recognition.
The rest of the article is organized as follows. A brief
review of the APEDROS research project and the details of the
Welcoming visitors task are depicted in Section II. Section III
describes the development of the complete use case, including
the robotic platform, the modules and their role in the solution
to the problem. Finally, the results obtained and the obtained
conclusions are shown in Sections IV and V.
II. APEDROS R ESEARCH P ROJECT
In order for a social robot to interact properly, it needs
to be able to communicate with people holding high-level
dialogues. To this end, certain requirements must be met. First,
the robot must be able to visually track the movements of the
interlocutor. Also, the robot must be able to recognize and
interpret human speech, including affective speech, discrete
commands and natural language [13]. In addition, the social
robot must have the ability to recognize facial expressions,
gestures and human actions and to interpret the social behavior
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Overall scheme of the use case for the proposal evaluation

of people through the construction of elaborate cognitiveaffective models [9].
All these multimodal HRI tasks are addressed in the APEDROS research project [10], where these are some of the
key features for the development of social robots for assisting
dependent people. Speciﬁcally, the main goal of this project is
the integration of existing technologies with novel approaches
to be developed within the project. This proposal pursues
the generation of innovative and original knowledge, taking
the current state of the art in this area as a starting point.
The fundamental hypothesis that this project, APEDROS, puts
forward is that social robotics can improve social welfare, as
well as the quality of life for people with limited autonomy
caused by their disabilities.
With the aim of using this technology in the most effective
way, the impact of its use on the population will have to be
studied and evaluated. For this reason, this project highlights
three new scientiﬁc sub-objectives in the area of social and
service robotics:
1) Study and development of new architectures of cognitive
control and its implementation in the available hardware
architecture so that they enable the robot to obtain
information from the environment via its sensors, thus
endowing it with autonomy.
2) Design of mechanisms for multimodal HRI, which has
to be suitable for each one of the deﬁned scenarios
according to the user proﬁle.
3) Evaluation, validation and assessment of the impact of
using social robots, especially regarding the quality of
life for people.
The evaluation of human-robot interaction systems in not
trivial as it involves several external factors like end-user
behaviors or the appearance in the environment of external
agents [17]. Moreover, any real-world environment incorporates different issues related to heterogeneous points like
power supplies, lighting conditions or background noise. Current related approaches include tour-guide robots [ 1], which

may include speciﬁc modules for human detection and tracking, gesture recognition and voice recognition, or general
purpose robot used to empower people with disabilities [ 5].
A. Welcoming visitors Task
The main goal of the proposal is to successfully meet and
interact with people arriving at any kind of indoor environment
by means of a mobile robot. Speciﬁcally, we setup our working
scenario in the SIMD lab of the Albacete Research Institute
of Informatics, University of Castilla-La Mancha, Spain. The
lab consists of three different rooms, and their dimensions
are 6x4.5 m, 6x2 m and 9.5x6.5 m. The overall size of the
working scenario is then over 100 m 2 (an example of the robot
meeting a visitor in the environment is shown in Fig. 2). This
development involves: detecting people requiring interaction,
going towards candidates and then, interacting with them to
solve a predeﬁned task. This task consists in taking the user
to a speciﬁc place to either meet someone or reaching an
object. In both cases, the robot would need to ﬁrstly ﬁnd and
determine the position of the person/object, but it is assumed
as prior knowledge in this proposal.
Users should explicitly provide the robot with an spoken
description of the task to be solved, similarly to the working
scenario proposed in the RoCKIn@Home challenge 1. In order
to improve the user experience, the robot is expected to be
able to recognize and ﬁnd the people who works in the
environment. This way, the robot can distinguish between the
lab staff and visitors.
The environment is equipped with a velodyne sensor, which
should be deployed for covering the maximum area. This
sensor copes with the detection of potential users, in such
a way that the robot does not need to continuously move to
discover new users. This allows, as well, that new users can be
detected even if the robot is still interacting with other users.
1 http://rockinrobotchallenge.eu/
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B. Modules

Figure 2.

Robot welcoming a visitor within the SIMD environment.

Furthermore, the robot can initially be in any position in the
environment (although it will usually be in the charging area).
III. U SE C ASE D EVELOPMENT
A. Robotic Platform
The robot employed is a differential-drive PeopleBot robotic
platform ﬁtted with additional sensors and computing capabilities (see Fig. 3). More speciﬁcally, the robot has been equipped
with an RGB-D sensor, namely an ASUS Xtion PRO Live, and
a directional microphone that improves the speech recognition
performance. The initial PeopleBot platform included the
navigation Hardware package, whose main device is a SICK
LMS200 2D laser with an effective operation range of 10
meters. It has also been upgraded with an Intel NUC processor.

Figure 3.

The following modules/tasks have been adopted for accomplishing the previously described task: user detection,
user recognition, localization, mapping and navigation, speech
recognition and generation, planning and scene understanding.
1) User detection: This module deals with detecting potential users in the environment, using the velodyne sensor
as a source of information. To this end, we have developed a
system that detects candidate users by following a background
subtraction approach, once the static elements of the environment have been previously imaged. This is achieved from the
shape and size of the acquired point clusters not belonging
to structural elements in the environment, namely walls and
furniture. Those clusters whose height and size match the
size of a person are marked as user candidates. In order
to prevent the system from continuous candidate detections
which, in fact, correspond with the robot location, the system
dynamically integrates the robot position into the background
for its subtraction. An example of user detection is presented
in Fig. 4, where we can observe how a user is successfully
detected using this background subtraction approach.
2) User recognition: After detecting a potential user, the
robot should ﬁrstly check that the candidate is actually a
human being, and not a false positive from the user detection
module. For this purpose, the robot needs to navigate to the
position of the potential candidate, which involves the use of
a common reference system. Candidate users are discarded
if no skeleton are detected around the position of interest.
This process is carried out by processing the input RGB-D
image through OpenNI and NITE libraries. Once a skeleton
has been detected, the user’s face is found using the ViolaJones face detector [19]. The acquired face is then classiﬁed
by a Haar Cascade classiﬁer [12] previously trained with a
set of samples from the staff faces. The potential user is
then classiﬁed as either a member of the staff or a visitor
requiring interaction. This is conducted by processing the last
n decisions of the classiﬁer, as shown in Fig. 5. Such classiﬁer
decisions include the class and distance to the nearest staff
instance in the training set. After processing twenty frames,
the user is classiﬁed as the predominant class (laboratory staff)
or marked as a user requiring interaction otherwise.

Robotic platform used for the experimentation.

Regarding the software architecture, we have relied on
the RoboComp [15] platform, an open-source, componentoriented framework designed for robotics programming. In
addition, the navigation and localization capabilities provided
by the ARIA/ARNL libraries have also been used.

Figure 5.

User recognition based on the Haar Cascade classiﬁer.
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Point cloud perceived

Background including robot occupancy (green)

People detection and robot position (green point)
Figure 4. Candidate detection process. The process starts with the acquisition of a point cloud (top-left). From this cloud we remove both the static background
and the robot dynamic occupancy (top-right). The result would correspond to the candidate position of the visitor (bottom).

3) Localization, Mapping and Navigation: The localization
and navigation capabilities are directly provided by the ARIA
and ARNL libraries2 . The working scenario should be previously mapped using the scanning tool provided by ARNL and
the laser data of the robot, namely the SICK LMS200 device.
The map is generated with the Mapper3 tool, which creates a
map ﬁle given the collected laser data and some conﬁguration
parameters as, for example, the usage of raw laser data or
corrected data using a loop closure technique. Once the map
is available, the robot can navigate to any goal while it is self
localized using the Monte Carlo method [7].
4) Speech Recognition and Generation: In order for the
robot to naturally interact with the users, it has been provided
with speech recognition and understanding capabilities. This
recognition/understanding process is performed in two separate stages. First an automatic, continuous speech recognizer is
employed to obtain a transcription to the user speech. For this
task, we have relied on the Google speech recognition system
2 http://robots.mobilerobots.com

that can accurately transcribe speech in a real environment.
Once the transcription is available, the next stage deals with
the interpretation of the words uttered by the user. Here, ﬁrst,
a parsing of the text transcription is performed in order to
obtain elements like part of speech, name entities or semantic
role labeling, using the SENNA [6] toolkit. Then, the output
of SENNA is processed following a rule-based approach to
obtain a semantic representation of the transcribed sentence,
known as CFR (Command Frame Representation).
As a result of the recognition and understanding task, a
suitable representation of the user requirement is obtained.
This representation is then sent to the planning module. The
complete pipeline for the speech recognition is shown in
Fig. 6.
5) Planning: The cognitive architecture of the robot relies on RoboCog [4], which follows the Hayes-Roth guidelines [11] based on human abstraction when making plans.
In this architecture, planning is performed using the active
grammar model (AGM [14]) as a symbolic representation
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Figure 6.

Speech recognition procedure.

of the environment. The geometric level models the world
and their relevant elements, like other agents or objects, in
the form of a graph where nodes are linked to a kinematic
tree. The complete plan for the use case considers up to
seventeen relevant transitions where changes are devoted to
key domain elements like candidates or the robot. An example
of a planning transition is shown in Fig. 7, where world
representation is modiﬁed due to the detection of a candidate
position. In addition to the planning, the AGM architecture
is also exploited to provide the robot with prior knowledge
related to the most feasible position of laboratory staff and
objects.
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of twelve different trials, where a trial covered the complete
use case including the different sub-stages like candidate
detection, navigation and mapping or human-robot interaction
among others. Nine of those trials corresponded to known
staff entering the lab, and the other three where visitors that
required to meet someone from the lab.
The development of the use case was based on the
RoCKIn@Home scenario and involved several human agents.
Concretely, each trial starts with a person coming into the lab.
Next, the robot has to determine whether or not that person is
a staff member. If so, the use case will be ﬁnished by greeting
the person and making the robot come back to to the charging
area. If the newcomer is identiﬁed as an unknown person, the
robot will interact with him/her by enumerating the actions it
is able to perform. In this use case, such actions are limited
to take the user to the place where a speciﬁc staff member or
object can be found.
Despite each experiment involved the complete development
of the use case, we also focused the experimentation on the
evaluation of speciﬁc tasks or capabilities. Concretely, we
validated the detection accuracy from large range sensors, as
well as its performance on the user recognition and dialog
generation.
A. Candidate Detection
Two different parameters concerning candidate detection
were evaluated: speed and precision. That is, we measured the
elapsed time between the user entrance and the corresponding
detection. We also computed the distance between the user
position, as detected by the range sensor, and their ground
truth true position. The results obtained are included in Table I
and graphically presented in Fig. 8. The position of candidate
users was detected a few seconds after their entrance, and
the position detection was accurate enough for further humanrobot interactions.
Table I
E RROR ON

USER DETECTION AND ELAPSED TIME BETWEEN THE USER
ENTRANCE AND THEIR DETECTION .

Error on the detection (mm)
Time to detect (s)

Average
656.20
3.78

Standard Deviation
190.55
1.17

B. User Recognition

Figure 7.

Snapshot of a planning transition.

IV. E XPERIMENTS AND R ESULTS
Experimentation on this paper was performed during several
days and considering different end users to better generalize
the results obtained. Speciﬁcally, the experiments consisted

With regards to the user recognition, we decided to estimate
the accuracy for those cases where the candidate was a
known laboratory staff. The face recognizer is active since
the candidate is labeled as a person by the skeleton tracker.
This system processes every visual image acquired with the
camera to produce: a.- the most probable class label for the
current input, and b.- a conﬁdence measure on the classiﬁed
image obtained from the distance measurement.
To this end, we trained the user recognizer with three
different staff members (same gender and age to increase
challenging). From these people, we recorded and annotated
200 different face perceptions acquired under different lighting
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Table II
S PEECH RECOGNITION TRANSCRIPTIONS , COMMAND REPRESENTATIONS AND ELAPSED TIME SINCE THE
ROBOT FULLY UNDERSTANDS THE USER REQUIREMENTS .
Original sentence
take me to Daniel
take me to Cristina
take me to Jesus

take me to Daniel
take me to Cristina
take me to Jesus

Transcript
take me to the near
take me to Daniel
take me to Christina
take me to this
???
take me to Jesus
???
take me to Danny
???
take me to Daniel
???
take me to Christina
take me to Jesus

USER STARTS THE CONVERSATION UNTIL THE

CFR
TAKING(theme:"me",source:"to the near")
TAKING(theme:"me",source:"to Daniel")
TAKING(theme:"me",source:"to Christina")
TAKING(theme:"me",source:"to this")
CFR Error!
TAKING(theme:"me",source:"to Jesus")
CFR Error!
TAKING(theme:"me",source:"to Danny")
CFR Error!
TAKING(theme:"me",source:"to Daniel")
CFR Error!
TAKING(theme:"me",source:"to Christina")
TAKING(theme:"me",source:"to Jesus")
Average time (s)

Time (s)
10.85
7.19
17.55

15.32
10.84
7.88
11.02 ± 4.09

8

1000

with the rule-based semantic extractor was exposed as a very
useful tool for obtaining always valid CFRs.

6

500
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800
700
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900

V. C ONCLUSION AND FUTURE WORK

Figure 8.

Error on the candidate detection (mm) and elapsed time (s).

conditions. The recording was performed while the user was 2
meters in front of the robot similar to Fig. 2. The training set
then consisted of 600 different faces belonging to three classes:
Staff A, Staff B and Staff C. Any single face perception was
initially classiﬁed using the class of the most similar training
instance. If its distance was above a pre-set threshold (250
in the experiments) the classiﬁcation decision was changed
to unknown visitor. A potential user was categorized as the
staff member SM i if the last 20 face perceptions included at
least 15 SMi classiﬁcations. From these data, we obtained an
accuracy over 99.16 %.
C. Human-Robot Interaction
Finally, the human-robot dialog-based interaction task was
also assessed. Here, the elapsed time since the user starts
the conversation until the robot fully understands the user
requirements was measured. This time may be adversely
inﬂuenced by errors either in the transcription or understanding
processes. We also recorded the original user sentence, the
transcription generated and the CFR output. All these results
are shown in Table II. On average, the robot needed 11
seconds to successfully understand the visitor requirements.
However, the minimum average time is 7.54 s, which is a
valid time for human-robot interaction. This time difference is
due exclusively to errors in the transcription, while SENNA

We have presented the design and evaluation of a complete
use case where a social robot welcome visitors. The use case
comprises several sub-tasks like user detection and recognition, navigation, mapping, and human-robot interaction, which
have been described.
In view of the results obtained, we can initially conclude
that range sensors can be successfully exploited to increase
the operative range of mobile robots. This has been carried out
by implementing a two-stage people recognizer where a initial
stage detects distant candidates. The potential candidates are
then veriﬁed in a second stage involving skeleton detection
from depth images. We can also conclude that the use of
environment lexical annotations can facilitate the human-robot
interaction, as humans may directly refer to objects or people
without explicit indications about their locations. Finally, the
speech recognition system shows promising results, with still
some room to improve the transcription procedure.
As future work, we plan to extend the use case to dynamically discover knowledge which could be useful for
visitors. In addition, a veriﬁcation of the successfulness of
the task in terms of checking that the user request was
correctly addressed, that is the lab staff or object found actually
corresponds to the user requirement.
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Use and advances in the Active Grammar-based
Modeling architecture
L.J. Manso, L.V. Calderita, P. Bustos, A. Bandera

Abstract—The choice of using a robotic architecture and one
of its possible implementations is one of the most crucial design
decisions when developing robots. Such decision affects the whole
development process, the limitations of the robot, and changing
minds can be prohibitively time consuming. This paper presents
the reviewed design and the most relevant implementation issues
of the Active Grammar-based Modeling architecture (AGM), as
well as the latest developments thereof. AGM is ﬂexible, modular
and designed with computation distribution in mind. In addition
to a continuous refactoring of the API library and planner, the
most relevant improvements are an enhanced mission speciﬁcation syntax, support for representations combining symbolic
and metric properties, redesigned communication patterns, and
extended middleware support. A few use examples are presented
to demonstrate successful application of the architecture and why
some of its features were needed.
Index Terms—robotic architectures, artiﬁcial intelligence

I. I NTRODUCTION
OBOTIC architectures aim to deﬁne how the different
software modules of a robot should interact. They are of
crucial interest because multiple properties of the robots are
affected by the architecture used. Most implementations of
advanced architectures provide users with reusable domainindependent modules, such as executives or planners, to avoid
forcing users reinventing the wheel for every robot. These
implementations are important for the roboticists because they
inﬂuence the development process, the range of middleware
and programming languages supported. Modularity and scalability are also affected by the concrete implementation of the
architecture.
Almost all advanced autonomous robots rely on some form
of a three-tiered robotics architecture (see [4]) in which
one can ﬁnd a reactive layer, a plan execution layer and a
deliberative layer that monitors the state of the robot’s internal
world model to update the plan. The main differences come
from implementation issues such as the middleware used,
how intermediate-level modules and high-level modules such
as the planner and the executive communicate, or how is
the robots’ internal model represented. The Active Grammarbased architecture (AGM) is no exception, proposing a detailed
description of how the software modules of the robots’ can
interact and proposing a particular world model structure.
In particular, AGM world models are multi-graph structures
with typed nodes (symbols) and edges (predicates providing relationships between symbols), where the nodes can
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be attributed with geometric properties. These attributes are
supposed not to affect the plan, since the planner do not
take them into account. Formally, these graph models can be
deﬁned as tuples G = (V, E) where V is the set of nodes
and E the set of edges. Nodes are tuples n = (in , tn , an ),
where in is a string identiﬁer, tn is represents the type of
the node and an is a string to string mapping used to store
an arbitrary number of attributes for the symbols. Edges are
tuples e = (se , de , te ), where se and de are the identiﬁers of
the source and destination nodes of the edge and te is a string
used to deﬁne a type for the edges. This kind of graph is used
to represent the robots’ knowledge, to describe how the world
models can change and to specify missions. See ﬁgure 2.
The architecture is built around the representation. There is a
deliberative module that, based on the robot’s domain and goal,
proposes a plan. The rest of the architecture is composed of a
pool of semi-autonomous software modules –named agents in
this context, as in M. Minsky’s Society of Mind [10]– which
are given the plan, can read and modify the representation, and
are in charge of performing a subset of actions. In the simplest
scenario each action is executed by a single agent, but actions
can also be executed by multiple agents in collaboration.
Agents can in turn be arbitrarily modularized, controlling their
own software modules. The deliberative module is also in
charge of managing the representation, accepting or rejecting
the update proposals made by the agents. The diagram of the
current architecture is shown in ﬁgure 1.
The behavior of these agents range from blindly contributing
to the execution of the ﬁrst action of the plan to a pure reactive
behavior1 . Regardless of this, they can modify the model or
read it in order to make the robot reach its goal. For example,
the behavior of some perceptual agents can be purely reactive,
behaving independently of the current plan (e.g., an agent in
charge of passively detecting persons). On the other hand,
there can be agents in charge of modifying the model when
necessary, not necessarily performing any physical action.
Domain descriptions are sets of graph-rewriting rules describing how an action or percept can modify the robots’ world
models. Each rule in these sets is composed of a left-hand side
pattern (LHS) and a right-hand side one (RHS), and states
that, starting from any valid world model, the substitution of
the pattern in the LHS by the pattern in the RHS yields a
valid world model. This information is used by the executive
to compute the sequence of actions that constitutes each plan
and to verify that the world models held by the robots are
valid. See [6] for a deeper description of the used formalism.
1 Agents are given the full plan, not just the ﬁrst action, so they can
anticipate further actions (e.g., robots can lift their arms to prepare for grasping
tasks when walking towards the corresponding object).
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Fig. 1: Redesigned diagram of AGM. The grammar-based controller is composed of the executive, the mission speciﬁcation, the
world grammar (i.e., domain description) and the world model. The planner is used by the executive to ﬁnd plans and verify
change proposals. The agents interact with the world perceiving or acting according to the plan, and propose to the executive
model updates to acknowledge new information gathered from the environment or their actions. The executive then broadcasts
to the agents those change-proposals that are found to be valid. The style of the arrow represents the nature of the information
ﬂow: dashed, thick and thin lines, mean direct access, RPC-like and publish/subscribe communication, respectively. The only
modiﬁcation in the diagram from the one in [8] is that change proposals are sent to the executive by RPC.

The limitations detected and the new features implemented
are described in section II. To illustrate how AGM can be
used, a selection of concrete examples of use is presented in
section III. The conclusions and future work are presented in
section IV.
II. N EW FEATURES
Since it was ﬁrst presented in [8] the Active Grammar-based
architecture (AGM) has been used in multiple scenarios and
robots [11], [9], especially in the CORTEX architecture [1],
which is built on top of AGM. This extensive use has raised
several limitations and feature requests. This section describes
how the AGM architecture has evolved over time as the result
of the experience gained through its use.

(a) World model example describing three rooms connected in a row. The
robot is in one of the extremes of the room sequence. The number in the top
of each symbol is its identiﬁer, the word in the bottom is its type.

A. Flexible mission deﬁnition
AGM targets, as proposed in [8], were deﬁned as concrete
patterns sought to be found in the robot’s world model
representation. These patterns were speciﬁed using a graphical
model. Despite this approach is moderately easy to understand
and is enough for representing most missions (e.g., bringing
objects, going to places, even serving coffee [7]) the missions
could not work with any condition that was not explicitly
represented. A simple example of this limitation can be
seen in Table I, where a clean-the-table mission is speciﬁed
using a) the initial approach and, b) the current approach.
Using the former approach the ”table clean” condition had
to be explicitly marked, whereas the current approach allows
avoiding such restriction.
Graphical models are easy to read and share with domainexperts and have been demonstrated to be faster and less errorprone. Increasing the expressive power of the visual language
with disjunctive and quantiﬁed formulas would probably make
things little less complicated than using a textual language.
Therefore, it was decided to add a new optional textual section
to the mission deﬁnition which is applied in conjunction

(b) Rule example (left and right hand side of the rule). It describes using a
graph-grammar rule the preconditions and how the world model is modiﬁed
when the robot moves from one room to another. Note that variable identiﬁers
are used in rule deﬁnitions so that they can be used with any set of symbols
satisfying the conditions.

(c) Mission example in which a robot is required to be located in the room
identiﬁed with number 4. Note that mission deﬁnitions can combine concrete
identiﬁers (with numbers) and variable ones (the robot x in this case).

Fig. 2: Examples of how the AGM architecture uses graphs
to describe a) world models, b) domain descriptions, and c)
missions.

with the graphic section. The syntax is similar to the one of
PDDL [2].
The solution in Table I.a is clearly easier to read than the one
of Table I.b by domain-experts. However, is was considered

MANSO ET AL.: USE AND ADVANCES IN THE ACTIVE GRAMMAR-BASED MODELING ARCHITECTURE

a) initial proposal:

b) current solution:

1
2
3

(forall something:object
(not (in something o))
)

TABLE I: A clean-the-table mission speciﬁed using a) the
initial approach, b) the current approach.
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agminner is a tool provided to include the kinematic
structure of the robot in it’s internal model ﬁle.
• libagm is a C++ library which, among other purposes
such as general access to the graph model (see section II-D), can be used to extract/update kinematics
speciﬁc objects with geometry-oriented API from the
model. Currently, libagm supports InnerModel kinematic
deﬁnitions.
One of the advantages of using graph-like structures to
represent the robots’ knowledge is that they are easy to
visualize. However, including their kinematic structures in the
model makes these models too large to be easily visualized.
To overcome this issue the AGM’s model viewer was endowed
with options that hide part of this information. See Figure 3.
•

C. Improvements on the communication strategy
that the gap is not sufﬁciently big to justify a continuous
monitoring and updating the world to include this kind of
ﬂags.
B. Native support for hybrid representations
The ﬁrst robots using AGM used a single world reference
frame for geometric information, so the pose of the objects
could easily be speciﬁed in the attributes of their corresponding symbols2 . However, as the architecture was being used
in more robots, the need for a methodical way to represent
kinematic trees with different reference frames was clear.
Being able to extract this kinematic information with an easyto-use API was also desirable.
Among all the possible approaches taken into account,
the decision was to include special transformation edges
describing the kinematic relationships. The rest of the options
were discarded because they made kinematic structures harder
to understand at ﬁrst sight or because the impact of the model
was bigger (regarding the number of additional symbols and
edges to include). However, to implement these edges, which
are identiﬁed with the ”RT” label, it was necessary to enable
edge attributes (a feature that the ﬁrst AGM proposal missed).
From a formal point of view, only the deﬁnition of edges
is affected by this change. Edges are now deﬁned as tuples
e = (se , de , te , ae ), where se and de are the source and
destination nodes of the edge, respectively, te is a string used
to deﬁne a type for the edges and ae is a string to string map
used to store an arbitrary number of attributes for the edges.
While the initial world models of the robots in AGM are
deﬁned using an XML format, their kinematic trees are usually
deﬁned using specialized ﬁle formats such as URDF [12] or
InnerModel [5]. It would be time-consuming and error prone
to manually include and update these kinematic structures in
the robots’ world models if desired. Therefore AGM provides
two tools to automate the task:
2 Keep in mind that these models were a directed multi-graphs, where nodes
and edges were typed. Additionally, nodes could have optional attributes to
store non-symbolic information which is not supposed to affect the plan but
is used by some of the agents.

Model modiﬁcation proposals were initially published using
one-way communication with the executive so agents did not
get an answer when publishing new proposals. This made
change proposals be overwritten if new proposals arrived at
a fast pace. The issue has been tackled by substituting the
one-way publishing mechanism which raises an exception in
case the executive is busy or the modiﬁcation is not correct.
Since the support for hybrid models the number of modiﬁcations of the model increased dramatically. Publishing the
whole model with every change increased the cost of maintaining complex hybrid models. Maintaining human models
involves updating a high number of joints and their reference
frames per second. Therefore, the alternative proposed here
is to allow publishing edges one at a time or –in order to
decrease the network overhead– multiple edges per request.
D. libagm
Agents receive the actions they have to perform as part of
the plans sent by the executive. To perform their corresponding
tasks they have to access the symbols included in the current
action, probably other additional symbols and, eventually
modify the graph accordingly. Programmatically implementing
some of these tasks is time-consuming and error-prone, so
libagm has included in its API new methods to ease:
• accessing the symbols in the current action
• accessing edges given the ending symbols
• iterating over the symbols connected to a speciﬁc symbol
• publishing modiﬁed models, making transparent the
middleware-dependent serialization
• printing and drawing the models
among other minor improvements and those commented in
section II-B.
Additionally, a detailed description of the API and examples
of its use have been written and published in the web3 .
E. Middleware support
The ﬁrst version of the architecture supported the RoboComp framework [3] which, despite of being a full-featured
3 http://www.grammarsandrobots.org
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Fig. 4: Deployment network of the high level components used
in these examples of use.

(a) Whole model.

framework, its user base is quite limited. Learning to use a new
framework or middleware is time-consuming, so roboticists
may be not sufﬁciently motivated to change. To overcome this
limitation, support for multiple framework is now underway.
The solution underway allows cooperation between agents
implemented using different frameworks, speciﬁcally, RoboComp or ROS. The new executive implements services for
both frameworks and, for each topic to subscribe to or publish,
there is a RoboComp and a ROS version. Of course, since each
of the agents can be programmed using these frameworks, they
can in turn use other lower-level components implemented in
the supported frameworks.
III. U SE CASES

(b) Geometric view of the model.

Instead of describing a full-featured robot domain we will
introduce several common robot tasks and how they were
solved in a real robot using the new features of the architecture.
Figure 4 depicts the executive and the set of agents used in
these examples along a mission viewer.
A. Changing rooms

(c) Model after ﬁltering geometry-only nodes.

Fig. 3: Example of a complex AGM model: a) as it is, b) its
geometric view, c) ﬁltering geometry-only nodes.

For changing the room in which the robot is located the
rule described in ﬁgure 2b was used. The robot and the rooms
are explicitly represented using robot and room symbols,
respectively. The current semantic location of the robot is
represented using a link labeled as in from the robot to the
corresponding room symbol. The rule depicted in ﬁgure 2b
describes how, given two rooms src and dst so that the robot
(bot) is located in src and there is a link labeled as way from
src to dst, the robot can change rooms. The result of such
action is that the link from bot to src is removed and a new
link from bot to dst is created. Note that, as in the previous
versions of AGM, removed elements are highlighted in red
whereas those created as a result of the rule are highlighted
in green.
From the point of view of the execution of the rule, there are
two independent processes involved in the navigation agent.
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the raw odometry without providing it with access to the
platform, the navigation agent is also in charge of including
and updating the amount of movement of the robot in the
last seconds as a ”movedInLastSeconds” attribute of the robot
symbol.
C. Human representation

Fig. 5: Graph-grammar rule describing how object grasping
affects the models.

First, when the executive requests the change room rule to
be triggered, the agent sends the corresponding command
to a lower level robot navigation component in charge of
actually moving the platform. Concurrently, it continuously
monitors the pose of the robot using another lower level
localization component. The limits of the rooms are speciﬁed
as an attribute of each room’s symbol, so when the robot
actually changes the room the navigation agent can update
the model correspondingly, modifying the in edge as depicted
in ﬁgure 2b.
B. Grasping
Grasping objects is slightly more complex than changing
rooms. If there is a robot r and a table t containing an object
o in a room m, if the o is reachable by the robot, such object
can change from being in the table t to being in the robot.
For this task, we beneﬁted from the hybrid models support
combining symbols, relationships between the symbols, and
geometric information. Since the object to grasp and the
robot itself is represented in the model (as in ﬁgure 3a) we
can extract an InnerModel object to compute the necessary
geometry-related computations.
As described in section II-A, continuously monitoring the
model to highlight logical conditions (based on symbols
and/or edges) is not necessary anymore. However, geometric
conditions are still necessary to be continuously monitored. It
is the case of the reach/noReach edge that links each object
and its status symbol. Depending on whether the robot can
or cannot reach an object, the grasping agent, modiﬁes the
corresponding link. Only when it is reachable is that the robot
can actually grasp an object. Therefore, before grasping an
object an approaching action is requested by the executive if
necessary (i.e., if the object is not close to the area of the
space where the robot can grasp objects).
If, for any reason, the robot platform starts moving, the
grasping action is paused. To implement this the grasping
agent needs to monitor the movement of the robot platform.
However, access to the platform by the grasping agent is
not recommended. It was already pointed out that the model
holds the robot’s pose as given by a localization component,
however, localization may slightly vary even if the robot is
still. In order to make the grasping agent able to monitor

As introduced in section II-C, maintaining geometric human
models involves updating a high number of reference frames
per second. In particular, assuming that for every human a
total of 15 joints are tracked at 30Hz, it would require 450
updates per second per person. If the agent human, the one
in charge of this task would have to perform a remote call to
the executive per joint, it would require 900 remote calls per
second to track two humans in real time.
Thanks to the new interface of the AGM’s executive, it can
now be done with just one call. This made the frequency of
the agent go from 2Hz to 30Hz. Instead of publishing the
edges it would have also been possible to perform structural
change proposals sending the whole world model, but this kind
of behavior would slow the rest of the agents down because
they would have to extract their corresponding extracted
InnerModel objects much frequently.
IV. C ONCLUSIONS AND FUTURE WORK
The improvements of the AGM architecture and the software provided were presented. Section III described how can
different tasks be implemented using AGM.
There are two current lines of work to improve AGM. First,
support for hierarchical reasoning is underway. It will allow
the planner to avoid taking details into account until necessary.
Second, efforts are being made toward a decentralized representation. Currently the executive holds the valid world model,
however, it would be interesting to distribute the issue. To this
end, each agent proposing structural changes would have to
perform the model-checking mechanisms that the executive
currently performs.
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Strategies for Haptic-Robotic Teleoperation in
Board Games: Playing checkers with Baxter
Francisco J. Rodrı́guez–Sedano, Gonzalo Esteban, Laura Inyesto, Pablo Blanco, Francisco J. Rodrı́guez–Lera

Abstract—Teleoperating robots is quite a common practice in
ﬁelds such as surgery, defence or rescue. The main source of
information in this kind of environments is the sense of sight.
The user can see on a display what the robot is watching in
real time, and maybe also a visual representation of the robot’s
surroundings. Our proposal involves the use of haptic devices
to teleoperate a robot, Baxter, in order for the user to obtain
haptic feedback together with visual information. As a proof of
concept, the proposed environment is playing checkers. Our goal
is to test if the inclusion of the sense of touch improves the user
experience or not.

their color, and they can only move diagonally forward. With
this setup, the user experience is evaluated by deﬁning and
measuring some metrics with a group of expert evaluators.
The paper is organized as follows. Section II shows the
evaluation to be performed on the manipulation strategies
described in section III. The environment described in section IV is used for the experiment presented together with the
results obtained in section V. Finally, the paper ends with our
conclusions.

Index Terms—Teleoperation, Baxter robot, haptics.

II. E VALUATION METHODOLOGY
I. I NTRODUCTION

T

ELEOPERATING robots is quite a common practice in
many ﬁelds such as surgery, defence or rescue [1]. The
reason is simple: assisting a person to perform and accomplish
complex or uncertain tasks in some environments may mean
the difference between failure or success.
Enhancing the user experience is a key aspect in teleoperation. These systems use different interfaces (e.g. cameras,
microphones or input devices) to provide sensory information
to the operator, thus, improving the user experience. Traditionally, video feedback from an on-board or front-mounted
camera is limited by technical constraints [2], [3] like a
restricted ﬁeld of view or poor resolution. In some scenarios,
these constraints make it difﬁcult for the operator to be aware
of the robot’s proximity to objects [4], causing a decrease in
performance. To alleviate such limitations, at least partially,
haptic cues (either by force or tactile feedback) have been
shown to be useful in some applications [5], [6], [7], especially
when the operator performs manipulation tasks [8], [9].
The motivation behind this paper is to test whether or not the
sense of touch improves the user experience in teleoperation.
To achieve this, we propose an experiment: teleoperate a robot
to play a board game. The scenario will have two players and
one game. One player is located at the game’s place while
the other is away, teleoperating a robot which is “physically”
located at that same place. The teleoperation system consists
of a Geomagic Touch haptic interface (that acts as a master
device) and a Baxter robot (which acts as the slave device).
The chosen board game is “checkers”, a strategy game chosen
because of its simplicity: all pieces are equal, except for
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In the following sections, the environment and the experiment will be described in detail. But ﬁrst of all, the main
goal of this paper will be presented. Our main goal is to test
whether or not the sense of touch improves the user experience
in teleoperation, a task usually commanded by sight.
For evaluation of our experiment we used the Guideline for
Ergonomic Haptic Interaction Design (GEHID) developed by
L. M. Muñoz, P. Ponsa, and A. Casals [12]. The guide provides
an approach that relates human factors to robotics technology
and is based on measures that characterize the haptic interfaces, users capabilities and the objects to manipulate. We
chose this guide as it is a method that aims to cover aspects of
haptic interface design and human-robot interaction in order to
improve the design and use of human-robot haptic interfaces
in telerobotics applications.
The method to be followed for using the GEDIH guide
consists in forming a focus group composed of experts and
designers in order to follow these steps for every indicator
deﬁned: analyze the indicator, measure the indicator, obtain the
GEDIH global evaluation index and, ﬁnally, offer improvement
recommendations in the interface design. After the GEDIH
validation, a users experience test can be prepared in order
to measure human-robot metrics (task effectiveness, efﬁciency
and satisfaction) [13].
As our ﬁrst step, we detailed a set of selected indicators
that provide a quantitative and/or qualitative measure of the
information perceived by the user from the teleoperated environment. The selected indicators are the following ones:
•

•
•

ReactionForce/Moment, this indicator measures the
variation in the force or moment perceived when making
contact with an object or exerting a force over it.
Pressure, in this case the variation in the force perceived
under contact with a surface unit is measured.
Rigidity, measures the absence of displacement perceived
when a force is exerted.
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Weight/Inertia, this indicator measures the resistance
that is perceived by the user when an object is held
statically or moved from one place to another.
• Impulse/Collision, in this case the indicator measures
the variation of the linear momentum that happens when
colliding with objects in the teleoperated environment.
• Vibration, this indicator measures the variation in the
position perceived when an object is manipulated by the
user.
• Geometric Properties, in this case, the perception of
the size and shape of the manipulated objects in the
teleoperated environment is needed.
• Disposition, it is also necessary to measure the perception
of the position and orientation of objects.
These indicators have to be related to the basic tasks to be
performed during the experiment in order to establish how
to obtain speciﬁc results for each of them from the user
experience.
•

III. M ANIPULATION S TRATEGIES IN B OARD G AMES
Most board games contain elements with different sizes and
shapes to play: chips, dices, dice cup, pawns. When we think
of a human-robot game, we have to think of two ways of
playing, by using virtual and real interaction. In this research,
virtual interaction is our starting point. That is, games in which
a robot performs the action, but the moves are commanded by
a human. We are not considering real interaction games, in
which the robot takes the decisions and is able to perform the
action by itself [15].
In order to detail the manipulation strategies that are going
to be used in the rest of the experiment, ﬁrst we will set
the basic actions to be performed by the teleoperated robot.
Second, we will establish the tasks involved in each of the
previous actions, and the relationship between these tasks, the
robot sensors, the robot actuators, the haptic device and the
operator. And third, we will relate these tasks to the indicators
chosen for the evaluation of the experiment.
Fist, from the point of view of the basic actions that
the robot can perform, two different ways of moving the
game pieces can be proposed: one is to grasp and drag the
pawns/chips along the board to a target position; and the other
one is to grasp and raise the piece and move it to the target
position.
Second, considering just chip games, these two basic actions
can be divided into the following tasks:
• Grasp and drag:
1) Chip presence: Determine if the chip is near the
manipulator jaw.
2) Calculate start and end position: Determine the plan
to move the chip to the desired position.
3) Chip grasping. Is the task that allows the manipulator to grab an object, or to lay down the jaws on
top of the chip.
4) Chip pushing. Move a game piece by applying a
force to it and move it along the board.
5) Chip presence: Determine if the chip has reached
the desired position.

6) Chip releasing. Release the chip in the desired
position.
7) Chip presence: Determine the ﬁnal chip position.
• Grasp and raise:
1) Chip presence: Determine if the chip is near the
manipulator jaw.
2) Calculate start and end position: Determine the plan
to move the chip to the desired position.
3) Chip grasping. Is the task that allows the manipulator to grab an object.
4) Chip raising. Move the object upwards the target
place.
5) Chip moving. Move the chip to the estimated end
position.
6) Chip releasing. Release the chip in the desired
position.
7) Chip presence: Determine ﬁnal chip position.
In a virtual interaction game, tasks from 3 to 6 can be
substituted by human movements. But, what happens if we
want to teleoperate the robot to perform these tasks or even
what happens when the six tasks are replaced by a human that
teleoperates a robot? This last scenario is the one that we are
going to apply in this paper. We also propose the application of
haptic devices to provide more information than simple visual
perception.
In this situation, we have established the following relationships between previous tasks, the robot sensors, the robot
actuators, the haptic device and the operator:
1) Chip presence: Exteroception sensors
2) Chip grasping: Exteroception sensors and haptic devices
3) Chip raising/dragging: Haptic device
4) Chip moving. Exteroception sensors and haptic devices
5) Chip releasing. Exteroception sensors and haptic devices
TABLE I
BASIC TASKS AND GEHID INDICATORS .
Basic task
Presence
Grasping
Push
Translating
Assembling

Indicator
Collision on 3D movement
Rigidity on the the grasping tool
Vibration on 3D movement
Weight on 3D movement
Collision on 3D movement

The third step is to establish a clear relationship between
selected indicators and basic haptic tasks. Table I shows this
relationship. The ﬁrst column shows the basic tasks involved
in our experiment and the speciﬁc indicators related to each
of them are placed in the second column. But we have also
considered for the design of our haptic interface that different
tasks have different requirements, both the haptic device and
the robot. For example, in the moving task, we need the game
piece weight perception for the haptic force sensor, and also
the grasping force provided by the corresponding robot sensor.
Moreover, in our experiment, we get visual feedback provided
by two cameras in the robot to determine the position of
the game pieces so the operator can determine the necessary
directions and trajectories to perform the desired task.
Figure 1 shows a summary of this whole process.
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Haptic-Baxter-Haptic control with human interaction.

IV. E NVIRONMENT DESCRIPTION
Any telemanipulation system is comprised of two robots,
master and slave, and a communication channel that physically
links them. The master allows an operator to send commands
to control the slave’s motion, while the slave robot interacts
with the environment by executing such commands. Since the
goal of this paper is to test if haptic feedback improves the user
experience, the master robot must be a haptic device. To play a
board game, the slave robot must be placed in a ﬁxed location
and be able to grasp and manipulate objects with precision.
Our system is comprised of a Geomagic Touch haptic device
and a Baxter robot acting as master and slave, respectively.
To perform the experiment, the environment needs to be
placed where a board game can be played. The game mechanics must be as simple as possible, so that the user focuses on
the manipulation aspects, i.e. grasping the game pieces and
moving them along the board. Because Baxter needs a large
workspace, the game board needs to be big enough; as well as
the game pieces, in order to be easily grasped by the robot’s
end effector. After considering several options checker’s game
was selected.
The chosen environment is a room containing two separate
tables: one for the Checkers board and one for the operator.
The game’s table contains the Checkers board and pieces. The
operator’s table contains the master device and a workstation.
To ignore the communication channel time delays, both master
and slave are connected to the workstation through Ethernet
cables.
A. Master: Geomagic Touch
The master device needs to be able to send the operator’s movements and commands to Baxter, but at the same
time, provide some kinesthetic information to the operator,
i.e. reﬂect the forces or vibrations sensed by Baxter. In the
experiment’s context, haptic devices capable of force feedback
perfectly ﬁts as a master device; particularly, we used a
Geomagic Touch haptic device.
The Geomagic Touch is a 6 DOF device, that has 3 actuated
DOF associated to the armature which provides the translational movements (X, Y, and Z Cartesian coordinates) and

other 3 non-actuated DOF associated to the gimball that gives
the orientation (pitch, roll and yaw rotational movements).
Also, the device is able to perform a force up to a maximum
of 3.3 N within a workspace of 160 (width) × 120 (height)
× 70 (depth) mm. These characteristics are more than enough
to both, translate the operator’s movement using the device’s
stylus and feel the environment perceived by Baxter using the
device’s actuators.
The device is connected to a workstation running Ubuntu
14.04 (Trusty) with ROS Indigo. To communicate the haptic
device with ROS, we used the package “phantom-omni”
developed by Suarez-Ruiz [10]. However, this package was
developed for ROS Hydro, so we adapted it and developed a
new teleoperator program to control Baxter.

B. Slave: Baxter
The slave device needs to mimic the operator’s movement
and be able to grab or translate the Checker’s pieces. For the
experiment we used a Baxter robot (see ﬁgure 2).
Baxter is an industrial robot produced by Rethink Robotics.
It was developed to enable collaborative human-robot co-work
and enhanced Human-Robot Interaction. It consists of two
seven degree-of-freedom arms, which provide kinematic redundancy that allows to enhance object manipulation. It comes
with Series Elastic Actuators at each joint, incorporating full
position and force sensing. Attending speciﬁcation its max
payload is 2.2 kg (including end effector) and a gripping force
of 35 N. Baxter has several mounted sensors, one camera on
each griper along with an infrared sensor range (4–40 cm),
one camera on top of the robot display which is situated as a
head and range ﬁnding sensors integrated on top of the robot.
Baxter deploys an intuitive Zero Force Gravity Compensation
mode that allows users to move each degree of freedom of
both arms without effort.
The robot is connected to the same workstation as the
Geomagic Touch. To communicate with Baxter, we used
the ROS package “baxter pykdl” from [11] which supports
Indigo.
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Baxter have different joints (see ﬁgure 3). So, to link the
movement from one to another, ﬁrst we need to map their
joints properly. However, Baxter’s arm has more joints than
Geomagic Touch, so some of its joints must be ignored to
reduce the complexity of the movement translation.

Fig. 2.

Baxter grabbing a Checkers piece from the board.

C. Controller
To use the haptic device for the six DOF robot, the robot
was split into two sets of three degrees of freedom. The ﬁrst
system is determined by the Cartesian coordinates of the wrist
joint. The second one, the rotation of the gimbal, is then used
to correspond to the three rotational degrees of freedom (Rx,
Ry, and Rz) of the forearm of the robot. By doing this, the
problems associated with multiple solutions to larger order
degree of freedom robotic systems are mitigated.
We have used as an approximation the fact that the three
axes intersect at the wrist despite the length of the link
between the lower arm and forearm. This is justiﬁed due
to the relatively short length of this link, and the fact that
the robot is controlled based on the vision of the operator,
allowing for intuitive compensation of the operator to position
the end effector. This visual compensation is also used to
mitigate the effects of motor backlash propagation through the
robot, although other solutions to reduce backlash are being
attempted.
1) Movement mapping: In order to interact with the environment, the physical movement of the haptic device must be
properly translated to Baxter. For this work, only one haptic
device is used, so the movement will only be mapped to one
arm.
Position and orientation represent, at any time, the movements of an object in a space. Robotic mechanisms use the
kinematic of the joints to represent their geometry, and thus,
their workspace and movements. Both Geomagic Touch and

Fig. 3.
Corresponding joints of Baxter (top) and the Geomagic Touch
(bottom).

Table II shows the joint mapping established between both
robots. The whole arm movement is achieved as follows:
to move in the X-axis, the “waist” joint is used; Y-axis is
achieved by moving the “shoulder” joint; and Z-axis is moved
by the “elbow” joint. However, these mappings are not enough,
because for some cases, only half of the arm needs to move in
the Y-axis, for instance, when trying to pick or drop a Checkers
chip from the board. We solved this issue by using the “wrist2”
joint.
TABLE II
J OINT MAPPING BETWEEN BAXTER AND THE G EOMAGIC T OUCH .
Baxter
S0
S1
E0
E1
W0
W1
W2

Geomagic Touch
waist
shoulder
Not used
elbow
Not used
wrist2
Not used

Even so, this mapping translates the movement, it is not
correctly scaled as both robots use different workspaces, i.e.
a large move for the Geomagic Touch is translated as a small
move in Baxter. To ﬁx this problem, we need to represent the
haptic movement and orientation inside Baxter’s workspace.
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This is achieved by computing the proper transformation
matrices for each joint. To bound the movements between the
two workspaces, the transformation matrices will only use the
scaling part, thus simplifying the calculations. Because each
joint moves along a single axis, the problem is reduced to
compute a scaling factor for each one (see table III),
TABLE III
S CALING FACTORS FOR THE MOVEMENT OF EACH JOINT MAPPING .
Joint Mapping
S0→“waist”
S1→“shoulder”
E1→“elbow”
W1→“wrist2”

Workspace bounds
Baxter Geomagic Touch
3.2
1.96
2.24
1.75
2.63
2.1
3.66
4.63

Scaling factor
1.63
1.28
1.25
0.79
Fig. 4.

Games pieces and grippers for print in 3D printer.

V. E XPERIMENT AND R ESULTS
In this section we present the experimental procedure to
analyse operator skills to move the game chip from one
position to another one. We plan to play checkers in a robot
- human game, but using teleoperation to control the robot.
A. Game description
Checkers is a strategy game board for two players that play
on opposite sides of board. It can be played on 8x8, 10x10
or 12x12 checker boards. There are two kind of pieces: the
dark pieces and the light pieces. The game consists in moving
a piece diagonally to an adjacent unoccupied square. If the
adjacent square contains an opponent’s piece, and the square
immediately beyond it is vacant, the piece may be captured
and taken away from the board by jumping over it. During the
game, players alternate turns.

C. Experimental Workspace
An experimental workspace is deﬁned in order to evaluate
the users skills. The checkers game consists in repeating
several times the actions of grasping a chip and moving it
to another place on the board. Thus, we decided to generalize
this task and perform an evaluation with a small group of users
in order to understand their perception.
In this case, the workspace is a virtual orthogonal polyhedron situated in front of Baxter. The dimensions are a length
of 75 cm and a width of 30 cm. The workspace is composed
by two foam elements separated 15 cm from each other. It has
two lateral panels to avoid visual contact from the operator.
These elements are used to measure the collisions with the
robot arm during the teleoperation task.

B. Board and game pieces adaptation
To accomplish our experiment, we modiﬁed the game board,
game pieces and the gripper system of our robot. Baxter has
two electric parallel grippers that allow our robot to pick up
rigid and semi-rigid objects of many shapes and sizes. To play
checkers we need these devices to be able to grab and move
game pieces.
In real board games the shape of these pieces is cylindrical
and they have a height of 3 or 4 and less of 25 mm of diameter.
This is a big handicap because Baxter accuracy is only 5 mm.
For this reason, this ﬁrst approach of the game proposes
using 3D printer pieces. We have designed and fabricated
cylindrical pieces of ten millimetres of height and 45 mm of
diameter. Figure 4 shows the two elements manufactured by
a 3D printer.
The chip has a slit in it to simplify the process of grasping,
instead of pressing the piece from its external shape, the jaws
are inserted into the slit and the gripper is opened instead of
closed.
Finally, we have also modiﬁed the board and we made our
own game board where the squares have a size of 55x55 mm,
to adapt it to the pieces’ size.

Fig. 5.

Experimental workspace designed for the evaluation test.

Fig. 5 shows the workspace used during the experimental
test. The user selects chip color before the experiment (yellow
or pink) and she has to move one chip to the side marked with
the same color.
The subjects of the experiment receive two sources of
information: the haptic interface and the information from
robot cameras. In this case, there was also an extra camera on
top of the robot’s head for perceiving Baxter’s arm movements.
Fig. 6 presents the information presented to each subject.
Top-left image on the ﬁgure presents the camera available
on Baxter’s wrist. Top-right image on the ﬁgure shows the
workspace from Baxter’s head. IT provides a wide-view angle
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of the workspace. The terminal available on the bottom offers
the distance from the arm wrist to the table.
D. Evaluation metrics
From the point of view of the evaluation, the concepts of usability proposed in ISO 9241-11 [14] are the ones considered:
effectiveness, efﬁciency and satisfaction. The effectiveness will
evaluate if all subjects are able to accomplish the task with
the expected result. The efﬁciency will evaluate if the subjects
accomplish the task with the least waste of time and effort. In
this case we are going to measure the time and the collisions
with the lateral planners. Finally, satisfaction value has to
consider both robot and haptic devices. In that manner, we
measure aspects like collaborative metrics [12] in order to
analyse human-robot interaction and human-haptic interaction.
This feedback is given by a questionnaire performed by all the
subjects of the experiment.
E. Evaluation results
A group of nine subjects was chosen. They were familiar
with the use of haptic devices: seven subjects were technical
people and two subjects were the developers of the application.
Table V-E shows the quantitative results. There is a difference
of 37 seconds between the fastest technical operator and the
fastest developer.
TABLE IV
R ESULTS OF THE EXPERIMENT
Subject
1
2
3
4
5
6
7
8
9

Time (sec.)
57
60
161
50
70
55
90
23
13

Collisions
2
0
3
0
0
0
0
0
0

Speciﬁcation
Technician
Technician
Technician
Technician
Technician
Technician
Technician
Developer
Developer

Analysing these results we can see that the developers of
the experiment have completed the task much quicker than the
other participants. Thus, taking only data from the ﬁrst seven
subjects in the experiment, we can see that the average time
to complete the task has been 77,5714 seconds and a standard
deviation of 39,1256 seconds (see table V).
TABLE V
D ESCRIPTIVE STATISTICS FROM H UMAN -ROBOT EXPERIMENTAL RESULTS
Description
Subjects
Mean
Standard Deviation
Minimum Time
Maximum Time

Result
7
77,5329s
39,1256s
50s
161s

F. Questionnaires
Finally, eight of the participants replied to a set of questions
for a subjective evaluation of our research. Table VI presents
the results.

The results were positive except on the question, How
natural did your interactions with the haptic device seem?
where the users expectations are different in terms of normality
against other devices as a video game pad.
In their comments, the subjects asked to add more force
feedback in the haptic device and more information about the
distance from the gripper to the board game on the table.
VI. C ONCLUSION
This papers presents an experiment for teleoperating a Baxter robot by means of a Geomagic Touch haptic device. The
task to be performed is playing Checkers, and the goal is to
know if getting haptic feedback improves the user experience.
The designed environment includes the haptic device in the
master role and Baxter in the slave role. An adapted board
and chips were used for nine users to perform two basic tasks:
dragging and raising a chip. Besides the metrics used for the
quantitative evaluation, a questionnaire was also used for the
qualitative evaluation.
The results obtained by using the GEHID guide, show
that the users that are new to the system, that is, the ones
that are not the developers, do not ﬁnd the interaction to be
natural. They also suggest adding more force feedback in the
haptic device when the robot is dragging or holding a chip.
They propose including more accurate information about the
distance from the gripper to the board game.
In future work we will try to improve the correspondence
between the haptic device and Baxter’s arm movements in
order to make them more natural. We will test several force
feedback information and improve the operator’s interface for
offering more precise information. We are also considering
comparing this environment to a parallel one using a leap
motion device for testing if the sense of touch improves the
user experience. To do so, we need to compare an environment
guided by haptic response to another one based only on
graphical information.
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Human Body Feature Detection and Classiﬁcation
for Rehabilitation Therapies with Robots
Eva Mogena, Pedro Núñez and José Luis González

Abstract—Current modern society is characterized by an
increasing level of elderly population. This population group is
usually ligated to important physical and cognitive impairments,
which implies that older people need the care, attention and
supervision by health professionals. In this paper, a new system
for supervising rehabilitation therapies using autonomous robots
for elderly is presented. The therapy explained in this work is
a modiﬁed version of the classical ’Simon Says’ game, where a
robot executes a list of motions and gestures that the human has
to repeat each time with a more level of difﬁculty. The success of
this therapy from the point of view of the software is to provide
from an algorithm that detect and classiﬁed the gestures that
the human is imitating. The algorithm proposed in this paper is
based on the analysis of sequences of images acquired by a low
cost RGB-D sensor. A set of human body features is detected
and characterized during the motion, allowing the robot to
classify the different gestures. Experimental results demonstrate
the robustness and accuracy of the detection and classiﬁcation
method, which is crucial for the development of the therapy.
Index Terms—Robotics in rehabilitation, RGBD image analysis, SVM, Decision tree, KNN

I. I NTRODUCTION

T

HERE is a huge demographic change in the current
modern society, which is characterized by a signiﬁcant
and continuous increase of the elderly population1 . In Spain,
for instance, the last report of Spanish Statistics Institute
(INE) shows as elderly population has been on an upward
trend over years [1] (see Fig. 1). Similar reports have been
published in most industrial countries. These reports also
conclude that regular physical and cognitive exercises adapted
for this population group are associated with a lower risk of
mortality and morbidity, and with a better quality of life. In
fact, to improve their quality of life, Information and Communications Technologies (ICT) are an excellent tool, which have
already made signiﬁcant progresses in assisting people with
different needs either in hospital or in the patient’s home. The
development of physical and/or cognitive therapies supported
by these new technologies and supervised by professionals
have increased in the last decade. The use of robots in these
therapies, for instance, has several interesting adventages, such
as the ability to record the exercise using its sensors for a later
analysis, e.g. cameras or microphone, the possibility to adapt
itself to changes in the environment or in the elderly during
the session or to provide a resource to occupational therapists

Pedro Núñez and Eva Mogena are with University of Extremadura.
E-mail: emogenac@alumnos.unex.es
José Luis González is with Fundación CénitS-ComputaEX.
1 World Heath Organization (WHO) deﬁnes “Elderly people” as those
individuals who are aged 60 years or older [2]

Fig. 1.

Demographinc evolution for Spain. Source: INE report

that allows them to capture the attention of their patients with
a more motivating therapy.
Current therapies for elderly population are focused on
regular physical exercises adapted for them and supervised
by a human professional. Most of these exercises are based
on imitating several motions that use different joitns (e.g., to
move an arm making an arc or to walk straight a distance).
Other therapies focused on cognitive exercises are based on
mental activities (e.g., memory, judgement, abstract reasoning,
concentration, attention and praxis) where the elderly interacts
with the environment and the professional [3]. Therapies that
combines both the physical development of the patient and
memory exercises are also common in the literature. Making
such therapies with a speciﬁc robot, either replacing or accompanying the human therapist, offers seniors an alternative
to conventional therapy sessions.
The main goal of this paper is the development of a system
that allows to play the classical ’Simon Says’ game with senior
patients, in order to perform a physical and cognitive therapy
supervised by an autonomous robot. In this novel therapy, the
therapist robot executes a list of motions and gestures that the
human has to repeat each time with a more level of difﬁculty.
The described therapy help work both the physical condition
of patients, i.e. by imitating the movements, and their memory,
i.e. by remembering the sequence of movements. The robot is
equipped with a low cost RGB-D camera, and the sequence of
images is analyzed for extracting and characterizing a set of
human body features. These features are the input of a second
stage, where different classiﬁcators are evaluated.
This article is structured as follows: Section II provides a
brief summary about similar works in this ﬁeld of research.
In Section III, a description of ’Simon says” game used
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as threrapy is made. Section IV provides the description of
the proposed approach. Experimental results are detailed in
Section V. Finally, the main conclusions of this paper is
presented in Section VI.
II. R ELATED W ORK
In the last decade robotics has rendered outstanding services
in the ﬁeld of medicine. Limiting this study to therapist
robots, several agents have been developed by the scientiﬁc
community for helping seniors in their therpies. On one hand,
there exist robotics structures that allow patients to achieve
physical tasks. Armeo Spring [4] is a robotic device intended
for patients with multiple sclerosis. It aids for the rehabilitation
of upper extremities and consists of an anti-gravity support
that can be adjusted to the arm and the forearm, and help
the gradual reorganization of the brain. ReoGo robot [5] is
also a device that helps patients recover from cerebrovascular
accidents to regain the upper motor functions. It consists of
two connected platforms: a seat with an armrest ring and a
monitor that sends signals that direct the arm by a sequence
of movements. MIT Manus robot [6] is also a robotic device
designed to help recover from cerebrovascular accidents where
the patient hold a robotic control lever.
On the other hand, there exist autonomous robots that
perform therapies directly with patients, like a professional
supervisors that interact, record and adapt itself to several real
situations. Ursus robot [7] is an autonomous agent developed
by RoboLab, and it is designed to propose games to children
with cerebral palsy in order to improve their recovery. The
last version is equipped with RGB-D cameras for acquiring
information from the environment, and with a speaker, microphones and two robotics arms for interacting with humans.
Ursus has been used in real therapies in Hospital Virgen del
Rocı́o from Sevilla, Spain, with excelent results [7]. In similar
therapies, also with chidren with some kind of disability in
their upper limbs, Nao robot has been succesfully used [8].
Both robots, Ursus and Nao, makes the exercises that children
should imitate, and they are able to perceive the patients
reactions and interact with them, modifying the exercises when
they are not properly conducted. The aim of these works is that
the child perceives the therapy as a game, where in addition,
the robots look like toys, and thus the little patients encourage
to perform the exercises of the therapy.
III. ’S IMON SAYS ’ G AME
’Simon Says’ is a traditional game played with an electronic
device with four buttons of different colours (yellow, blue,
green and red). The device marks a colours and sounds
sequence, that the players should remember and reproduce by
pushing the different buttons of the device. When the turn
played increases, the difﬁculty levels increases too (i.e. the
number of buttons that came into the sequence is increased).
Therefore this game develops the users memory, because
the sequence that Simon is showing, each time with more
difﬁculty, has to be remembered. In this paper, a modiﬁed
version of ’Simon says’ game is described for using in terapies
with elderly. Instead of a sequence of colours and sounds,

Fig. 2. Set of exercises used in the therapy with robot proposed in this paper.

a patient has to reproduce a sequence of different exercises
during the therapy. Henceforth the proposed game helps to
develop both the patients psychomotricity and his memory.
A. Exercises
In this section, the set of exercises proposed in the therapy
are described. It is composed of four different human pose
with a relatively low difﬁculty level. These exercises have
been deﬁned by a occupational therapist team, and they are
especially designed for elderly people. Fig. 2 illustrates the set
of exercises used in the proposal which are described below.
• Exercise 1: To cross the arms. To the correct realised of
the exercise, it is important that the hands are at the equal
level of the shoulder.
• Exercise 2: To put the hands in the hips, with arms
akimbo.
• Exercise 3: To hold the arms out in front of the body, in
such a way that the hands stand in the shoulders level.
• Exercise 4: To raise the hands over the head, with the
arms outstretched.
IV. RGBD DATA ANALYSIS FOR HUMAN POSE
RECOGNITION AND CLASSIFICATION

The proposed approach is based on the analysis of RGBD
image sequences. From each image, the human skeleton is
detected and a set of human body features is extracted and
characterized. First, the system has to determine when the
senior is achieving a movement and when he has ﬁnished
it and has changed his pose. Then, the robot has to extract
body features and classify the human pose into the set of pose
associated to each exercise.
A. RGBD image sequence acquisition and human skeleton
detection
In this work, a low level RGB-D camera is used for acquiring video and distance data (Kinect sensor for Windows). This
sensor is characterized by a 640x480 video resolution, and by
a spatial x/y resolution of 3 mm at 2 m distance from the
sensor [9]. This camera produces a real-time 30fps stream of
VGA frames, which is enough for a common therapy. In order
to quickly and accurately predict 3D positions of body joints
from a single depth image, using no temporal information,
the method described in [10] is used. Finally, only eight body
joints are speciﬁed: head H(x,y,z) , left and right shoulders,
LS(x,y,z) and RS(x,y,z) ), left and rigth elbows, LE(x,y,z) and
RE(x,y,z) ), left and right hands, LH(x,y,z) and RH(x,y,z) ), and
chest Ch(x,y,z) .
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B. Body gesture detection and characterization
Once the skeleton of the patient is detected, the system
extracts and characterizes a set of human body gesture. These
features are described below:
• Quantity of motion (QoM ). It is a measure of the
amount of detected skeleton motion. This feature is
useful to know when the patient is moving and then,
discriminate the data collected at that time (exercises
performed in the proposed therapy are static). Let N being
the total number of consecutive frames taken, and xA
i
being the 3D position of an articulation at an instant of
time i. Then, QoM A is deﬁned as:
QoMiA =

N
1  A
xi − xA
·
i−1
N

(1)

k=0

•

•

where A ∈ (left hand, right hand, left elbow, right elbow,
chest, head). Finally, the total QoM is evaluated as the
average value of QoM A .
Contraction Index (CI). It measures the amount of
contraction and expansion of the body. It takes range of
values between 0 and 1, and is bigger when the patient’s
posture keeps limbs near the baricenter. To calculate CI
value, the relationship between the human chest and the
hand poses has been taken into account. This relationship
has been carried out by the area of the triangle deﬁned
by these three points (i.e., chest and two hands). First,
the semiperimeter s of the triangle is calculated:
u+v+w
(2)
s=
2
where u, v and w are the sides of the triangle. The CI,
using Heron’s Method, remains as follows:

CI = s · (s − u) · (s − v) · (s − w)
(3)
Angle Arm (α). This feature allows the system to get
information on whether the arms are stretched or bent. In
order to calculate α value, a triangle is builts as:
– Side A: length from the shoulder to the elbow
– Side B: length from the elbow to the hand
– Side C: length from the shoulder to the hand
As hands, elbows and shoulders positions are known,
these lengths can be easily calculated. Hence, the desired
α angle can be calculated by the law of cosines, which
reads as follows:
A2 = B 2 + C 2 − 2BC cot cos(α)

 2
B + C 2 − A2
α = arccos
2BC

•

(4)

Height of the hands (Y ). It shows the height at which
the hands are. First, it has been assumed that the ground
of the reference system is placed in the subject’s foot
to solve the problem that the reference axis is located
in the Kinect. The maximum value that can take the
hand is calculated from the value of arm’s length plus the
shoulder’s height. By deﬁning H = Hand, E = Elbow,
S = Shoulder and L = Length, and being X, Y and
Z the 3D-coordinate associated to a joint, then
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(E.X 2 −H.X 2)+(E.Y 2 −H.Y 2)+(E.Z 2 −H.Z 2)

LSE = (S.X 2 −E.X 2)+(S.Y 2 −E.Y 2)+(S.Z 2 −E.Z 2)

LEH =

•

ArmLength = LEH + LSE

(5)

Ymax = ArmLength + S.Y

(6)

Finally, the hand height (Y) can be normalized as is
shown in (7).
H.Y
Y =
(7)
Ymax
Depth of the hands (D) This feature reports whether the
hands are in the z plane of the body or not. To calculate
this value, the difference between the depth value of
hands and the depth value of the chest has been computed,
as is shown in (8).
D = |H.Z − Ch.Z|

(8)

Finally, expected values for the features described in this
section for the different exercises of the therapy ’Simon Says’
are summarized in Table I.
C. Human body pose clasiﬁcation
Classiﬁcation models are algorithms that are able to learn
after performing a training process with a known data. Then,
classiﬁcation algorithms are able to make decisions and classify new data based on this training. In this paper these
models allow the therapist robot to have more autonomy by
deciding if the exercises have been implemented correctly.
In the proposed work three well-known models are studied:
Decision Tree (DT) [11] [12], K-Nearest Neighbours (KNN)
[13] [14], and Support Vector Machine (SVM) [15] [16].
V. E XPERIMENTAL R ESULT
In order to demonstrate the accuracy and robustness of
the proposal, a set of experiments has been conducted. Fig.
3 shows the robot used in the experiments with the RGBD sensors marked on the picture. Currently, this robot has
two different RGB-D cameras, but only those one marked as
’1’ is used for the therapy. First, this section describes the
database used for the experiments and the main interface of the
application. Then, a set of representative tests are evaluated.
Both tests and application are programmed using RoboComp
framework, developed by RoboLab [17].
A. DataBase
A database with recorded data for the training and recognition process has been created. This database consists of data
of 20 subjects that have been recorded with the Kinect. All
ﬁles that compose the database are in text format (.txt). Data
from 5 of them has served to train the component, whereas
the recognition tests were carried out with the remaining 15
subjects whose data have not been used for training.
This database has been shared and it is available through the
download service of the Universidad de Extremadura, through
the link http://goo.gl/IxovJ4, so that any developer can use it
with their systems.
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Exercise CI Value
Exercise 1
High
Exercise 2
Low
Exercise 3
Low
Exercise 4 Medium

αRightArm
180
90
180
180

αLef tArm
180
90
180
180

YRightHand
YLef tHand
Right Shoulder Height Left Shoulder Height
Right Hip Height
Left Hip Height
Right Shoulder Height Left Shoulder Height
Over Head
Over Head

DRightHand
0
0
Arm Length
0

DLef tHand
0
0
Arm Length
0

TABLE I
E XPECTEDF F EATURES FOR DIFFERENT EXERCISES OF THE THERAPY ’S IMON S AYS ’

Fig. 4.

•
•
•
•
•

Interface of the application described in this work

Part F: These buttons simulate the performance of one
of the deﬁned exercises.
Part G: This label shows different messages depending
which mode is selected.
Part H: These buttons stores variables and positions data
in a Matlab ﬁle to generate graphs.
Part I: That button successfully stops the program.
Part J: This screen shows the patient performing the
different exercises.

C. Evaluation of the features extraction algorithm

Fig. 3.

New robot Ursus used in the experiments

B. Interface
As is shown in Fig.4, the interface of the application is
composed by several parts that are detailed below:
• Part A: This block shows the different calculated features.
• Part B: It allows to choose the level of play in the “Simon
Mode”.
• Part C: This part enables to chose the mode wherein the
component is developed: Training, Detecting, Accurace2
and ’Simon Game’ modes.
• Part D: It lets you select the decision method to be used.
• Part E: These buttons allow to train the component.
2 This mode allows to calculate the accuracy of the different algorithms
used, and the success rate of each exercise for each method

An analysis of the features extracted for each exercise has
been conducted. The tests check whether if these features are
among the expected values, and if they discriminate between
the different exercises. To do this, some graphics have been
generated using Matlab software.
Fig.5 shows the Contraction Index that has been calculated
for the different exercises. As is shown in the ﬁgure, the values
of the Contraction Index are the expected: a high value for the
Exercise 1, in which the hands are widely separated from the
body, a median value for the Exercise 4, since this exercise
also separates the arms from the body, but the arms are close
together, and a low value for the Exercises 2 and 3.
In Fig. 6 and Fig. 7 are illustrated the data collected with
respects to the angles formed by the right and left arms,
respectively. As the graphics show, the values of the angles are
between expected, being approximately 180 ◦ for the Exercises
1, 3 and 4, due to in these exercises the arms are stretched,
and about 90 ◦ for the Exercise 2, because in this exercise the
arms are ﬂexed. As can be appreciated, for this subject there
are several oscillations in the value of the calculated angle for
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Fig. 5.

Contraction Index for the different exercises

Fig. 6.

Angle of the Right Arm for the different exercises

Fig. 7.

Angle of the Left Arm for the different exercises

Fig. 8.

Height of the Right Hand for the different exercises
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D. Recognition Accuracy
the right arm, due to the values detected by the kinect. This
could create confusion in the recognition process.
Fig. 8 and Fig. 9 show the heights of the hands normalized
to 1 relative to each exercise. The results are again as expected,
since in Exercise 4, in which the hands are above the head they
ﬁnd their maximum with an average of 1. For Exercises 1 and
3 hands are at shoulder height, obtaining an average value
of 0.7. And ﬁnally, for Exercise 2 hands are on his hips, the
hands take an even lower value of around 0.4.
Finally, data associated to the depth of both hands are shown
in Fig.10 and Fig.11. It can be seen that for the Exercises 1,
2 and 4, in which the hands are kept in the plane of the body,
some very low values, close to 0, are obtained. However, for
the exercise 3 a somewhat higher value, between 60 and 70 cm,
is obtained, which is about the length of the arm, as expected,
because in this exercise the arms are stretched forward.

This section evaluates the accuracy of the three decision
methods described in this paper. Table II shows the results
obtained. As is illustrated in the table, the decision method that
gets the best results in recognizing the exercises is the Decision
Tree, with an average of probability of success of 99.61%.
KNN method also generally give good results, although not
as good as with the DT algorithm. This may be because as
explained, the value of K inﬂuence the result, but at the same
time the optimum value of K depends on the dataset, so as the
calculation is made with a single value of K, the best possible
results may not have achieved (K = 5 in the experiments, after
an analysis of the results). SVM method presents some results
in which the success rate is very satisfactory and others where
it is not as good, but in any of the cases the accuracy obtained
is higher than the accuracy obtained in the other methods. This
low accuracy can be obtained because some exercises are very
similar to each other, differentiating between them only by two
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Height of the Left Hand for the different exercises

Fig. 11.

Depth of the Left Hand for the different exercises

Subject
1
2
3
4
5
6
7
8
9
10
11
12
13
14
15
Mean
Fig. 10.

Depth of the Right Hand for the different exercises

features.
Therefore the Decision Tree algorithm gets better results
because it asks questions about the variables to decide whether
an exercise or another. On the other hand the KNN and SVM
algorithms represent the points spatially, then the point that
must be classiﬁed is painted to decide which exercise belongs,
KNN algorithm by comparing to the closest points, and the
SVM algorithm depending on the area where the point is. As
these exercises are differentiated by a few characteristics, it is
possible that the points are together in the spatial representation and this creates confusion when deciding.
VI. C ONCLUSIONS
This paper present a novel system for supervising rehabilitation therapies using autonomous robots for elderly. In the
therapy ’Simon says’ described in this work a robot executes a
list of motions and gestures that the human has to repeat each
time with a more level of difﬁculty. Four different exercises
(i.e., human body poses) have been described in the game,

DT
100.00%
100.00%
100.00%
100.00%
99.17%
100.00%
100.00%
95.00%
100.00%
100.00%
100.00%
100.00%
100.00%
100.00%
100.00%
99.61%

KNN
91.67%
95.83%
81.67%
72.50%
70.00%
77.50%
80.00%
68.33%
71.67%
95.00%
62.50%
68.33%
97.50%
76.67%
81.67%
79.38%

SVM
80.00%
87.50%
62.50%
61.67%
39.17%
42.50%
75.83%
56.67%
45.00%
87.50%
38.33%
50.00%
65.83%
67.50%
65.83%
61.72%

TABLE II
ACCURACY OBTAINED FROM THE DIFFERENT DECISION METHODS

thus, the therapist robot has to be able to detect, recognize
and classiﬁcate human body poses. To do that, in this paper
has been described a set of human body features in order to
characterize these poses, and also three different classiﬁcation
algorithms have been evaluated. The results of this work
demonstrates the accuracy of the described algorithm. Finally,
a RoboComp component has been included in the repository
for later development.
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Proceedings of International Workshop on Recognition and Action for
Scene Understanding (REACTS 2015), 2015.
[11] R. Barrientos, N. Cruz, H. Acosta, I. Rabatte, M.C. Gogeascoechea, P.
Pavn and S. Blzquez. Decision trees as a tool in the medical diagnosis.

45

Revista Mdica Vol. 9(2), pp. 19-24, 2009.
[12] J. Trujillano, A. Sarria-Santamera, A. Esquerda, M. Badia, M. Palma and
J. March. Approach to the methodology of classiﬁcation and regression
trees. Gac Sanit, Vol. 22(1), pp. 65-72, 2008.
[13] KNN Algorithm from OpenCv in URL http://opencv-python-tutroals.
readthedocs.org/en/latest/py tutorials/py ml/py knn/py knn
understanding/py knn understanding.html
[14] A. Moujahid, I. Inza and P. Larraaga. Clasiﬁcadores K-NN. Departamento de Ciencias de la Computacin e Inteligencia Artiﬁcial Universidad
del Pas VascoEuskal Herriko Unibertsitatea.
[15] G. A. Betancourt. Las mquinas de soporte vectorial (SVMs). Scientia et
Technica Ao XI, UTP. ISSN 0122-1701, No 27, Abril 2005.
[16] D.A. Salazar, J.I. Vlez and J.C. Salazar. Comparison between SVM
and Logistic Regression: Which One is Better to Discriminate?. Revista
Colombiana de Estadstica, Nmero especial en Bioestadstica, Vol. 35, No.
2, pp. 223-237, Junio 2012.
[17] L. Manso, P. Bachiller, P. Bustos, P. Núnez, R. Cintas and L.Calderita.
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Cybersecurity in Autonomous Systems: Evaluating
the performance of hardening ROS
Francisco Javier Rodrı́guez Lera, Jesús Balsa, Fernando Casado, Camino Fernández, Francisco Martı́n Rico, and
Vicente Matellán

Abstract—As robotic systems spread, cybersecurity emerges
as major concern. Currently most research autonomous systems
are built using the ROS framework, along with other commercial
software. ROS is a distributed framework where nodes publish
information that other nodes consume. This model simpliﬁes data
communication but poses a major threat because a malicious
process could easily interfere the communications, read private
messages or even supersede nodes. In this paper we propose that
ROS communications should be encrypted. We also measure how
encryption affects its performance. We have used 3DES cyphering
algorithm and we have evaluated the performance of the system,
both from the computing and the communications point of view.
Preliminary results show that symmetric ciphers using private
keys impose signiﬁcant delays.
Index Terms—Autonomous systems, Cybersecurity, Data security, Cyber-physical systems, ROS, Performance analysis

I. I NTRODUCTION

A

UTONOMOUS systems are spreading not just in the
virtual world (Internet, software systems), or in scienceﬁction movies, but in our ordinary real world. It is possible to
ﬁnd driverless cars in the streets, autonomous vacuum cleaners
in our homes, autonomous robotic guides at museums, etc.
These robotic systems, as any computer-based system, can
suffer different types of cyber-attacks, and some degree of
cybersecurity [6] is required.
Our research group is developing an assistant robot [4] for
the elderly. When we initiated experiments involving potential
users, caregivers asked us about the security of our robot and
about the privacy of its communications [1]. When an assistant
robot carrying a camera is deployed in a home, the access to
this camera should be secured; even more when the robot is
managing medical information.
We have developed all the software that controls the autonomous behavior of our robot using ROS (Robotic Operating
System) [7] which has become the most popular framework
for developing robotic applications. It started as a research
framework, but currently most of manufacturers of commercial
platforms use ROS as the de facto standard for building robotic
software. For example, object-manipulation robots like Baxter
(by Rethink robotics) [2] or service robots as our RB1 (by
Robotnik) are ROS based platforms.
Francisco Javier Rodrı́guez Lera, Jesús Balsa, Fernando Casado,
Camino Fernández, and Vicente Matellán are with the Robotics Group
(http://robotica.unileon.es) and the Research Institute on Applied Sciences to
Cybersecurity (http://riasc.unileon.es) at Universidad de León (Spain).
Francisco Martı́n Rico is with Robotics Lab, Signal Theory, Communications, Telematic Systems and Computation Department at Universidad Rey
Juan Carlos, Madrid (Spain).
Corresponding author: vicente.matellan@unileon.es

A. Security assessment
There are three basic vulnerabilities threatening any computer system: availability (data interruption), conﬁdentiality
(data interception) and integrity (data modiﬁcation). Other authors also add two more [9]: authenticity and non-repudiation
(data fabrication from a non-trusted origin). These concepts
can be easily translated to industrial control applications [3] or
to robotic environments, due to the distributed approach used
in most used robotic frameworks (Yarp, ROS, ROBOCOMP).
Let’s illustrate this problems considering a robot deployed in
a home environment. This robot provides information to users
and carries out its behaviors in order to fulﬁll required tasks.
An attacker could attempt to make this robot or its network
resources unavailable, this is a denial-of-service attack. The
attacker could also intercept and modify command messages in
order to change robot behavior, and capture robot information
about the environment and about the users. Finally the attacker
could simulate a sensor generating new data and sending it to
the robot. Fig. 1 summarizes graphically these vulnerabilities
in a robotic environment.

Fig. 1.

Conceptual model of the security attacks.

In this research we focus on the conﬁdentiality problem of
the data sent to and from the robot. Our proposal consists in
encrypt data transmitted between ROS processes, adding two
nodes for encryption and decryption task. We don’t change
ROS messages nor ROS standard functions to send the data.
The question is if this hardening of ROS will impact on its
performance.
The reminder of this paper is organized as follows: Next
section describes the ROS framework communication process.
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Section III deﬁnes the testbed designed to measure the performance of the encrypted ROS system. Section IV shows
the data obtained in the proposed experiments as well as
the discussion. Finally section VI presents the conclusions
obtained and further work.
II. ROS OVERVIEW
ROS provides speciﬁc libraries for robotics similar to classical operating system services such as hardware abstraction
(for sensors and actuators), low-level device control, and
inter-process communication. Inter-process communication is
organized as a graph architecture where computation takes
place in ROS processes named nodes. These nodes can receive
and send messages. Unfortunately no security was considered
in the communication mechanism.
ROS framework is basically a message-passing distributed
system. Its architecture is based on processes that publish
messages to topics. For instance, a process (node) can be
in charge of accessing a sensor, performing the information
processing, and publishing it as an information structure on a
named topic. Another process can subscribe to this topic, that
is, read its information. Then the process can make a decision
about the movement of the robot. Next, this node will publish
the commands in another topic to send them to the motors.
ROS nodes can be running in the same computer or in different
computers.
Usual ROS conﬁguration is composed by at least one ROS
Master and some clients. ROS Master is the key element in the
ROS system. It runs as a nameservice and manages registration
information about all topics and services used by ROS nodes.
A node communicates with the Master to register its information. Then, the node gets information about other registered
nodes, to be able to establish new connections with their topics
appropriately. The Master is updated in real time by nodes registering information and topics they publish/subscribe. Fig. 2
summarized the six steps involved in this process as presented
in [8].

Fig. 2. Conceptual model of ROS topics presented by Radu Rusu in his
tutorial[8].

The ROS distributed approach is very convenient for developers but can be easily tampered by malicious hackers. For
instance, in [5] an experiment involving a ROS-based honeypot

is described. The honeypot was a radio model truck with two
cameras and a compass as sensors, and it was controlled from a
remote ROS node written in Javascript and hosted in a remote
enterprise grade web server. Vulnerabilities described in the
paper comprise plain-text communications, unprotected TCP
ports and unencrypted data storage.
The ﬁrst step to solve some of these problems is to secure
the communication channels by using an encryption mechanism. But how does encryption impact on the performance of a
robotic system? This is the goal of this paper, characterize and
evaluate different alternatives to secure ROS communication
system and measure their performance.
III. T ESTBED DESCRIPTION
In order to evaluate the performance of the encrypted
version of ROS communications environment, we designed the
following scenario. Fig. 3 provides a graphical representation
of the scenario created.

Fig. 3.

Scheme of the scenario used for testbed.

First, we installed ROS Indigo in the on-board computer
of the our RB1 mobile robot. The ROS master component
ran in this platform. The robot was connected by wire to
our laboratory network infrastructure for this experiments. The
robot computer has two nodes: one node connected to a sensor
that publishes the data into /sensor/messages topic; and one
node connected to this topic that performs data encryption and
publishes them into a /sensor/encrypt/messages topic.
Second, we used one desktop computer as a “known client”,
also with ROS Indigo installed and connected by cable to
our network. This client knows the master ROS IP, so it can
communicate with master. We run a decryption node in the
client computer, which registers to master and subscribes to
the topic /sensor/encrypt/messages. This node decrypts data
and prints them on the screen.
Third, we used another desktop computer as a simulated
“attacker”, connected to the same cable network. This computer has the same ROS version running on it. The attacker
doesn’t know the master ROS IP, but he can easily discover
it performing a network scan with well known tools like
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nmap. Then, the attacker could execute a malicious node for
attempting to read laser data, which is being published in
the topic /sensor/encrypt/messages. Despite the node could
subscribe to that topic, all data received is encrypted. As a
result, the malicious node can’t see original laser messages
because the attacker doesn’t have the key to decrypt them.
The cryptographic key is stored in the master node and it
is known by the legitimate clients. In a system in production
this mechanism can be implemented as a public-private key
schema as RSA to safely share the key between the nodes.
A. Encrypting ROS messages
In this ﬁrst approach we have changed the data published
by the node, and instead of publishing the information in a
plain manner, we publish the information encrypted.
ROS uses a messages description language1 for describing
the data values that each node publish. In this manner, it is
easy for ROS tools to automatically generate source code for
the message type in several target languages as ICE or IDL
speciﬁcation language.
There are built-in types (14), array types (4) and customized
types. For instance, if we get the sensor msgs/Image.msg
message, we ﬁnd a composed message by one non built-int
message, and ﬁve built-in (3 x uint32, 1 x string, 1 x uint8
)and one array type (uint8[]).
std_msgs/Header header #custom msg
uint32 height
uint32 width
string encoding
uint8 is_bigendian
uint32 step
uint8[] data #matrix data of an image

In this case is data ﬁeld the element that contains the
information of the image grabbed by the camera, so we are
going to encrypt this element before to be publisher in ROS
distributed system.
We use the 3DES algorithm to provide a security layer
to ROS data. It is a known that 3DES cyphering speed
is slower [10] than other cipher methods as for instance
AES. We use this algorithm as the worse environment to
analyze its behavior in a real environment with ROS. Triple
DES (3DES) references the Triple Data Encryption Algorithm
(TDEA or Triple DEA). It is a symmetric-key block cipher that
applies the Data Encryption Standard (DES) algorithm three
times to each data block. It is standardized by NIST in the
Recommendation for the Triple Data Encryption Algorithm
Block Cipher (NIST Special Publication 800-67).
3DES algorithm provides three keys that are 128 (option 1)
or 192 (option 2) bits long. In option 1, the key is split into K1
and K2, whereas K1 = K3. The option 2 is a bundle of three
64 bit independent subkeys: K1, K2, and K3. To highlight
that the three keys should be different, otherwise 3DES would
degrade to single DES.
The data block of the algorithm has a ﬁxed size of 8 bytes
where 1 out of 8 bits is used for redundancy and do not
1 http://wiki.ros.org/msg
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contribute to security. In that manner, the effective key length
is respectively 112 in option 1 and 168 bits in option 2.
The algorithm presents the next behavior, the plain text
is encrypted three times: ﬁrst it is encrypted with K1, then
decrypted with K2, and ﬁnally encrypted again with K3. The
ciphered text is decrypted in the reverse manner.
3DES is cryptographically secure, although it is slower than
AES algorithm. In a next stage, we will substitute 3DES with
AES in our encryption system and repeat all the test we have
done, to compare the performance.
From the development side, it was used the PyCrypto
package. It is an extended python Cryptography Toolkit that
allows to simply the method to encrypt or decrypt in multiple
encryption algorithms.
IV. E XPERIMENTAL M EASUREMENTS
To illustrate the described approach, we present an adhoc implementation of an encryption system to change part
of the message used for transmit or receive robot sensors
information.
We have added a function to our program in order to
measure the time spent on each encryption and decryption
call. The function is a python method presented as a decorator
pattern, which is used here to extend the functionality of
encryption/decryption at run-time.
def fn_timer(function):
@wraps(function)
def function_timer(*args, **kwargs):
v_time_0 = time.time()
result = function(*args, **kwargs)
v_time_1 = time.time()
return result
return function_timer

We have divided the experiments in three parts. First we
have analyzed how the ”Publisher-listener” ROS nodes work
under encrypted conditions. Then we have stressed the same
nodes publishing bigger text messages, in plain text as well
as encrypted text. Finally we have analyzed a camera sensor,
under the same encryption/decryption conditions.
A. Hardware/Software Set-up
We want to evaluate how the encryption of communications
would affect the performance of ROS. We have used the better
of the cases where a 8x Intel(R) Core(TM) i7-4790 CPU
@ 3.60GHz with 16231MB of RAM Memory and running
an Ubuntu 14.04.4 LTS Operating System. The ROS master
system has 234 process running by default, the client is
running 242 process.
The two computers are connected by an Alcatel-Lucent
OmniSwitch 6860E switch This hardware conditions are the
most favorable against the real environment of a robotic
platform for instance wireless or hardware restrictions.
B. Test 1: HelloWorld Publisher-Listener Node
In this test we have used the version of talker/listener tutorial
proposed by ROS2
2 http://wiki.ros.org/rospy

tutorials/Tutorials/WritingPublisherSubscriber
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This package distributed by ROS as a demo, presents a
simple ROS package that creates two rospy nodes. The ”talker”
node broadcasts a Hellow world + Timestamp message on
topic ”chatter”, while the ”listener” node receives and prints
the message.
TABLE I
T IME IN SECONDS OF CPU SPENT ON A SIMPLE PUBLISHER / LISTENER
RUNNING TEST.

Time
Time
Time
Total

running
user
sys
CPU

Plain
Publication
34.491
0.184
0.024
0.208

Plain
Subscription
34.484
0.196
0.08
0.276

Encrypt
Publication
36.882
0.348
0.064
0.412

Decrypt
Subscription
34.995
0.24
0.056
0.296

Table I presents the CPU time used when the nodes are
running in different machines. The values are the result of
launching ROS nodes using the Unix command time. The
values present a minimal consumption of CPU associated to
the process. In case of plain publish/subscribe it represents
than 1% and in the case of the publisher in encrypt mode it
represents approximately the 1.1%, that is almost the same
than in plain mode.

Fig. 4. Histogram showing the time spent on a encrypt/decrypt DES3 function
call.

Figure 4 presents the histogram associated to the calls to encrypt/decrypt method used in these tests. We can observe that
the average time in the encryption process is slightly higher
(0.000065 seconds) than the decryption process (0.000045
second). However, in both cases it is almost negligible. The
worst case presented a 0.000129 seconds in ciphering time
and 0.000239 second of deciphering time.

Figure 5 presents the screenshot of this experiment. It
shows the three terminals from the two nodes involved in
this experiment. Publisher node (top-left window) that presents
a simple log, subscriber node with key (bottom-left) that
presents the message after the decryption call and subscriber
node without key (rostopic echo ) that shows the encrypted
message in the topic.
C. Test 2: Custom Text Publisher-Listener Node
In this test we have used the same version of talker/listener
nodes proposed by ROS. In this particular test we generate a
synthetic text strings with different sizes:
• T1: this is a string message of 262144 bytes (256 KB)
• T2: it is a string message of 524288 bytes (512 KB)
• T3: presents a string message of 1048576 bytes (1024
KB)
We want to determine the duration of execution of our talker
and the time spent by our listener nodes. Again, we run the
Linux time command to measure the total CPU time consumed
by the ROS talker process.
Initially we run the test with the three size types of messages
using plain text. We have performed the test three times,
running the nodes for a time lapse of 30 to 35 seconds. Firstly,
reviewing the T1 type (it is presented in a time window of
32.884 seconds) we ﬁnd a CPU time of 1.408 seconds. It
was a user time of 1.364 seconds and a sys time of 0.044s. I
Secondly, we analyse the string of type T2. It was launched
in a window of 33.749 seconds, and needed a total CPU of a
2.672 seconds (user time of 2.508s and a sys time of 0.164s).
Finally, we analyse T3, that presents in a time window of
34.731 seconds a total CPU of 5.260 seconds (it is divided by
a user time of 5.140s and a sys time of 0.120s).
This is totally different when we are working with encrypted
text messages. Fig 6 presents the main differences. We have
repeated the same experiment, but this time calling an encryption method that encrypts from plain text to 3DES. It is
possible to see that the encrypt process consumes more CPU
than the plain process. For instance, T1 type presents running
for 34.486 seconds a total of 23.008 of CPU. This means that
the total CPU time increases almost 62%. This is even higher
in T2 and T3 types with almost the 98% of real execution time.
It is clear that the encrypted/decrypted approach consumes
more CPU (yellow bars in Fig. 6) than plain text (orange bars
in Fig. 6).
We know that the encryption process needs more CPU,
but how long does the encryption/decryption takes in each
iteration?. Just for clariﬁcation, we review the encryption
phase in the publisher node. In case of T1 messages, during its
window (34.486s) the node is able to encrypt 1040 messages.
The minimal time to perform this task is 0.059246 seconds and
the maximum time to encrypt the string is 0.683408 seconds.
In average, the system spends 0.063858 seconds (standard
deviation of 0.000388s). This time increases with T2 and
T3 types. T2 type needs 0.123383 seconds in average with
standard deviation of 0.000040s and T3 0.247303s with a
standard deviation of 0.000137s. Fig. 7 presents the histogram
associated to this experiment.
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Fig. 5. Screen-shot with the nodes involved in the simple publisher/subscribe test. Upper left terminal presents the publisher node before encryption. Bottom
left terminal depicts the subscriber node after decryption. Right terminal presents the results of rostopic echo on /chatter topic used for transmitting info
through nodes.

Fig. 6. Time of CPU spent by publiser/subscriber nodes sending T1, T2 and
T3 messages in plain and Encrypted/Decrypted on test 2.

D. Test 3: Camera Node
The third experiment has been developed using a RGB camera. A Logitech, Inc. QuickCam Pro 9000 webcam providing
15 frames per second (fps) using a 640x480 pixels resolution.
This sensor was registered on ROS system to deliver images
to the system.
This test involved three ROS nodes, two publishers:
usb cam, encrypted node and one listener: decrypted node.
First ROS node,usb cam3 was based in the code contributed
by Benjamin Pitzer and still maintained by ROS developers.
It is in charge of recording information from the camera and
3 http://wiki.ros.org/usb

cam

Fig. 7.
Histogram by each publisher node attending each call to the
encryption method.

publishing in the usb cam topic.
The second node runs in the same computer and it is in
charge of encrypting the message published by usb cam. The
third node runs on a different computer and it is in charge
of decrypting the messages got from the publisher and of
displaying the received image on the display.
Figure 8 graphically represents this set up for a given
moment T at the listener node. We used the ROS node
image view to visualize images in both topics: the non-
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Fig. 8.
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Screenshot taken during image encryption test.

encrypted one, that to validate delays, and the encrypted one
(that cannot be visualized) and the frame that shows the image
after decryption.
We measured the time needed to encrypt and decrypt the
ROS message (sensor msgs/Image.msg). We just encrypted
and decrypted the ﬁeld data, deﬁned as uint8[] and processed as a text string. Our nodes shows this information
during the execution in a visualization frame that we used
to measure the frame rate.
We ran this experiment for 18 hours sending in total 971.790
frames. The average time in the process of encrypt the sensor data was 0.010948 seconds (stddev 0.000004s). Minimal
processing time was 0.001309 seconds and max processing
time was 0.026909 seconds. The average time to decrypt the
images was 0.008828 seconds (stddev 0.000003s). The max
time decrypting an image was 0.039130s and the minimal
0.001288s.
V. D ISCUSSION
This study provides an in-depth characterization of the
use of 3DES encryption in ROS communications. First, we
have conﬁgured two ROS nodes equipped with state of the
art computer power capabilities. The only software running
on both machines in the ﬁrst experiment was limited to the
one needed for the test, no extra computational process were
running during the experiments.
Results presented in this test showed that there is no
difference in the performance between sending a plain string
of chars Hello world + timestamps and an encrypted string of
chars. However, the experiments showed that CPU time used

by the encrypting of messages has a geometric progression
with the size of the message, which means that the performance of the global system is reduced.
ROS has a logging system that measures the publish/subscribe performance among connected nodes. When the
system is active on a node, the statistical data is published in
a speciﬁc topic that is updated at 1Hz.Using this system we
have observed two main issues:
• Trafﬁc in bytes grows lineally with the number of messages:
– plain mode delivers 10 messages of 346 bytes (average) of trafﬁc.
– encrypted mode delivers 10 messages per second
whose size is 420 bytes in average.
• Performance decrease quadratically with the size of the
messages:
1) plain mode delivers 10 messages per second of
11.010.132 bytes of trafﬁc (in average).
2) encrypted mode only delivers 5 messages per second in average of 5.242.880 bytes of trafﬁc (in
average).
The performance reduction is due to the time consumed
by the encryption and decryption process in each message:
Publisher uses 0.247303 seconds per message to encrypt every
message. Listener needs 0.240323 seconds per message just
for decrypting. This means that the publisher process needs
more time to produce messages and the listener more time to
consume it.
In the same manner, if the publisher needs to process this
information in any way, for instance showing the message
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Time spent on each call to encryption/decryption function during the image processing in test 3.

in the screen, the overall performance producer/consumer is
reduced.
Finally, the experimental evaluation made in test 3 does not
show a signiﬁcant delay due to the encryption process. For
instance, we got 14.56 frames per second in the publisher,
and 14.54 frames per second in the listener.
Fig. 9 shows the performance of the publisher cyphering
data. Left part of the ﬁgure summarizes the time used for
encrypting and decrypting the three types of messages. The
right part is the histogram of times used for calls to the encryption method. We observe that processing times in average
are similar, the encryption process is slightly higher (2ms) than
in the decryption process.
VI. C ONCLUSION AND F URTHER W ORK
We have shown that using ciphered communications avoids
security problems related with the plain-text publish/subscribe
paradigm used by ROS. However, the overhead of CPU performance and communication load should also be considered
in distributed architectures that need to work on real time.
This article presents a performance analysis of the use
of encrypted communications in a ROS system. We have
evaluated the impact of this added feature from two points
of view: CPU consuming and network trafﬁc.
As we pointed out in the introduction, securing communications is just one dimension in the cybersecurity of autonomous
systems. If we want to see these machines working in our
homes we need to secure navigation abilities and interaction
mechanisms, to avoid manipulated or malicious behaviors and
make robots reliable assistants, in particular if we want to
install mobile robots in private spaces as homes.
As a further work we would like to test Real-Time Publish
Subscribe (RTPS) protocol used by the ROS2 communications
design. In that manner we plan to evaluate in a quantitative
way the network and CPU performance under similar conditions as well as to compare qualitatively the pros and cons of
the DDS based solution proposed in the new ROS design4 .
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Inﬂuence of Noise Spatial Correlation Variations on
GCC-based Binaural Speaker’s Localization
J.M. Perez-Lorenzo, R. Viciana-Abad, F. Rivas, L. G. Perez and P. Reche-Lopez

Abstract—Traditionally, the performance of methods to determine the azimuth angles of speakers, such as those algorithms under the generalized cross-correlation framework, has been evaluated via characterizing the acoustic properties of the environment
in terms of two parameters: reverberation time and signal-tonoise ratio. In this work, it is shown that in environments with
spatial correlated noise these two parameters may not be enough
to describe the performance of two of the most used algorithms,
Cross Correlation and Phase Transform methods. The Phase
Transform is usually considered the most robust algorithm in
reverberant environments. However, the results obtained from an
extensive number of simulations, based on varying the absorption
and the scattering coefﬁcients of a room under different signalto-noise ratios, indicate that the Phase Transform weighting
is more vulnerable to spatial correlated noise, which is the
type of noise usually found in real life scenarios. Moreover,
under low signal to noise ratio conditions, its performance when
localizing a source of interest may get worse under conditions
of lower reverberation times, contrary to its behaviour when
the noise is not active. This behaviour is due to its dependence
with the degree of spatial correlation of the environment noise,
which traditionally has not been considered when evaluating the
algorithms to use. Also, while maintaining ﬁxed values of signalto-noise ratio and reverberation time, the experiments show that
the performance may depend on additional properties of the
room in noisy environments. Thus, other acoustic properties
should be considered along with the reverberation time and
signal-to-noise ratio when analysing and comparing the Phase
Transform method with other localization methods, as well as for
designing an adaptive audio localization system under changing
conditions in noisy environments.
Index Terms—Binaural localization, Generalized
Correlation, Phase Transform, Spatial correlated noise.

Cross-

I. I NTRODUCTION

M

ETHODS for localization of acoustic sources with two
microphones are used in applications such as robotics,
hands-free telephony, teleconferencing, voice-controlled systems, hearing aids or modelling of psychophysical studies,
being the research of binaural models of computational auditory scene analysis a growing ﬁeld [1]. As stated in [2], the
stage of sound localization is probably the most important lowlevel auditory function in applications such as robotics, where
the system should be able to understand sound sources with
permanent background noises, intermittent acoustic events,
reverberation and so on. This challenging environment may be
dynamic, due to effects such as sound sources changing their
acoustic properties. Once the sounds are localized, they can be
separated so as to provide clean speech signals, noise signals,
The authors are with M2 P Research Group, University of Jaén.
E-mail: jmperez@ujaen.es

etc. Also, an acoustic map of the robot’s surroundings can be
used as input to higher layers in order to merge the information
with visual features [3], [4] or to gaze towards the source
of interest, interact with a human speaker and other related
issues. In this context, an important problem is the inﬂuence
of noise on speaker-localization performance and, being the
robust localization of speakers an important building block,
despite decades of research, the task of robustly determining
the position of active speakers on adverse acoustic scenarios
has remained a major problem for machines [1].
Methods based on the time difference of arrival (TDOA)
have been widely used with the goal of detecting audio
sources, and they rely on the relative delays between the
signals arriving at two microphones. The Generalized CrossCorrelation (GCC) framework was ﬁrst introduced in [5], and
it has become the most common approach for binaural TDOA
estimations [2]. Within this framework, TDOA is estimated
as the delay that, applied to one signal, maximizes the crosscorrelation function between the two-microphone signals. This
cross-correlation is weighted with a speciﬁc function, leading
to the different methods within the framework. Depending
on this weighting function, each method presents different
properties. The Phase Transform (PHAT) weighting is often
used in reverberant environments due to its high performance,
and also employed as a ground-truth method for performance
evaluation of localizations methods. Also, it has been extended
recently to the localization of multiple sources [6], [7], showing that it can be used even in cases where there is no previous
information about the numbers of active sound sources.
When studying the performance of the GCC framework,
the noise is considered in most of the cases additive and
uncorrelated (or diffuse) at both microphones, being the type
of noise assumed by the framework. However, these are
typical features of the noise used to model internal/thermal
noise of the measurements devices, which is minimized in
nowadays technology. In contrast, the noise of real scenarios
is due to external noise sources such as those related to
machinery, air conditioners, electric motors, etc. Although it
is known that the acoustic properties of a room may modify
the spatial correlation of external noises, the evaluation of
localization methods usually considers only the reverberation
time parameter and the signal-to-noise ratio, without concerning about other ones. In [8] the performance of methods
within the GCC framework were evaluated in four different
real scenarios with stationary white noise. The study probed
that these methods exhibit different performances in scenarios
featured with similar reverberation times and signal-to-noise
ratios due to the differences in the spatial correlation of
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the noise captured at both microphones. The fact that the
ability to localize speakers is strongly inﬂuenced by the spatial
diffuseness of the interfering noise, and that the impact on this
ability does not only depend on the overall signal to noise
ratio and reverberation time, has been later corroborated in
[1]. In order to show that the presence of a compact noise
source is a challenge for correlation-based approaches, some
interfering sources such as factory noise or speech-shaped
noise were simulated in experiments for the localization of
multiple speakers, and the diffuseness of the noise was varied
by controlling the number of active noisy sources in the
simulation. Also, it is mentioned in [1] that the vast majority of
previous studies have investigated the inﬂuence of only diffuse
noise on sound-source localization, which complies with the
assumption of the GCC framework (although not necessarily
realistic for a life scenario), being the work in [8], [1] some
of the exceptions.
Being this lack of studies the main motivation of the present
work, a set of numerical simulations has been systematically
carried out via changing both the absorbing and scattering wall
properties in an environment with a stationary noise source. In
this way, based on a single conﬁguration for the relative locations among the microphones and the audio and noise sources,
both Cross Correlation and Phase Transform algorithms have
been checked in seventy-two different scenarios and under
two different signal-to-noise ratios. Although methods of GCC
framework have been widely employed for sound source
localization purposes, the inﬂuence of the absorbing/scattering
properties of noisy environments has not been systematically
addressed in terms of performance degradation due to the
misassumption of noise spatial uncorrelation. The main difference of the present work respect to [8] is that many more
scenarios have been tested by using the simulator, giving thus
the possibility of a more generalized deduction. On the other
hand, while in [1] a single scenario has been used with a ﬁxed
reverberation time, and the number of noisy sources is changed
to control the noise spatial correlation, in the present work,
an unique setting of sources and microphones has been used
under different acoustic environments, which leads to different
combinations of reverberation times and noise correlations.
Based on the results, some conclusions can be deduced on how
the performance of the methods are affected by the different
properties of the rooms. This knowledge can be useful in the
design of an adaptive system that tries to minimize the errors
committed in noisy and complex environments.
The rest of this paper is organized as follows. Section
II brieﬂy presents the GCC framework. In Section III the
methodology followed in the systematic evaluation is described. Section IV presents a discussion of the relation among
the scenario and noise properties and the performance of the
acoustic localization task. Finally, conclusions and future work
are described in Section V.
II. GCC F RAMEWORK
The GCC framework is based on a propagation model with
added noise described as [9]:
x1 (t) = r(s,m1) (t) ∗ s(t) + nm1 (t),

(1)

x2 (t) = r(s,m2) (t) ∗ s(t) + nm2 (t)

(2)

being x1 (t) and x2 (t) the signals at both microphones, s(t) the
acoustic signal emitted by the source, ∗ the time convolution
operator, r(s,m1) (t) and r(s,m2) (t) the room impulse responses
at their corresponding source/microphone positions, nm1 (t)
and nm2 (t) the noise at both microphones. As stated in Section
I, a more realistic model consists of considering the noise as
originated from external sources. In this case, (1) and (2) could
be rewritten as:
x1 (t) = r(s,m1) (t) ∗ s(t) + r(n,m1) (t) ∗ n(t),

(3)

x2 (t) = r(s,m2) (t) ∗ s(t) + r(n,m2) (t) ∗ n(t),

(4)

being r(n,m1) (t) and r(n,m2) (t) the room impulse responses
at both microphones respect to the noise source, and n(t) the
signal emitted by the noise source. In this second model, the
acoustic properties of the room may not only inﬂuence the
signal of interest to be detected at both microphones, but also
the noise captured in the microphones.
The time difference of arrival or TDOA is implicitly found
in the difference of the room impulse responses and it can be
estimated as [5]:
τ̂ = arg max{ϕgx1 x2 (τ )}
τ

being


ϕgx1 x2 (τ ) =

∞
−∞

ψg (f ) · Φx1 x2 (f )ej2πf τ df

(5)

(6)

the cross-correlation function between the signals x1 (t) and
x2 (t). Φx1 x2 represents the cross power spectral density of
the signals and ψg (f ) is known as the generalized frequency
weighting [5]. The differences among the methods within this
framework is found in this frequency weighting. The simpler
one is known as CC (Cross-Correlation), where the weighting
is the unity:
ψCC (f ) = 1
(7)
Among the other methods, the most well-known is the PHAT
(Phase Transform) due to its improvement in performance
compared to CC method in reverberant and noisy environments. PHAT is chosen in this study for being the most widely
used as well as a reference to compare the performance of
other methods. PHAT weighting only takes the phase information of the cross-correlation by weighting each frequency
component with the inverse of its magnitude [5]:
ψP HAT (f ) =

1
|Φx1 x2 (f )|

(8)

III. M ETHODOLOGY
In this section the methodology of the experiments is
described along with the parameters used to assess the performance of the localization methods under different experimental conditions. GCC framework assumes a spatially
uncorrelated white noise but, in the case of considering
external noises, the correlation of the noise captured at both
microphones will depend on the properties of the scenario.
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Fig. 2. Example of a probability mass function for a given scenario. The
voice sound is placed at 60◦ and the noise source at 120◦ . The presence of
the noise source in the detections is measured through the Noise Score, with
a value of 0.27. The mean error of voice source angle estimations, that is to
say the Mean Absolute Error, is 12.37◦ .
Fig. 1. Snapshot from EASE software. A room with size (10 x 5 x 3) m has
been simulated. The software allows to change both absorption and scattering
coefﬁcients of the room. The chairs symbols are used to show the coordinates
where the impulse responses of the room are computed (i.e. to simulate the
microphones). The loudspeakers symbols are used to locate the audio sources.
The omnidirectional loudspeaker (2) is placed with an azimuth angle of 120◦
respect to the middle of the microphones, while the directional one (1) is
placed at 60◦ .

Typical scenarios used in acoustic localization methods are
only characterized with the reverberation time (RT) parameter
and the signal-to-noise ratio (SNR), and there is a lack in the
literature of studies that evaluate the inﬂuence on localization
performance of other acoustical parameters.
In order to evaluate the inﬂuence of the acoustic properties
of the scenario on the spatial correlation of the noise acquired
in the two microphones and, in turn, its inﬂuence in the
performance degradation of the methods, the absorption and
scattering coefﬁcients of a simulated shoe-box shaped room
with size (10 x 5 x 3) m have been modiﬁed to obtain different
c ray-tracing software [10] (see Fig.
scenarios using EASE
1). The absorption coefﬁcient value has been set within a
range from 0.1 to 0.8 with a step of 0.1 and the scattering
coefﬁcient value within a range from 0.1 to 0.9 with a step
of 0.1, obtaining 72 scenarios. A pair of microphones has
been placed in the middle of the room with a separation
of 8 cm. The sound source whose direction of arrival must
be estimated has been placed at an angle of 60◦ referred
to a vertical plane containing the two microphones (azimuth
angle) and at a distance of 2 m. This angle has been set as a
middle value between 90◦ (where the TDOA would be zero)
and 30◦ , because inaccuracies appear due to the non linear
relation between the TDOA and the estimated angle for values
under 30◦ [11]. The noise source has been simulated with an
omnidirectional speaker located at 120◦ with respect to the
microphones and at a distance of 3.5 m. Both speech and
noise sources have been conﬁgured with the same elevation of
the microphones. These sources have been placed with a wide
separation between them to try to isolate the noise inﬂuence
in a room with good acoustic conditions.
Through the simulations, the impulse responses r(s,m1) (t),
r(s,m2) (t), r(n,m1) (t), r(n,m2) (t) deﬁned in 3 and 4 have been
obtained for each scenario. These impulse responses also
include the directivity properties of the acoustic sources. For
the audio signal s(t), an anechoic male voice of the First

Stereo Audio Source Separation Evaluation Campaign [12]
has been used and, for the noise signal n(t), a Gaussian white
noise has been generated with a pseudo-random sequence.
Signals x1 (t) and x2 (t) at each microphone have been lowﬁltered at 5 kHz before the cross-correlation computation and
different SNR, measured after the low-pass ﬁltering, have been
obtained by controlling the levels of s(t) and n(t).
Once estimated the time difference of arrival τ̂ with (5),
from the signals of two microphones separated a distance d,
and being this separation signiﬁcantly lower than the distance
to the source, the azimuth angle θ where the source is located
is easily computed as:
c · τ̂
(9)
, θ ∈ [0◦ , 180◦ ]
d
being c = 343 m/s the speed of sound. A source placed in the
normal direction produces τ̂ = 0, which corresponds with θ =
90◦ . In order to analyse the data of the simulations, overlapped
Hann windows of 25 ms. have been used to obtain the direction
of arrivals, and a histogram has been built by accumulating the
measured values θ for each scenario. These histograms can be
used to estimate the most likely source position in a voice
source localization problem [9], [13], [14]. Based on them, a
probability mass function fΘ (θ) for each scenario (see Fig. 2)
has been estimated as:
θ = arccos

0<i<N −1
(10)
180◦
θi = (i+0.5)
(11)
N
being N the number of bins of the histograms. N has been
set to 36, next to the square root of the number of estimations,
in order to obtain smooth histograms without losing relevant
information [15].
For the purpose of measuring the performance in the task
of detecting the source of interest while rejecting the noise
source, two parameters have been deﬁned to analyse the
histograms: mean absolute error (MAE) and noise score (NS).
The mean absolute error is the mean error of the angle
estimations respect to the actual sound source angle:
fΘ (θi ) = P r(θ = θi ),

MAE =

N
−1

i=0

| θi − θs | fΘ (θi )

(12)

58

PROCEEDINGS OF THE WAF2016, JUNE 2016

being θs = 60◦ , the localization of the source of interest.
In addition, the parameter noise score is proposed to show
the inﬂuence of the noise source in the source angles estimations and has been deﬁned as:
NS = Pr(θn − Δθ < θ < θn + Δθ)

(13)

being θn the angle where the noise source is placed, i.e. 120◦ ,
and Δθ has been set to 15◦ in the experiments. Fig. 2 shows
an example of the probability mass function fΘ (θ) for a given
scenario together with the values of the mentioned parameters.
The values of NS and MAE for an ideal scenario should be
zero.
IV. R ESULTS AND D ISCUSSION
In this section the results are analysed attending to the
inﬂuence of the noise correlation on the localization task.
Then, the inﬂuence of the reverberation time is analysed along
with the rest of properties of the scenarios. Finally, an overall
comparison between PHAT and CC weighting is presented
according to the mean absolute error of the detections.
A. Inﬂuence of spatially correlated noise
The basis of the analysis of the simulations is to study the
inﬂuence of the level of noise correlation at both microphones
due to the presence of the noise source n(t) in the azimuth
estimations of the source of interest. Thus, the spatial correlation ρ was measured by computing the maximum value of the
cross-correlation of the energy normalized signals received at
both microphones, when only the noise source is active:
ρ = max{E[nm1 (t + τ ) · nm2 (t)]}

(14)

Fig. 3 shows these correlation values for all the possible
experimental conditions, that is to say, for all the combinations
of scattering and absorption coefﬁcients of the simulated scenarios. The maximum value of spatial correlation (ρ = 0.836)
was found for the highest absorption value and the lowest
scattering coefﬁcient. In line with this, the scenario with lowest
absorption and highest scattering was associated with the
minimum value of spatial correlation (ρ = 0.1), showing a
nearly uncorrelated noise at the microphones.

The inﬂuence of the noise spatial correlation due to the
presence of the noise source was evaluated by analysing the
noise score NS deﬁned in (13), and depicted in Fig. 4. The NS
was computed for the distributions of the estimated direction
of arrival values for CC and PHAT methods considering two
values of SNR, 20 dB and 0 dB. Under the condition of SNR =
20 dB, the noise source is hardly present in the source angle
estimations as can be seen in Fig. 4a - 4b. In the case of
CC method, the lowest value of NS is zero and the highest
value is 0.136, being still signiﬁcantly low. For the PHAT
method, the lowest value of NS is 0.016 and the highest is
0.146, which also indicate a low effect of the noise in the
estimations. Thus, it can be concluded that with a SNR of 20
dB the performance of the angle estimations is hardly affected
by the noise source for all the combinations of absorption and
scattering coefﬁcients.
As expected, the performance analysis made for SNR = 0
dB showed a signiﬁcant increase of the noise score for both
methods (see Fig. 4c - 4d). Thus, the lowest (NSCC =0.1;
NSP HAT =0.13) and highest (NSCC =0.53; NSP HAT =0.947)
values of NS considerably increased for both methods due to
the inﬂuence of the noise. However, this study also highlighted
differences in performance between CC and PHAT method.
In those scenarios with high absorption and low scattering
coefﬁcients, the negative inﬂuence of the noise was much more
evident for PHAT method. Indeed, the high values obtained for
PHAT method are very close to ideal histograms where the
source of interest would be the noise source. As can be seen
in Fig. 3, the conditions of high absorption and low scattering
were related with the highest spatial correlation of the noise
captured at both microphones. Thus, scenarios with a high
spatial correlation of noise showed a more evident increase
in the noise score of PHAT method. Also, when the spatial
correlation decreases, the noise score gets lower, obtaining the
lowest values in the scenarios where the spatial correlation of
the noise is minimum (see Fig. 3 and Fig. 4d). To strengthen
this point a Spearman’s rank correlation has been computed
between the score noise for the PHAT weighting and the
spatial correlation of noise, obtaining a value of r = 0.928 and
p < 10−30 , being the alternative hypothesis that the correlation
is not zero. Therefore, it can be concluded that the correlation
of the noise at both microphones is strongly related with the
presence of the noise in the estimations of the DOAS when
using the PHAT weighting under low signal-to-noise ratios. In
environments with a highly spatial correlated noise, the noise
source is expected to be detected as a source of interest using
the PHAT weighting, while the simpler CC method seems to
be less sensible to the presence of this noise source. Moreover,
the presence of the noise in the CC estimations seems not to
depend on its spatial correlation at both microphones.
B. Dependence of the PHAT weighting performance on the
reverberation time and noise

Fig. 3. Spatial correlation of the noise captured at both microphones in each
scenario.

In this section, the performance of PHAT algorithm is
analysed attending to the mean absolute error of the localization task. Fig. 5a - 5b show the mean absolute error on the
localization of the source of interest for SNR of 20 dB and
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Fig. 4. Noise Score for each scenario. (a) CC weighting with SNR = 20 dB (b) PHAT weighting with SNR = 20 dB c) CC weighting with SNR = 0 dB d)
PHAT weighting with SNR = 0 dB

0 dB, respectively. In order to analyse the relation between
the MAE and the reverberation time of the rooms, this last
value has been computed for all the simulated scenarios by
Schroeder backward integration [16], with values ranged from
0.09 s to 1.26 s (see Fig. 6).
Under a SNR of 20 dB, the MAE is close to zero in most
of the scenarios with the exception of those with the lowest
absorption coefﬁcients, related to the highest reverberation
times. In these conditions, the maximum value of the MAE is
12.8◦ . In order to know the relation between MAE and RT,
a Spearman’s rank correlation has been computed between
the two parameters for all the scenarios, obtaining a value of
r = 0.598 and p < 10−7 . Therefore, the performance of the
localization is worse in terms of mean absolute error when the
reverberation time increases, being the expected behaviour as
explained in the literature.
However, the relation between MAE and RT was different
for low values of SNR (i.e. 0 dB). The maximum value of
the MAE increases to 54.3◦ , being the environments with a
higher absorption and lower scattering coefﬁcients those with
the greatest mean error in the estimations. In this case, the
values obtained for the Spearman’s correlation are r = −0.797
and p < 10−16 . These values show that, under a low signalto-noise ratio, the localization task seems to be worse in those
rooms with lower reverberation times. This effect is explained
by the high inﬂuence of the correlated noise on the PHAT
method explained in Sec. IV-A, as the noise source is detected
as the source of interest when the spatial correlation increases.
In fact, if the Spearman’s correlation is computed between

the mean absolute error and the spatial correlation of the
noise at both microphones for all the scenarios, the value
obtained is r = 0.875 with p < 10−30 . The value indicates
that the performance is worse under high correlated noise
and it improves when the spatial correlation gets lower, as
the noise acts more like an additive and independent noise
at both microphones and it is closer to the type of noise
expected by the PHAT method. It can be concluded that,
while the reverberation time is a good parameter to know
the variation of the performance of PHAT algorithm in high
signal-to-noise ratios situations, other parameters related to
spatial correlation should be taken into account in order to
predict the performance in those scenarios or time intervals
when the signal-to-noise ratio is low.
Also, it can be seen that if only the reverberation time and
the signal-to-noise ratios are taken into account, the performance of the PHAT method may not be uniquely deﬁned. In
Table I the performance is presented in terms of the MAE for
some of the simulated scenarios where the time reverberation
is similar, but with differences in the absorption/scattering
parameters, as well as in the noise spatial correlation. For
scenarios with similar reverberation time, the mean error may
be different. Also, it can be seen that the difference of the
performance varies from one situation to other. For RT = 0.15
s, the variation in the mean error represents a 10% respect to
the minimum value of both errors. However, in the case of RT
= 0.53 s the variation represents the 80% of the minimum error.
So, not taking into account the spatial diffuseness properties
of a scenario when studying the performance of the PHAT
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RT (s)
0.15
0.15
0.25
0.25
0.35
0.35
0.53
0.53

Absorption
0.8
0.6
0.5
0.4
0.4
0.3
0.3
0.2

Scattering
0.1
0.8
0.3
0.9
0.2
0.8
0.1
0.8

Noise Corr. ρ
0.835
0.536
0.496
0.203
0.533
0.226
0.473
0.170

PHAT Error
54.3
49.3
45.1
21.5
34.2
23.9
32.8
18.0

TABLE I
P ERFORMANCE OF PHAT METHOD FOR SCENARIOS UNDER SNR = 0 dB
WITH SIMILAR RT AND DIFFERENT ABSORPTION / SCATTERING VALUES

Fig. 5. Mean Absolute Error for PHAT weighting. (a) SNR = 20 dB (b)
SNR = 0 dB

method could lead to inadequate expectations when dealing
with low signal-to-noise ratios.
C. PHAT MAE vs CC MAE under correlated noise
Next, CC and PHAT weightings are compared according to
the mean absolute error committed in the simulated scenarios.
When including spatially correlated noise in the comparison
of the PHAT weighting with other algorithms as the simple
case of CC, the results differ respect to the situation of just
using an additive and independent noise at both microphones.
Traditionally, the inclusion of the PHAT weighting has been

Fig. 6.

Reverberation Time of the scenarios.

used to obtain a more robust detection in terms of reverberation
and presence of additive noise. However, as it has been
presented in Sec. IV-A, the presence of the noise when the
SNR drops to 0 dB can affect seriously the estimations of the
directions of arrival, and even the noise source can be detected
as the source of interest. Fig. 7 represents the performance
in all the simulated scenarios under a signal-to-noise ratio
of 20 dB and 0 dB, where each point is the comparison in
terms of the mean average error for one single scenario. Under
high signal-to-noise ratios, the PHAT algorithm overcomes the
simpler CC one in almost all the situations as expected. Only
in a few situations both methods exhibit a similar performance
or the CC weighting presents a slightly better performance,
but it occurs in scenarios where both mean errors are close
to zero. However, for the signal-to-noise ratio of 0 dB it can
be seen that the comparison between both methods changes
dramatically, presenting the PHAT weighting a greater mean
error in most of the rooms. This may be attributed to the
whitening process in the PHAT weighting as explained in
[1]. In this whitening process, the frequency components are
equally weighted, so the noise components are ampliﬁed. And
as the noise gets more directional, the noise energy becomes
a detected source by the azimuth estimations. Only in some
scenarios where the noise exhibits low spatial correlation, the
PHAT weighting presents a better performance than the CC
one. Again, this issue should be considered when using the
PHAT method in those noisy scenarios or time intervals with
low signal-to-noise ratios under the presence of a non-diffuse
noise source. This knowledge can be used by a system that,
based on the detection of noisy sources and the monitoring of
its spatial correlation, would be able to select the framework
weighting in order to adapt itself to the environment.
V. C ONCLUSIONS AND F UTURE W ORK
In this work, the inﬂuence of the spatial correlation of an
external noise source on the performance of PHAT and CC
methods has been analysed through systematic simulations
of scenarios with different signal-to-noise ratios and absorbing/scattering properties that lead to different values on the
spatial correlation of the noise captured at both microphones.
While PHAT weighting overcomes the CC one under high
SNRs, the results indicate that PHAT weighting is more
vulnerable to the correlated noise under low SNRs, leading to
the detection of the noise source as the main source of interest.
Also, the spatial correlation has exhibited more inﬂuence on
the localization task performance than the reverberation time,
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dealing with these additional parameters, which could also
be of interest in the design of bio-inspired binaural adaptive
systems.
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Foveal vision mapping and multiscale segmentation
within an AP SoC
M. González, A. Sánchez-Pedraza, R. Marﬁl and A. Bandera

Abstract—Many embedded systems need image processing applications that, fulﬁlling real-time performance, will also address
restrictions of size, weight or power consumption. Furthermore,
applications such as tracking or pattern recognition do not
necessarily precise to maintain the same resolution across the
whole image sensor. In fact, they must only keep it as high as
possible in a small region, but covering a wide ﬁeld of view.
Foveal vision proposes to sense a large ﬁeld of view at a spatially
variant resolution. One small region, the fovea, is mapped at
a high resolution while the rest of the image is captured at a
lower resolution. This work proposes a hardware system for
mapping an uniformly sampled sensor to a space-variant one.
Furthermore, this mapping is intimately tied with a softwarebased, multiscale segmentation of the generated foveal images.
The whole hardware/software architecture is designed and implemented to be embedded within an All Programmable System
on Chip (AP SoC). Preliminary results show the ﬂexibility of the
data port for exchanging information between the mapping and
segmentation parts of the architecture and the good performance
rates of the mapping procedure. Experimental evaluation also
demonstrates that the multiscale segmentation method provides
results comparable to other more computationally expensive
algorithms.
Index
Terms—foveal
sensor,
hardware/software codesign, AP SoC

image

processing,

I. I NTRODUCTION

R

OBOTIC vision needs to solve a large variety of tasks
that demand different parameters. In order to solve all
of them using the same sensor, this must be adjustable to
the speciﬁc task. However, it is also usual that some of
these tasks run simultaneously. Thus, for instance, the module
responsible of the navigation skill could need a large ﬁeld
of view (FoV), while the one in charge of recognizing an
object could simultaneously need to capture this at a high
resolution. Furthermore, this image acquisition and processing
must be done quickly, as the robot hopes to be an agent able
to communicate and interact with people ﬂuently within a
dynamic world. Although it is currently possible to acquire
a video sequence from a high resolution sensor (up to 10
megapixels) in real-time using dedicated hardware, any algorithm that requires multiple frames will need a large offchip memory access. This requirement will typically be the
bottleneck of the framework [4].
The evolution of biological vision systems has reached
a balance between what they can perceive and what they
are capable of processing at all times quickly. Foveal vision
reduces the data volume by sampling the FoV at a variant
resolution. A reduced area of the FoV, the fovea, is captured
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Fig. 1. Approximated distribution of cones on the human retina, providing
brain pixels of adapted size distributed following a polar pattern (adapted
from the original at C. Ware, 2008, p. 5 [21]).

at a high resolution. This will be the area of the FoV where,
for instance, we must include the objects that we want to
recognize. Surrounding this fovea, the rest of the FoV is
captured at a lower resolution. In fact, resolution will typically
be reduced as we move away of this fovea, as Figure 1
shows. Through fast movements of the eyes, we could have
the impression that we have a detailed vision of all the
world in front of us. But, this is only an illusion [21]. Kevin
O’Regan describes this very graphically: the world is its own
memory [18]. And the mechanism to access to this ’memory’
is by moving the eyes.
Against this need of image detail, in which the eyes move by
the scene depending on the task, it is usually necessary to keep
a record of what is happening with the rest of the scene. As
aforementioned, this could be demanding by a robot navigating
within a dynamic environment. In this application, the main
goal is to perceive a large FoV, perhaps to lower resolution, but
with the enough one to be able to act if necessary. Opposite to
central vision, peripheral vision is the responsible of ﬁnding,
recognizing, and responding to information in different areas
of the FoV around the object on which the attention is ﬁxed.
In the human vision system, the peripheral retina is especially
sensitive to displacement, being its most characteristic function
to detect motion. However, it has been also demonstrated its
use during actions of reaching and catching. Thus, it seems
to play an important role in the visuo-motor coordination, and
also in the spatial posture and locomotion.
This paper revisits the research ﬁeld on spatial-variant
vision, proposing a whole framework that (i) maps the sensor
data into a foveal lattice and (ii) proceeds this stream for
providing a multiscale segmentation of the foveal images.
Space-variant vision experimented its greatest popularity in
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Fig. 2. (left) CFG with m = 3 and d = 2; (center) GMFD of generalized
motion with sh = { 0,2 } and sv ={ 0,2 }; and (right) GMFD of adaptive
motion with Ld = 2, Rd = 1, Td = 1 and Bd = 3.

the nineties. Intimately tied to the concept of active perception
(it does not make sense to have a fovea if the eyes cannot be
swiftly moved over possible regions of interest [20]), it was the
origin of several physical implementations in silicon. However,
the design of an speciﬁc retina-like sensor was always a hard
and expensive work. Hence, most of the proposals ﬁnally laid
in a software-emulated foveal sensor, which took the input
data from an uniform, real sensor [4]. Currently, this option
is also supported by the fact that, mainly driven by its use on
the smartphones, it is possible to acquire CMOS sensors of
very high resolution at a very reduced prize. On the other
hand, the processing limitations of software emulation can
be overcome by performing the mapping through hardware
emulation. This was a wide part of the research within our
group in the past [3], [7], [8]. This work however tests the
option of embedding the complete hardware and software
solution on a All Programmable System on Chip (AP SoC)
platform. Thus, the foveal mapping is synthesized on the
FPGA (programmable logic) and the multiscale segmenter is
programmed on an ARM (processing system). Data between
memory and modules are exchanged through Direct Memory
Access (DMA), allowing the whole framework to run at 10
frames per second (fps). The rest of the paper describes the
proposed framework: Section II brieﬂy reviews and describes
the foveal lattice synthesized on the FPGA. An overview of the
whole framework is present at Section III. Then, Sections IV
and V present the design and implementation of the chain
of processing on the logic part of the AP SoC, and the
communication between these cores and the ones running
on the ARM, respectively. Section VI brieﬂy describes the
hierarchical segmentation of the foveal images performed on
the software part. Sections VII and VIII summarizes the
experimental evaluation of the proposed framework and draws
the main conclusion and future work, respectively.
II. C ARTESIAN FOVEAL GEOMETRIES
Cartesian Foveal geometries (CFG) encode the ﬁeld of
view of the sensor as a square-shaped region at the highest
resolution (the fovea), surrounded by a set of concentric rings
with decreasing resolution [3]. In the majority of the Cartesian
proposals, this fovea is centered on the geometry and the rings
present the same parameters. Each ring is typically composed
by several subrings. Thus, the geometry is characterized by
two constant values: the number of rings surrounding the fovea
(m), and the number of subrings (d) within each ring. The size
of the fovea is stated according to d: if we set its dimensions

to 4d × 4d, there will not be discontinuity between the fovea
and the periphery regions. Figure 2(left) shows an example of
a fovea-centered CFG. We refer to each cell on the lattice as
a rexel (resolution cell).
Among other advantages, there are CFGs that are able
to move the fovea through the FoV (shifted fovea). Vision
systems that use the fovea-centered CFG require to place the
region of interest in the center of the image. That is usually
achieved by moving the cameras. A shiftable fovea can be
very useful to avoid these camera movements. Figure 2(center)
shows one example of the generalized algorithm [3]. Within
this algorithm, each ring of resolution is shifted with respect
to the center position according to two vectors (sv and sh ).
Furthermore, the adaptation of the fovea to the size of the
region of interest can help to optimize the consumption of
computational resources [3]. Figure 2(right) shows the rectangular structure of an adaptive fovea. The geometry is now
characterized by the subdivision factors at each side of the
fovea (Ld , Rd , Td and Bd ). This will be the geometry ﬁnally
implemented within this work.
III. OVERVIEW OF THE FRAMEWORK
Continuous evolution of logical programmable devices has
motivated the current availability of low-cost development
boards such as the Zedboard from Avnet, which is based on
the Zynq-7000 AP SoC XC7Z020-CLG484-1 from Xilinx.
The Zynq-7000 combines software, hardware and input/output
capability over a single silicon integrated circuit. This will be
the hardware base for setting our proposal. Figure 3 shows an
overview of the proposed framework.
Hardware conﬁguration for the AP SoC can be stated as
the interaction between two different parts: the processing
system (PS) and the programmable logic (PL). The software
processing is addressed on the PS, which is mainly composed
by the ARM cores, I/O peripherals, clock system generators, and memory interfaces. In our case, foveal images are
generated on the PL, while the initial conﬁguration of the
sensor, an OV5642 5 megapixels from Omnivision, and the
multiresolution segmentation is conducted on the PS. The
ﬁgure shows that, although this conﬁguration is addressed
from the PS, it accesses to the sensor via the PL. PS and
PL parts are interconnected through the AXI Video Direct
Memory Access (AXI VDMA) core. The AXI VDMA is a soft
Xilinx IP core that provides high-bandwidth direct memory
access between memory and AXI4-Stream type video target
peripherals.
Figure 3 shows that there is one block synthesized in the
PL: the Foveal image acquisition/Color conversion. which is
in charge of obtaining the uniform RGB image from the
sensor, mapping this image into a foveal lattice, and converting
the RGB color values of the CFG rexels to HSV color
space. As aforementioned, the sequence of foveal images are
stored on the external memory (DDR3 SDRAM) through AXI
VDMA, Interconnect and HP interfaces/ports. In Figure 3,
cores involved on the connection between the PL and the PS
parts are ﬁlled with a white background. From the DDR3,
the multiresolution segmenter takes each frame as the base
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Overview of the proposed framework.

level and generates the hierarchy of segmentation images. Each
level on the hierarchy is encoded as an irregular pyramid.
This will force to encode these levels as graphs. Finally, the
overview also includes a Saliency estimation module. This
module has been successfully implemented on the ARM, and
will determine what the position of the new fovea will be. For
achieving this, the module computes the parameters {Ld , Rd ,
Td , Bd }, which will drive the next fovealization. But centered
on the mapping and segmentation processing, this paper will
not provide a description on how it works.
IV. H ARDWARE - EMULATED FOVEAL MAPPING
Figure 3 illustrates the stages involved on the data processing within the PL. The sensor employed (OV5642) is
able to provide color frames of 5 megapixels. The Sensor I/F
core is able to provide the video input, consisting of parallel
video data, video syncs, blanks and data valid. For bridging
the video input and the video processing cores, we use the
Xilinx LogiCORET M IP Video In to AXI4-Stream core. This
core interfaces our video source to the AXI4-Stream Video
Protocol Interface. On one hand, this forces us to use this
protocol for communicating the rest of IP cores. But, on the
other hand, it simpliﬁes the design, handling the asynchronous
clock boundary crossing between video clock domain and the
processing (AXI4-Stream) clock domain.
The foveal mapping and color conversion are addressed by
the three last cores on the ’Foveal image acquisition/Color
conversion’ block. The bayes2rgb core aims to reconstruct
a color image, at the full resolution, from the commonlyused Bayer color ﬁlter array pattern provided by the sensor.
Speciﬁcally, it implements a linear approach, encoded on

masks of 3 × 3 pixels [19]. It provides the input data to the
foveal mapping. This core is in charge of generating all rexels
of the foveal lattice.
For achieving this goal, we parallel the generation of the
rexels of all sizes. The foveal mapping is then obtained by
a sequence of 4-to-1 averaging stages, which will generate
a complete sequence of images of reduced resolution. These
images could deﬁne a pyramid, as Figure 4 shows, where the
base level is the input image. It must be noted that all these
images are obtained at the same rate imposed by the sensor,
i.e. we obtain the last rexel at all images when the last pixel
of the uniform frame is provided by the sensor. The 4-to-1
averaging process can be addressed in two steps. In the ﬁrst
one we obtain the average of the two pixels on the upper row.
In the second step we average the two pixels on the lower
row and compute the ﬁnal value. The process is schematized
at Figure 5. In the ﬁgure, ldii=0,1.. denotes a cell that must be
registered; uii=0,1.. indicates the storing of the ﬁrst averaging
process; pii=0,1.. implies the recovery of the ﬁrst averaging
value required for obtaining the second averaging value; and
rdii=0,1.. denotes the instant in which the 4-to-1 averaging
process is complete. We have marked on the ﬁgure as gray
cells these instants of interest. They are referred to the reading
of the original image (i.e., the level i equal to 0). Figure 5(left)
shows the generation of the ﬁrst level. The pixel at row 0 and
column 0 must be registered to be averaged with the next pixel
on the same row. The result of this averaging process will be
available at the column 1 of the row 0, and should be stored for
completing the 4-to-1 averaging process with the two pixels at
row 1. This same process (registering, processing and storing)
will be replicated for the rest of pixels at row 0. Thus, we will
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Fig. 4. Pyramid composed by images of reduced resolution. It includes all
the rexels needed to generate any possible foveal layout.

Fig. 5.

Generating the sequence of images of reduced resolution.

need a buffer with a length equal to the half of the width of the
original image. When we will process the row 1, the values
on the buffer will be extracted in the same order that they will
be stored. The required buffer is then a FIFO structure. The
values of the rexels at level 1 are obtained when we proceed
the pixels of the input image associated to all odd columns of
the odd rows (labeled with rd1 on the ﬁgure). This deﬁnes a
new data ﬂow that is processed in the same way for generating
the values associated to the level 2 and so on to higher levels.
Figure 6 shows the datapath for generating the rexels of the
three ﬁrst levels. It should be noted that the structures should
be triplicated for dealing with the three channels of the RGB
color encoding.
Finally, the function of the rgb2hsv core is to translate the
RGB values of the rexels to the HSV color space. The stream
of data resulting of this conversion should be stored in the
external memory for being shared with the ARM cores. These
cores will built the foveal lattice from the resolution levels
provided by the PL and then will obtain the segmentation
results.
V. C OMMUNICATING THE PL AND PS CORES
The proposed framework needs to handle the stream of
foveal data from the PL to the DDR3 SDRAM memory at
the highest possible rate. Direct memory access (DMA) will
allow the rgb2hsv core to gain access to the main bus linking
the processor with the DDR3 memory. This avoids the use of
the ARM processor to perform load or store operations, giving
the Zynq-7000 AP SoC a large I/O bandwidth and low latency
in the integration of a custom logic with a custom software.
Thus, once the DMA transfer has been set up by the ARM
core, this will wait to be notiﬁed when a complete chunk of

resolution levels is received. When a transfer is completed, the
ARM core generates the foveal image and then the hierarchy
of segmentation results while a new transfer is in progress.
This mechanism saves CPU cycles and increases the data
throughput.
In the system block at Figure 3, the generated foveal frame
is transferred through AXI VDMA (Video Direct Memory
Access). AXI is a standardized IP interface protocol based
on the ARM AMBA4 and AMBA3 AXI speciﬁcations. The
AXI VDMA core can be used to transfer AXI4-Stream protocol based video stream to DDR memory and vice versa.
AXI VDMA implements a high-performance, video-optimized
DMA engine with frame buffering, scatter gather, and 2dimensional (2D) DMA features. AXI VDMA transfers video
data streams to and from memory and operates under dynamic
software control or static conﬁguration modes. To provide
high-speed AXI master interfaces in the PL with lower latency, connections to the high performance (HP) interfaces are
required. AXI Interconnect and AXI HP ports on the Zynq7000 AP SoC together implement a high-bandwidth and highperformance memory system for use in applications where
multiple devices share a common memory controller. Brieﬂy,
the AXI VDMA is connected to a HP interface by means
of the AXI Interconnect and is controlled by the Cortex-A9
processor.
Within the PS, the code is organized to run the same
algorithm within two independent threads. The aim is to better
exploit the power of the two cores of the Cortex-A9 processor.
Furthermore, the execution of these two cores can concurrently
work with the reception of a new foveal frame.
VI. H IERARCHICAL SEGMENTATION OF THE FOVEAL
IMAGES

Segmentation is an important task in image processing that
plays a chief role in understanding images. It can be deﬁned as
the process of decomposing an image into regions which are
homogeneous according to some criteria. The segmentation
algorithm must adapt the resulting regions to the contents of
the image and can be also driven by the attention stage [16].
Pyramids are hierarchical structures which have been widely
used in segmentation tasks [15]. Instead of performing image
segmentation based on a single representation of the input
image, a pyramid segmentation algorithm describes the contents of the image using multiple representations with decreasing resolution. Pyramid segmentation algorithms exhibit
interesting properties with respect to segmentation algorithms
based on a single representation [15]. The ﬁrst attempts for
developing pyramid-based approaches for image segmentation
were based on setting in advance the size of all levels on
the hierarchy. These regular pyramids were very efﬁcient for
solving the segmentation problem, but they were not able
to correctly encode the image layout within such a rigid
structure [14], [15]. In contrast to regular pyramids, irregular
ones have variable data structures and decimation processes
which dynamically adapt to the image layout. Thus, the size
of each level and the height of the structure are unknown.
Irregular pyramids allow coarse-to-ﬁne strategies by encoding a hierarchy of successively reduced graphs. Level l is
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Complete structure of the datapath for generating the ﬁrst three levels using data from the input image (DATA 0).

represented by a graph Gl = (Vl , El ) consisting of vertexes
v ∈ Vl and edges e ∈ El . In this hierarchy, each graph Gl+1 is
built from Gl by selecting a subset of Vl . The selected vertexes
are called surviving vertexes. Non-surviving vertexes of Vl are
linked to surviving ones. Thus, each vertex v of Gl+1 has
associated a set of vertexes of Gl , the reduction window of v,
which includes itself and all non-surviving vertexes linked to
it. This is a decimation process which requires rules for:
• The selection of the vertexes Vl+1 among Vl . These
vertexes are the surviving vertexes of the decimation
process.
• The allocation of each non-surviving vertex of level l to
a survivor, which generates the son-parent edges (interlevel edges).
• The creation of edges El+1 (intra-level edges) by deﬁning
the adjacency relationships among the surviving vertexes
of level l.
The receptive ﬁeld of one surviving vertex is deﬁned by the
transitive closure of the son–parent relationship and must be
a connected set of vertexes in the base level. Rules for the
deﬁnition of the set of surviving vertexes and the set of
edges connecting each non-surviving vertex to its parent vary
according to the considered decimation algorithm used within
the irregular pyramid. Therefore, the reduction procedure used
to build one graph from the one below strongly inﬂuences
the efﬁciency of the pyramid. On the other hand, each level
of the hierarchy is encoded by a graph and, since many
graph algorithms suffer from a high computational complexity,
the efﬁciency of the irregular pyramid is also inﬂuenced by
the selected graph encoding. Among other relatively complex
schemes, the data-driven decimation process (D3P) was proposed by J.M. Jolion [14] has a two-steps algorithm for choosing the surviving vertexes within an irregular structure based
on simple graphs. For addressing this decimation process, the
algorithm characterizes each vertex on the pyramid by the
variance value vi , estimated from the set of vertexes within
its reduction window (they are set to 0 for the vertexes at

Fig. 7. (left) original graph -within each vertex we have annotated its vi
value-; and (right) surviving vertexes marked in red (local maxima) and green.

base level). Then, the algorithm uses two additional binarystate variables for describing each vertex: pi and qi . In the
ﬁrst step, the local maxima according to vi are labeled with pi
equal to 1 and qi equal to 0. In the second step, the algorithm
only evaluates the vertexes with qi equal to 1: those ones that
have a local maxima (pi = 1) in its neighborhood are labeled
with qi equal to 0. Then, vertexes with pi or qi equal to 1
are the surviving ones (pi = 1). The surviving vertexes deﬁne
Vl+1 . Then, a vertex vi of Gl survives if and only if it is a
local maximum or does not have any surviving vertex in its
neighborhood. Figure 7 provides a simple example.
After obtaining the survivors, the inter-level edges at this
new level, El+1 , are obtained as
El+1 = {(i, j) ∈ Vl+1 × Vl+1 : i = j ∩ path(i, j) ≤ 3} (1)
where

(k)

path(i, j) = 1 ⇔ δij
path(i, j) = 2 ⇔ ∃y ∈ Vk :

(k)
δiy

∩

(k)
δyj

(2)
∩y ∈
/ Vk+1

(k)
(k)
(k)
δiy ∩ δyx
∩ δxj ∩ y, x

(3)

∈
/ Vk+1
(4)
(k)
δij being equal to 1 if there exists an intra-level edge between
vertexes i and j in level Gk . Inter-level edges, linking each
path(i, j) = 3 ⇔ ∃y, x ∈ Vk :
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non-surviving vertex with a surviving one at level k + 1, are
established by imposing that both vertexes must be neighbors
at level k.
A. The Bounded D3P (BD3P)
The main advantage of the D3P is that, being very simple and fast, provides results comparable to other irregular
approaches (see Section VII). However, there are two main
problems related with its implementation. On one hand, it does
not bound the number of neighbors of the vertexes. This makes
impossible to bound the computational times and memory
resources. On the other hand, the estimation of the path(i, j)
values on Eqs. (3-4) is a very hard problem, as it is needed
to evaluate all possible paths in level k for obtaining Ek+1 .
This computation must be iterative, provoking that the whole
algorithm will be slow.
This paper proposes to address both problems, alleviating
the computational cost and memory resources needed to run
the algorithm. This new version, the Bounded D3P (BD3P),
takes into account the ﬁnal task for reducing the number of
edges on Ek+1 and speeding up its computation. The ﬁrst issue
is addressed by removing from the neighborhood of vertex x
those vertexes whose color is very different from the color
of x. This qualitative assertion is implemented by a simple
thresholding. Thus, the neighborhood Nx of a vertex x is now
deﬁned as
(5)
{y ∈ Nx : δxy ∩ d(x, y) < tc }
where d(x, y) deﬁnes the HSV color distance between vertexes
x and y and tC is a threshold value. The effect of this
thresholding is illustrated on Figure 8. Figure 8(left) provides
a naive example of the application of the D3P algorithm to a
set of 11 vertexes. When the rules for obtaining the surviving
vertexes are applied, the algorithm chooses three survivors.
The color of one of them is light gray (red) and the color of the
other two is dark gray (blue). When the non-surviving vertexes
looks for a surviving one for establishing the intra-level edges,
one of the blue vertexes (with a 0.6 value), must link to the
red survivor, as this is the only surviving vertex within its
neighborhood. This linking clearly disturbs the deﬁnition of
the reduction window of the red surviving vertex (composed
by four red vertexes and one blue vertex). Figure 8(right)
shows the application of the BD3P to this same set of vertexes.
Assuming that tc avoids the linking of red and blue vertexes,
the neighborhood of each vertex is now quite different. We
have marked as bold lines this new set of intra-level edges on
level k. There are again three surviving vertexes at level k +
1, but they are different from the previous case (the 0.6-valued
vertex is substituted by the 0.8-valued one). All non-surviving
vertexes must now ﬁnd a survivor within its neighborhood, but
intra-level edges at level k impose that linked vertexes are of
the same color. Subsequently, the three reduction windows are
now composed by vertexes of the same color.
With respect to the second issue, the removal of the computation of the path(i, j) values on Eqs. (3-4) is achieved by
determining that there will be an edge between two vertexes
x and y at level k + 1 if the reduction windows of these two
vertexes are in contact at level k (and if d(x, y) < tc ). Thus,

Fig. 8. Inﬂuence of the thresholding of intra-level edges within the internal
structure of the D3P algorithm: (left) original D3P; and (right) BD3P (see
text for details).
TABLE I
S YSTEM RESOURCES AND PERFORMANCE

DSP
BRAM 18K
FlipFlop
LUT
Clock (ns)
Latency

Image demosaicing
3
6
500
543
9,4
5.043.391

Foveal mapping
0
18
1227
1242
5,4
13

rgb2hsv
9
0
6953
9226
8,16
43

Ek+1 can be computed by a single evaluation of the vertexes
at level k.
VII. E XPERIMENTAL RESULTS
A. Performance and utilization of the PL cores
The hardware conforming the image acquisition, foveal
mapping and color conversion were tested on the programmable logic of the Zedboard. Table I shows the system
resource utilization for providing these functionalities. The
latency of the image demosaicing takes 5.043.391 clock cycles. This is basically one clock cycle for processed pixel (the
image size is 2592 × 1944 (5.038.848 pixels)). Thus, the time
measured to process the whole image is 47,4 ms. But it can
be noted that the delay with respect to the reception of the last
pixel of the frame from the sensor is only 4.543 clock cycles.
The resources for the foveal mapping allow the processing
of the three color channels. It generates six video streams,
associated to the whole image from the sensor (it will provide
the fovea) and to ﬁve resolution levels (with rexels ranging
from 2 × 2 to 32 × 32 pixels). The additional latency is only
13 clock cycles. The rgb2hsv core needs 43 additional clock
cycles. Thus, the total delay with respect to the frame reception
is 4.599 clock cycles (0,043 ms using a clock of 9,4 ns).
B. Evaluation of the BD3P
Table II assesses the BD3P with other decimation approaches using 50 color images from the Coil-100 database.
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TABLE II
Q VALUE AND NUMBER OF LEVELS OF THE PYRAMID FOR SEVERAL
DECIMATION ALGORITHMS ( SEE TEXT )

LRP
WRP
D3P
BIP
HIP
CIP
BD3P

Qmin
1052,1
1133,7
355,6
343,2
460,5
430,7
412,6

Qtyp
1570,3
1503,5
818,5
1090,9
955,1
870,2
831,5

Qmax
2210,3
2080,8
1301,1
1911,3
1530,7
1283,7
1497,1

hmin
9
9
11
8
9
9
9

htyp
9
9
32,9
8,7
11,4
74,2
13

hmax
9
9
64
15
19
202
18

Images have been resized to 256 × 256. Among the approaches, there are regular ones, such as the Linked pyramid
(LRP) [6] or the Probabilistic one (WRP) [13], and irregular approaches, such as the Data-driven decimation process
(D3P) [14], the Bounded irregular pyramid (BIP) [15], the
Hierarchy of partitions (HIP) [12] and the Combinatorial
pyramid (CIP) [5]. All approaches have been tuned for obtaining the best score on the Q parameter, an estimator of the
segmentation accuracy [15]
Q(I) =

1
√ R
e2i
i) 2
1000 · N · M R i=1 [ 1+logA
+ ( R(A
Ai ) ]
i

(6)

being M × N the size of the image, and R the number of
segmented regions. Ai and ei are the area of the region i and
its average color error, respectively. R(Ai ) being the number
of segmented regions with area equal to Ai . Table II shows
that the results provided by the BD3P are comparable to the
ones obtained by the best approaches. However, it is able to
run at less than 100 ms on the Cortex-A9 processor.
The BD3P algorithm has been also evaluated using the
Precision-Recall metric and the database of natural images
proposed by the group of Prof. Jitendra Malik on the University of Berkeley (BSDB500) [17], [2]. Our algorithm has
two main parameters: the tc value employed for thresholding
the intra-level edges; and the maximum number of neighbors
nmax for vertex. This second parameter has been set for
providing a maximum bound to the number of neighbors. This
Section analyzes how to choose correct values for these parameters and what results are obtained by using the BSDB500
data set1 .
On the other hand, it is important to determine how the
segmentation scheme will be apply over a static image. That
is, as we mentioned at Section I, the use of a foveal strategy
does not make sense if the fovea cannot be swiftly moved over
possible regions of interest [20]. For verifying the performance
of the foveal segmenter, we will ﬁrstly obtain a segmentation
result centering the fovea on the FoV. The saliency of the
regions composing this segmentation image will be evaluated
(we will use the color and intensity contrasts and orientation,
as proposed by Marﬁl et al [16]) and we will choose the
ﬁve most salient regions. Once these regions are chosen, we
will segment the image by setting the fovea over each one of
these regions. Figure 9 schematizes the procedure. The borders
1 For foveal processing, the images on the BSDB500 dataset will be
converted from 481 × 321 size to 480 × 320. The width and lenght of
the FoV should be a multiple of the side of the maximum rexel on the lattice
(in our case, 32 × 32 pixels).

Fig. 9.
Obtaining the contour map associated to an input image as a
combination of ﬁve fovealizations.

within each segmentation image are obtained and labeled
according to the rings where they are detected (strong borders
will be associated to rexels of minor size). This provides us ﬁve
sets of contours per input image. They are ﬁnally combined
for providing the contour map that will be evaluated using the
Precision-Recall metric.
1) Choosing the parameters: The BSDS500 provides a set
of images for learning and a different set for testing. Using
the ﬁrst set, we have set the tc value to 200 and the nmax
value to 10. With respect to the sensibility of the approach
to changes on the parameters, we can conclude that setting
the nmax value to 10, the tc value can range from 150 to
250 and the recall value typically remains over 0,9. When the
tc value is greater than 250, the recall value diminishes as
some real contours are lost. When the tc value is lower than
150, the number of vertexes on each level of the hierarchy
grows, and with them the height of the pyramid and the space
occupied by the structure on the system memory. Furthermore,
the precision value decreases, as contours that are not present
on the human segmentation arise. In fact, if the recall value
is relatively easy of maintaining in high values, this will not
be the same for the precision value. Figure 10 shows that the
approach does not only provide the real contours, strongly
marked when the fovea is close to the regions where they are,
but also other contours, weakly marked on these same regions,
which will be generated when these regions are perceived by
the peripheral vision. These last contours make diminishing
the precision value as, being for instance deﬁned by rexels of
32 × 32 pixels, they are not really very precise. To compensate
this effect we propose to label these contours by lower values
(see Figure 10).
2) Evaluation on the BSDB500: Figure 11 allows to compare the performance of the proposed segmentation approach
with respect to the ones provided by other approaches. Our approach is overcome by the gPb-owt-ucm [2] and the UCM [1],
obtaining better results than other methods [10], [11], [9].
VIII. C ONCLUSIONS AND FUTURE WORK
The basis of active vision lays on the existence of a
mechanism able to detect what are the regions of interest
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Fig. 10. (top) Image #310007 of the BSDB500 and one foveal image; and
(bottom) segmentation image and associated contour map.

in the scene, so that it is subsequently possible to direct the
focus of attention on them. The aim is that, with a capacity
of computing limited, will be able to process information of
a scene getting, as a result, the overall perception and feeling
in real-time of the entire scene as we discussed in the ﬁrst
paragraphs of Section I. This paper mainly focuses on two
lines of work, complementary to the design of the mechanism
of gaze control: the design of the whole architecture and its
implementation in a dedicated device, a high-performance AP
SoC; and the concrete development of a hardware capable
of generating multi-resolution color images that will be the
basis of the complete perceptual system. While the work also
proposes a novel multiscale segmenter, it could be concluded
that this module is currently the weakest one on the architecture. The obtained results are very positive, but they are
only preliminary. We have to deeply work on the design of
the segmenter for its future implementation in hardware. Of
course, future work will also focus on the mechanism of
attention, which currently does not include basic elements as
an efﬁcient inhibition of return.
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Determination of the most relevant images for scene
recognition in mobile robotics
D. Santos-Saavedra, R. Iglesias, X.M. Pardo and C.V. Regueiro.

Abstract—Scene recognition is an important topic in mobile
robotics; nevertheless, it is still difﬁcult to reach robust and
reliable solutions, in fact there are many studies which have
clearly arrived at the conclusion that human visual scene recognition is view point dependant. This paper suggests a metric
aimed to value the images according to their coverage and thus
analyse whether they contain enough information to identify the
scene. This metric prioritizes images which contain key points
scattered all over, and which reﬂect the presence of close and
far obstacles. The experimental results show to what extent the
metric described in this paper resembles what the human would
choose as relevant. In particular this metric was used to rank the
images from two datasets and the results were compared with
the selection made by humans who chose the most representative
ones.
Index Terms—Scene recognition, robotics, relevance and viewpoint.

I. I NTRODUCTION
Scene recognition is an important topic in the ﬁeld of
robotics. Almost any kind of robot-people interaction involves some kind of understanding of the environment where
the robot is. Thus, for example, assistive robots willing to
collaborate with humans must be endowed with the ability
to perceive scenes or even recognize human intentions. In
general, and despite of the notable progress experienced by
mobile robots, they yet need a greater semantic understanding
of their surroundings, so that they can perform increasingly
complex tasks [1]. Identifying indoor scenes, such as an ofﬁce
or a Kitchen, should be something within the reach for a newgeneration robots, especially if we really want them to live
with other robots and humans in the same environments, and
if we want them to become something valuable and useful for
humans.
By scene we mean a place in which a human can act within
or navigate. There is not such straightforward deﬁnition for
understanding a scene, and it usually hides a lot of complexities. In this paper we will only concern about one of the
basic aspects of scene understanding, and that is the ability to
classify an image into a limited number of semantic categories.
Nonetheless, even how these categories are built is strongly
dependant on what are they going to be used for, i.e., the
D. Santos-Saavedra is in CiTIUS (Centro Singular de Investigación en
Tecnoloxı́as da Información), Universidade de Santiago de Compostela.
E-mail: david.santos@usc.es
R. Iglesias and X.M.Pardo are in CiTIUS (Centro Singular de Investigación
en Tecnoloxı́as da Información), Universidade de Santiago de Compostela.
C.V. Regueiro is in the Department of Electronics and Systems, Universidade da Coruña.

task to be solved. Therefore, we can ﬁnish either in a humancentric perspective or an unsupervised solution based on the
robot’s perspective. In the ﬁrst case, we have the supervised
scene recognition where the categories have a clear semantic
meaning from the human point of view (scenes or places
meant for speciﬁc actions such as eating (kitchen/restaurant),
working (ofﬁce), sleeping (bedroom), etc.). On the second
case, unsupervised solutions, we speak about unsupervised
scene recognition methods where the number of categories is
not set in advance [2][3]. In this second case it is possible to
skip the use of vast amounts of human-labelled training data
and it is even possible to build a system aimed to categorize
the environments where the robot moves in an ongoing way,
instead of creating a model before the robot is deployed. In
both cases, supervised or unsupervised scene recognition, it
will be necessary to determine when the robot needs to identify
and categorize the image acquired from its camera. An obvious
solution would be to ﬁx a reasonably sampling frequency,
so that the robot identiﬁes the scene using images regularly
taken from the camera. In scene recognition this frequency
affects directly to the size and quality of the captured dataset
(supervised solutions) or the clusters that are being created
(unsupervised recognition): low frequencies can cause the loss
of relevant information and high frequencies will collect many
identical or irrelevant data. Other not-so-obvious solutions
could consider time, the motor commands carried out by the
robot, or even its localization (SLAM) to determine when it
is appropriate to identify the scene. In this case we would
work with a non-regular sampling, or at least non-regular scene
identiﬁcation.
Finally, there is another important remark to be considered
regarding scene recognition. Usually there is an important
dependency amongst scene recogntion and the view used
to capture the images [4][5][6][7]. Many studies of scene
recognition may have unfairly biased results either towards
view-dependency or an unwarranted degree of generalisation
to novel views. Studies which limit viewing to just one or
two viewpoints in a scene are unfairly biasing observers, in
this case the robot, toward view-dependency. On the other
hand, studies without some control of the observer movement
would be able to conclude very little regarding generalisation
to novel views. In our case, and inspired in what happens in
active vision, we suggest the use of a two-module approach
to solve the task of scene recognition. The ﬁrst module will
involve some kind of processing to determine whether the
robot has just acquired a relevant image which contains enough
information to carry out the recognition of the scene, or on the
contrary the image is irrelevant. The second module is the one
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which actually draws the conclusion about the kind of scene,
obviously this second module can use models created in an
unsupervised or a supervised way.
In this paper we will describe the ﬁrst module, i.e. the
process that is being carried out to ﬁlter noisy images and
on the contrary detect meaningful ones.
II. D ETECTION OF MEANINGFUL IMAGES FOR S CENE
R ECOGNITION
In this section, we will describe the metric we have developed to rate the images and thus analyse whether they
are suitable to carry out the recognition of the scene. An
important aspect to be considered is the fact that we will
assume the existence of RGBD images, i.e. we get not only
visual but also depth information. Nowadays this kind of
sensor is widely accepted in the robotics community and
therefore this assumption seems to be reasonable.
To determine whether an image contains enough information to identify the scene we have inspired in the concept of
canonical views [8][9]. According to these papers, canonical
views are images that gather three characteristics: coverage,
orthogonality and likelihood. In the past we have already
developed an algorithm [10] to get rid of redundant images
focusing on properties such as orthogonality and likelihood,
i.e., a cluster/category must group together a good amount
of similar images (likelihood), and different clusters must be
as orthogonal as possible (thus maximizing the inter clusters
distance). In this paper we will focus on the coverage property,
i.e., images that provide enough information and which are
really representative of the scene. Both papers [8][9] assume
multiple images taken at different locations of the same
scene, therefore, these works assume some kind of supervised
procedure, and offer a way to summarize image collections
or determine the orthogonal views of the same object. In our
case, we will build a metric which only will rank the images
according to their content of information. To do so, we will
detect the key points in the image, and we will use a metric that
analyses their distribution across the image, i.e., how these key
points are distributed or scattered along the whole image. Our
metric will try to prioritize those images that contain relevant
key points scattered all over it. The underlying motivation of
this is the fact that we will recognize the scene using either
global or local features, or a combination of both. Therefore,
the image will be dealt with as a whole, a unique entity. Global
(holistic) representations as Centrist, local difference binary
patterns, etc, capture the general structural properties on the
image. Another common representation is the gist of a scene,
commonly associated with low-level global features such as
colour, spatial frequencies and spatial organization. This Gist
descriptor is a global representation that divides the image into
a 4x4 grid, ﬁltering each cell using a bank of Gabor ﬁlters.
On the other hand, the discovery of salient points in the image
(local descriptors such as SIFT or SURF [17]), together with
the use of bag-of-words (which involves a clustering process
of the key-points-descriptors into a limited set of categories:
visual words), allows the representation of an image by the
histogram of the visual words that it contains. Hence, even

with this kind of local information the image is treated as an
entity without further consideration about where the salient
points have been detected or which object they are associated
to. There are other alternatives where this does not happen,
such as those based on the construction of strongly coupled
models for object and scene identiﬁcation [11]. These kinds
of alternatives exploit the contextual relationships between
scenes and objects. These coupled models usually build prior
probabilities of each scene class based on the object-level
likelihood estimates, i.e., joint probabilities of the presence of
different object categories inﬂuence the estimate of each scene
category. In our case we will not assume any kind of object
detection. Therefore we are not interested in the detection of
a particular object that might be the key element to guess
the scene. This is the reason why we will prioritize images
with salient points scattered all over it, instead of images
where there might be few but representative objects which
concentrate most of the saliency in the image (Fig. 1).

Fig. 1. Saliency points will be scattered depending of the information in the
image. If there are few objects (a) the saliency points will be concentrated
in a small region. However, extensive views (b) will get a high scattering of
points.

On the other hand, we will also prefer those images where
the distance to the objects in the scene is as far as possible.
There are many studies which have arrived at the conclusion
of the fact that human visual scene recognition is viewpoint
dependent, such that recognition performances is better for experienced views than novel views [5][6][7]. In particular, Mou
and McNamara [12][13] proposed that people use intrinsic
frames of reference to specify locations of objects in memory.
More speciﬁcally, the spatial reference directions which are
established to represent locations of objects are not egocentric.
Instead the special reference directions are intrinsic to the
layout of the objects. In [4] several experiments were carried
out to determine whether a generalisation to novel views is
possible in the recognition of large scale spatial environments
after restricted simulated movements through a scene during
learning. In particular the Christou et al. examined whether
observers who learn to recognize a room from one speciﬁc
set of directions can recognize the same room from different,
unfamiliar, directions. To see this they analysed the impact
on the recognition of the scene when there are signiﬁcant
changes in the angular distance between the test view and
the study view (i.e., when the same scene is presented to the
user but when there has been a signiﬁcant change of the angle
of the viewpoint with respect to the scene), therefore these
views contained new features not visible from the familiar
direction and lacked some of the features detected in the
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familiar direction. Finally, they also analysed the recognition
of the same scene under specular reﬂections (mirror images).
In general they found that familiar and novel views were
recognized, although familiar direction views were always
recognized faster and more often. This is clearly an indication
of view-dependency in the internal representation immediately
after training. Nevertheless in what is called passive learning
this generalization to novel views become more difﬁcult to
achieve. By passive learning Christou et al. mean the procedure where the observer sat in front a computer monitor while
series of images were repeatedly presented to them (there is
not active exploration). This kind of learning is similar to what
we carry out for the robot. Therefore, ﬁxing a metric which
determines when the images are relevant enough is somehow
equivalent to reducing the number of possible viewpoint for
the same scene. Only those viewpoints which maximize the
metric will be elegible. From our point of view, images that
capture both close and far objects in the scene will provide
more robustness since the global properties will tend to be
more similar. On the other hand somehow is equivalent to
increase the likelihood that the intersection of train and test
images taken under different angles will have more keypoints
in common. Finally, there are several works that clearly state
that both near and far scene points provide information for the
recognition process [14]. Figure. 1 represents situations where
we can get keypoints (detected using SURF) scattered through
a signiﬁcant region of the image, nevertheless, these images
contain few and near objects, that making more difﬁcult the
identiﬁcation of the scene.

Fig. 2. High scattering of saliency points is not just related to far or extensive
views. Images showing many details (a) or many close objects (b) can produce
high scattering of interest points.

Considering all this, we have designed an heuristic metric
to determine the relevance, coverage or representativeness of
an image:
M

i=1

(H(N K(Qi ) − T )) +

M
1 
N K(Qi )
(d̄(Qi ) ∗
)
M i=1
n pixels

(1)

This metric works on the basis that the original image is
divided into a set of M regions of the same size (quadrants).
N K(Qi) represents the number of keypoints detected in the
ith quadrant of the image, n pixels represents the number of
pixels in every quadrant (which is the same for all of them),
and H(N k(Qi ) − T ) is the Heavised step function:
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H(x) =

0
1

if x < 0
if x ≥ 0

Finally, the value d̄(Qi ), in the second term, represents the
normalized average distance of the pixels in the ith quadrant:
d̄(Qi ) =

1
∗
n pixels

n 
pixels
j=1

(

dpixelj
)
max range

As we can see in Eq. 1 , this ﬁrst metric is made up of
two terms: The ﬁrst one reﬂects up to what extent the key
points are scattered all over the image, i.e., the value of this
ﬁrst term, with the interval [0, M ] represents the number of
regions in the image that contain more than T key points. The
second term tries to prioritize those images that contain far
objects in the scene. This is the reason why this second term
will issue a number in the interval [0, 1], where values close to
1 correspond to images where most of the quadrants contain
many key points, and where, in average, the objects in every
quadrant appear to be almost as far as the maximum range of
distances that can be detected with the RGBD sensor.
We have carried out two sets of experiments to analysed our
metric, in the ﬁrst one the key points have been detected using
SURF analysis [17]. In the second experiment, we have used
new key point detectors speciﬁcally designed for 3D meshes,
and which can be used directly in the metric described before:
NARF [16], and Harris 3D [15].
In the case of NARF (normal aligned radial feature) the
points selected as key points are located on object borders
in positions where the surface is assumed to be stable (i.e.
positions that can be reliably detected even if the object is
observed from another perspective, and which also ensure
robust estimation of the normal and where there are sufﬁcient
changes in the immediate vicinity). Therefore this method
searches for object borders in the image and scores the points
trying to reﬂect how much the surface changes at these
positions. Finally it performs a smoothing and non-maximum
suppression to ﬁnd the ﬁnal interest points.
Regarding the Harris3D key-point detector, this algorithm
determines a local neighbourhood around a vertex. Then it
tries to ﬁt a quadratic surface to this set of points by applying
principal component analysis. Next it computes the derivatives
using a smoothing over the surface. These derivatives are used
to compute the Harris response for each vertex and ﬁnally, the
ﬁnal set of interest points is selected.
To apply these new key point detectors and our previous
metric, we transform our 2D image into a cube (Figure 3). In
the new representation, the new Z-axis represents the distances
at which the different points can be detected. In our case the
values in this new axis range from 0.8m to 3.5m. Due to this
new representation, what before were quadrants are now small
3D-volumes. Therefore, our metric will determine how many
of these small 3D-volumes contain more than T key points.
Finally, once again our metric will prioritize those cubes which
contain most of the key-points in the 3D volumes furthest away
(in the Z-axis). Nevertheless, in this case, the second term in
eq. 1 has been slightly modiﬁed:
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1
+M

M
) − T )) + . . .
i=1 (H(N K(Q
M
Ni K(Qi ) dj (Qi )
1
( max range ),
i=1 n pixels
j=1

(2)

where dj (Qi ) represents the distance to the interest point j
in quadrant i.

x

2D image

y

3.5m

3D Cube

0.8m

x

z

y
Fig. 3. When Harris 3D or Narf 3D are applied to detect the interest points
in the image, the use of our metric involves dealing wiht the image as a cube
instead of a 2D surface

Since the metric described in the previous sections is mostly
heuristic, we must analyse to what extent it resembles what the
humans would consider as relevant, or (as it was described in
the introduction), it would help to improve scene recognition
by the suppression of noisy images. This is what we describe
in the next section.

representativeness (being 10 the most representative and 1 the
least one). Table III shows the number of voters for each class.
This table also shows the number of different images that have
been selected at least once (i.e. the number of different images
that have been selected by at least one of the voters). In general
we have observed an important variability in the poll, i.e., there
is little agreement amongst different voters. Figure 4 shows
this clearly for one of the classes. In this case, we can see that
48 images were selected as relevant out of 417. Nonetheless,
only 11 of the selected images have accumulated more than 10
points out of 70. Therefore less than 23% of the total number
of images selected hardly manage to reach an accumulated
score slightly meaningful accumulated. On the other hand, we
also noticed that in general there isn’t any subset of images
that can be clearly labelled as relevant according to the human.
This is why we conclude that in general there is a high level
of noise in the experiment.
Figure 5 represents the percentage of images that have been
selected by at least once of the human voters and which are
also amongst the best ones according to our metric. This means
that if we apply Eq. 1 to rank our images, and we take the
ﬁrst quartile of the images for each class, we end up with a
set which contains more than 35% of the images which have
been also selected as relevant by the humans. If we consider
the ﬁrst half of the most representative images according to our
ranking, we end up with a new set which contains near to 70%
of the images also selected as relevant by the human. Finally,
although these numbers might seem a bit too low, we must
remind the high level of noise or disagreement detected in the
poll. In fact, if we try to get rid of this noise considering only
the images that have been selected as relevant for at least three
of the voters (hence looking for the images in which there is
a higher level of coincidence), we end up with sets of images
that are also highly ranked according to our metric (Figure 6).

III. E XPERIMENTAL RESULTS
Next we describe the experiments carried to analyse to what
extent the metrics described in the previous section represent
what the human would consider as relevant. We have built two
datasets, one of them was used to analyse the metric described
in Eq. 1 using SURF to detect the keypoints. The second data
set was used to validate Eq. 2, in this case Harris3D was used
to detect the interest points. The reason why we had to work
with the two data sets is due to the fact that when we logged
the ﬁrst one, we didn’t keep the cloudpoints provided by the
RGBD sensor, and which are required to apply Harris3D.
In the ﬁrst experiment, we worked with a collection of 3078
images in gray scale obtained at the Centro Singular de Investigacin en Tecnoloxas da Informacin (CiTIUS), University
of Santiago de Compostela. These images correspond to 11
different classes (table III). For each one of these classes
we asked different people to select the most representative
images. Each voter could select the 10 most representative
images of the class, and rank them according to its degree of

Fig. 4. score that has been accumulated by the images selected as relevant
for class 1. The maximum score that an image could have reached is 70 (in
case all voters had agreed in scoring it with 10 points, most representative.
Nevertheless, there are only 11 images that reach an accumulated score above
10 points, thus showing a high disagreement amongs the voters.

We collected a second set of RGBD images to test the metric
described in Eq 2. As we pointed out before, this new set was
collected due to the necessity to log the point clouds got by
the RGBD sensor in every acquisition (and not only the image
together with the distances). Once again Table III shows the
number of classes and voters for this new set.
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Class
0 (Entrepreneurship Lab.)
1 (Kitchen)
2 (Staircase)
3 (Instrumentation Lab.)
4 (Laboratories)
5 (Common Staff areas
(Ground ﬂoor)
6 (Common Staff areas
(ﬂoor 1 and 2)
7 (Common Staff areas
(S1 ﬂoor)
8 (Robotics Lab)
9 (Assembly Hall)
10 (Ofﬁce)

Number of
Images

Number of
voters

Number of
images selected
at least once

417
172
167
129
296

7
7
6
8
7

48
49
44
50
51

465

8

64

496

7

46

395

8

63

154
171
216

7
6
6

43
39
46

75

TABLE I
S UMMARY OF THE FIRST DATA SET, PARTICIPANTS AND RESULTS OF THE POLL

Class

Number of
Images

Number of
voters

61
92

30
30

144

30

122

29

96

30

0 (Instrumentation Lab.)
1 (Laboratories)
2 Common Staff areas
(ﬂoor 1 and 2)
3 Common Staff areas
(Ground ﬂoor)
4 (Kitchen)
TABLE II

S UMMARY OF THE SECOND DATA SET AND PARTICIPANTS

Fig. 5. This image shows the concordance amongst the set of relevant
images selected by humand and our metric. The bars show the percentage of
images which have been selected as relevant by at least one of the voters,
and which are also in the ﬁrst quartile or the ﬁrst half of the most relevant
images according to our metric.

We also have modiﬁed the design of experiment in order
to reduce the amount of time required to do it. In other to
reduce the level of noise of the poll we asked more people to
take part in this new experiment, on the other hand, due to the
subjective character of representativeness we decided to ask
for the collaboration of people who were not familiarized with

Fig. 6. Concordance amongst human selection and our ranking when the
images considered as relevant are those which were selected by at least three
or four voters. The increase in the requirements regarding human relevance,
responds to the need of getting rid of noisy selections

the environment were the data set was collected. In this case
we ranked the images for every class, using the metric shown
in Eq. 1. Therefore, we applied the metric which uses Harris
3D to detect the interest points in the 3D mesh. Once all the
images have been ranked, we built three sets for every class:
the set with the images in the ﬁrst tercile of the ranked images,
the set with the images in the second tercile, and the set with
the images in the third tercil. Thus, each voter was presented
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with an imaged randomly picked from each one of these three
sets (no information was given to the voter about this), and
the voter had to give a score to each one of these three
images. This score could be 3 points (very representative),
2 points (medium degree of representativeness), 1 point (low
representativeness), or 0 points (meaningless, the image does
not provide information at all). Figure 7.

Fig. 7. Snaptshot of the screen taken during the performance of the second
experiment. Each user was shown three pictures of the same scene. The user
had to give a score to every picture, thus selecting the most representative,
the second most representative and so on. The user had also the chance to
determine that an image was completely meaningless.

Figure 8 summarizes the results of the experiment. As we
can see in this ﬁgure there is a clear correlation amongst
human-relevance and our ranking. The set formed by the
images best ranked by our metric collected the highest sum of
votes (according to the human). The set with second tercil of
images ranked using our metric collected the second highest
number of votes, and ﬁnally, the set with the images in the tail
according to our metric was the one which also collected the
lowest number of human votes. Table III shows the detailed
information of the results.

solutions, in fact there are many studies which have clearly
arrived at the conclusion that human visual scene recognition
is view point dependant, and therefore there is an unwarranted
degree of generalization to novel views. This paper suggests a
metric aimed to rank the images according to their coverage
and thus analyse whether they contain enough information to
identify the scene. Somehow this is equivalent to ﬁx valid
viewpoints of a scene and discard noisy images that may be
irrelevant. Our metric prioritizes images which contain key
points scattered all over, and which reﬂect the presence of
close and far obstacles. The detection of the key points has
been done using SURF, but also new operators speciﬁcally
developed for interest point detection on 3D meshes (Harris
3D and NARF 3D). The experimental results show to what
extent the metric described in this paper resembles what the
human would choose as relevant. In particular this metric
was used to rank the images from two datasets collected
at the CiTIUS research centre (University of Santiago de
Compostela, Spain). The results were compared with the
selection made by humans who chose the most representative
images. From the experimental results it is clear that there
is clear correlation amongst our metric and the selection
made by humans. Nevertheless, there is still a high level of
noise in the experiments, due subjective character of what
people understand by representativeness. This is reﬂected by a
low degree of agreement amongst different people during the
poll. Besides, some people rely on the speciﬁcity of certain
objects in the image to identify the scene (such as a ﬁre
extinguisher, etc). Therefore, in this case the knowledge about
the environment might alter the results of the experiment.
This is the reason why, on a second test, we only allow
the participation of people who were no familiar with the
environment were the pictures were taken. On the other hand
we also reduced the number of images to be analysed by each
person in this second experiment, to reduce the burden and
thus lower the impact of tiredness and lack of attention.
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Orientation Estimation by Means of Extended
Kalman Filter, Quaternions, and Charts
P. Bernal-Polo and H. Martı́nez-Barberá

Abstract—In this paper, an orientation estimation algorithm
is presented. This algorithm is based on the Extended Kalman
Filter, and uses quaternions as the orientation descriptor. For the
ﬁlter update, measures from an inertial measurement unit (IMU)
are used. The IMU consists in a triaxial angular rate sensor, and
an also triaxial accelerometer.
Quaternions describing orientations live in the unit sphere
of
R4 .
Knowing that this space is a manifold, and
applying some basic concepts regarding these mathematical objects, an algorithm that reminds the also called
“Multiplicative Extended Kalman Filter” arises in a natural way.
The algorithm is tested in a simulated experiment, and in a
real one.
Index Terms—Extended Kalman ﬁlter, quaternions, orientation
estimation, IMU, manifold, charts.

A. Quaternions
The problem is usually attacked using the extended Kalman
ﬁlter, and quaternions as orientation descriptors ([6],[7]).
Quaternions are prefered over other orientation descriptors for
several practical reasons:
1) Motion equations are treated linearly with quaternions.
2) There are no singularities (and then the “gimbal lock”,
present in Euler angles, is avoided).
3) They describe the orientation in a continous way (unlike
axis-angle representation).
4) They are determined by 4 parameters (in contrast with
a rotation matrix, that needs 9 of them).
Quaternions are hypercomplex numbers with three different
imaginary units, and can be expressed as
q = q 0 + q1 i + q2 j + q3 k

I. I NTRODUCTION

T

HE estimation of the orientation of a system is a ﬁeld of
interest for many applications, among which are robotics,
virtual reality, and vehicle navigation.
In such ﬁelds, knowledge of the orientation may be required
to:
•
•
•
•

Control an Unmanned Vehicle.
Knowing the orientation of a camera in a scenario, and
using it for virtual reality.
Knowing the heading of a vehicle in a navegation system.
Transform the acceleration measures for positioning in
indoor navigation.

The problem has been addressed using different sensor conﬁgurations, but it is usual to include an Inertial Motion Unit
(IMU, composed of a triaxial angular rate sensor, and an also
triaxial accelerometer). Other sensors can be used for aiding
the IMU, such as a magnetometer ([1]), a camera ([2],[3],[4]),
or a GPS ([5]). In our case we will only use the IMU measures
so that we can focus our attention on the estimation algorithm.

They can also be expressed in a vectorial form as
⎛ ⎞
q0
 
⎜q1 ⎟
q0
⎜
.
=
q = ⎝ ⎟
q2 ⎠
q
q3
Quaternion product is determined by the Hamilton axiom
i2 = j 2 = k2 = i ∗ j ∗ k = −1 ,
wich produces the multiplication rule


p0 q 0 − p · q
p∗q =
p0 q + q 0 p + p × q
Quaternions describing rotations have the form


cos(θ/2)
q =
,
 sin(θ/2)
q
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.

(1)

 the unit vector that deﬁnes the rotation axis, and θ
with q
the angle of rotation.
Having this form, they satisfy the restriction
q02 + q12 + q22 + q32
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.

=

1 .

This means that quaternions describing orientations live in the
unit sphere of R4 . This space has dimension 3, although its
elements are determined using 4 parameters.
We will have to use basic concepts of manifold theory in order
to handle this kind of space.
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B. Transition maps

II. O RIENTATION DISTRIBUTIONS
When dealing with the Kalman ﬁlter, the distribution of a
random variable, x , is encoded by its mean, x , and its
covariance matrix, P , deﬁned as


T
.
(2)
P = E (x − x) (x − x)

Given two charts (Uα , ϕα ) and (Uβ , ϕβ ) describing a
manifold, with Uαβ = Uα ∩ Uβ = ∅ , a function ϕαβ :
ϕα (Uαβ ) → ϕβ (Uαβ ) can be deﬁned as


ϕαβ (x) = ϕβ ϕ−1
,
α (x)

This can be done when our random variables are elements of
an Euclidean space. But when a random variable is an element
of a manifold, the covariance matrix could be bad deﬁned. This
is our case, where the random variable q − q , in general,
does not describe an orientation. Then we need to redeﬁne our
covariance matrix in a different way, but we can not change
the form of the deﬁnition of the covariance matrix if we want
to use the Kalman ﬁlter, because this precise form is used in
its derivation.
We will solve this problem by deﬁning our covariance matrix
in a different space.
a) Deﬁnition: Manifold:
An n-manifold, M n , is a topological space in wich each
point is localy homeomorphic to the euclidean space, Rn .
This is, each point x ∈ M n has a neighborhood N ⊂ M n
for wich we can deﬁne a homeomorphism f : N → Bn ,
with Bn the unit ball of Rn .
b) Deﬁnition: Chart:
A chart for a topological space, M , is a homeomorphism,
ϕ , from an open subset, U ⊂ M , to an open subset of the
Euclidean space, V ⊂ Rn . This is, a chart is a function

with x ∈ ϕα (Uαβ ) .
Having the set of charts deﬁned in (4), and having two charts
centered in quaternions p and q related by p = q ∗ δ ,
then our transition map takes the form

ϕ : U ⊂ M → V ⊂ Rn

,

with ϕ a homeomorphism.
Traditionally a chart is expresed as the pair (U, ϕ) .

ep

=

ϕq,p (eq )

=

2

=

δ 0 e q − 2 δ − δ × eq
2 δ 0 + δ · eq

.

(6)

III. M OTION EQUATIONS AND MEASUREMENT EQUATIONS
The state of the system is deﬁned by an orientation, encoded
by a unit quaternion q , and by an angular velocity measured
in the reference frame attached to our system, given by a
vector ω  .
The unit quaternion deﬁnes a rotation transformation that
determines the orientation of the system. This transformation
relates vectors expressed in a reference frame attached to
the solid whose state we want to describe (denoted as v ),
with the same vectors expressed in an inertial reference frame
(denoted as v), in which the gravity vector has the expression
g = (0, 0, −1) .
Thus, our rotation transformation will yield
v

TR (v )

=

.

Using a rotation matrix,

A. The set of charts
Suppose we know the expected value of our distribution
of quaternions, q . In such case, we can express any unit
quaternion as
q

=

q∗δ

,

with δ another unit quaternion.
And then, we can deﬁne the set of charts


δ1 δ2 δ3
ϕq (q) = 2
, ,
δ0 δ0 δ0

(3)

.

(4)

The set of charts (4) is used in ([7]), but this work does not talk
about charts, and what we call “chart update” is not applied.
In each chart, the quaternion q is mapped to the origin.
As the space deformation produced in the neighborhood of
the origin is small, being the variance small, the distribution
in each chart will be similar to the distribution in the manifold.
The inverse transformations for these charts are given by
 
1
2

.
(5)
(e
)
=
q
∗
ϕ−1
q
q
eq
4 + |eq |2

v

R v

=

.

And using our unit quaternion,
v

=

q ∗ v ∗ q∗

.

where this time v = ( v0 ) , and q ∗ is the complex conjugate
quaternion, that being q a unit quaternion, it is also its
inverse.

A. Motion equations
Knowing what our quaternion means, we can write the
motion equations for the random variables that we use to
describe the state of our system:


0
q̇(t) = q(t) ∗
,
(7)

ω (t)
ω t

=

ω t-Δt + qω
t

where qω
t is the process noise.

,

(8)
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B. Measurement equations
Similarly, we can write the measurement equations that
connect the random variables describing the state of our
system, with the random variables describing the measures
of our sensors:
am
t
ωm
t

=

RTt (at − gt ) + rat

=

ω t

+

rω
t

,

Notice that we do not write “Δet ” . By the deﬁnition of the
charts, the term et can be interpreted as a difference from
quaternion q t , which is mapped to the origin of the chart.
Note also that being the covariance matrix symmetric, we
do not need to ﬁnd the evolution of all its terms. We just
need to ﬁnd the evolution of the terms Pee , Peω , and Pωω .

(9)

,

(10)

where rat is the noise in the accelerometer measure, rω
t is the
noise in the gyroscope measure, and at are not gravitational
accelerations.

We are looking for an estimation of the covariance matrix
in t , using the information in t − Δt . This is, we want
Pt|t-Δt using Pt-Δt|t-Δt .
For Pωω it is easy to ﬁnd this relation. Assuming the random
variables ω t-Δt and qω
t to be independents,
Pωω
t

IV. S TATE PREDICTION

ω
Pωω
t-Δt + Qt

=

.

(15)

A. Evolution of the expected value of the state
Taking the expected value in equations (7) and (8), assuming
the random variables q(t) and ω  (t) to be independent,
and the expected value of the process noise, qω (τ ) , to be
constant when τ ∈ (t − Δt, t] , our differential equations are
transformed in other ones whose solutions are
ω t

=

ω t-Δt + qω
t

qt

=

q t-Δt ∗ q ω
⎛

=

q t-Δt ∗ ⎝

,

=



cos
ω t
ω t

sin

(11)

ω t Δt
2



 ⎞

ω t Δt
2

⎠

.

If we had a function et = f (et−Δt ) , we could replace in
(14), and perhaps obtain a relation similar to (15). However,
we can not ﬁnd a closed solution for (13).
In some works, an approximate solution for the et differential equation is used. We will see that this is not a good
practice, because in that way we would despise the inﬂuence
eω
of qω
and Pee .
t in P
Not being able to solve the et differential equation
(13), we can ﬁnd a differential equation for Pt using this
differential equation for et .

(12)
Starting from (14),
dP
dt

B. Evolution of the state covariance matrix
As we need a covariance matrix of the form (2), we will
deﬁne the covariance matrix of the state in the set of charts
deﬁned by (4).
1) Diferential equations for our charts: Having the deﬁnition for our charts in (3) and (4), we can ﬁnd the differential
equations for the quaternion δ , using the differential equations for q (7), and for q . And having the differential
equations for the δ quaternion, we can ﬁnd the differential
equations for a point e = 2 δδ0 on the charts:
ė

=







Δω − [ 2 ω + Δω ]×

e
e eT
+
Δω 
2
2 2

.
(13)

Note that, by the deﬁnition of the charts, the vector of random
variables et is expressed in the chart centered in the
quaternion q t . For each instant, t , we have a quaternion q t
deﬁning the chart for that time. Then the differential equation
(13) deﬁnes the evolution of the vector e that “travels”
between charts.
2) Differential ecuations for the covariance matrix: We
deﬁne the covariance matrix for the state of our system by



 

E et Δω T
E et eTt
t
Pt =
=




E Δω t eTt
E Δω t Δω T
t


Peω
Pee
t
t
.
(14)
=
Pωe
Pωω
t
t


=

Ṗee
Ṗωe

Ṗeω
Ṗωω


,

with
Ṗee

=

Ṗeω

=





,
E ė eT + E e ėT




E ė Δω T + E e Δω˙ T

(16)
.

(17)

After replacing (13), assuming that higher moments are negligible compared to second-order moments, and assuming the
˙  , (16)
independence of the random variables e and Δω
and (17) can be approximated by
Ṗee

≈



Peω

T

− [ ω  ]× Pee +

+ Peω − Pee [ ω  ]×
T

Ṗeω

≈

Pωω − [ ω  ]× Peω

.

.

(18)
(19)

3) Evolution equations for the covariance matrix: We are
dealing with a system of inhomogeneous linear matrix equations. Generally, a system of this type is untreatable. However,
in our case the equations are sufﬁciently decoupled. Given a
solution for Pωω , we can ﬁnd an approximate solution for
Peω . And with this solution, we can ﬁnd an approximate
solution for Pee .
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Denoting Ω = [ ω t ]× we can write

≈ e−Ω Δt Peω
Peω
t|t-Δt
t-Δt|t-Δt +
+ Δt Pωω
t-Δt|t-Δt +

Δt ω 
Qt
2

1) Gyroscope block: The measurement equation for the
gyroscope is linear. Using (10) and (23) we obtain


0 1
Hω
=
.
t
,

(20)


Pee
t|t-Δt

≈

e

−Ω Δt

Pee
t-Δt|t-Δt +
(Δt)2 ω
Qt +
3

+ (Δt)2 Pωω
t-Δt|t-Δt +
+ Peω
t-Δt|t-Δt Δt +


+

Peω
t-Δt|t-Δt

T



Δt

e−Ω

T

Δt

.

(21)

V. P REDICTION OF THE MEASURE
A. Expected value of the measurement
1) Expected value of the gyroscope measurement: Taking
the expected value on (10),
ωm
t

=

ω t + rω
t

.

(22)

2) Expected value of the accelerometer measurement:
Taking the expected value on (9), knowing that the gt vector
does not change, and assuming that the accelerations affecting
our system, at , does not depend on its orientation,



am
= E RTt
at − gt + rat .
t
Using the unit quaternion describing the orientation of our
system, this relation takes the form


am
= q ∗t ∗ at − g t ∗ q t + r at .
t
And if we use the rotation matrix constructed from this unit
quaternion,

T
am
= Rt at − g t + rat .
t
B. Covariance matrix of the measurement
The measurement is related with the state through the
measurement equations:
zt

=

h(xt , rt )

.

We can approximate linearly the relationship around the expected values, xt , and rt , using a Taylor series
zt

≈

being
Ht =

h(xt , rt ) + Ht (xt − xt ) + Mt (rt − rt ) ,

∂ h(xt , rt ) 
 xt ,
∂xt
rt

Mt =


∂ h(xt , rt ) 
 xt , (23)
∂rt
rt

the jacobian matrices evaluated on the expected value of the
random variables.
Then, our prediction equation of the measurement covariance
matrix is given by
St

=

Ht Pt HTt + Mt Rt MTt

.

2) Accelerometer block: For being consistent the Kalman
ﬁlter formulation, the acceleration term, at , should be part
of the noise in the measurement. Then, measurement noise in
our Kalman ﬁlter has two components:
rt : the main measurement noise. This noise comes from
the sensor.
at : non-gravitational accelerations acting on the system.
These accelerations obstruct the measurement of the g
vector.
Recalling that we express the covariance matrix of the state
in a chart, and knowing that doing q t = q t in the manifold,
is equivalent to et = 0 in the chart, we will have for the
accelerometer measurement equation:

∂ ha (et , at ) 
am
≈ am
+
t
t
 et =0 et +
∂et
at =at

+


∂ ha (et , at ) 
a
a
 et =0 (at − at ) + rt − rt
∂at

.

at =at

T

Denoting gR
t = Rt (a − g) , and after doing some calculus,

∂ ha 
T
= Rt ,
∂at  et =0
at =at


∂ ha (et ) 
∂et  et =0

at =at

⎛

0
⎜  R
= ⎝ gt 3
 
− gR
t 2

 
− gR
t 3


0
gR
t


1



 ⎞
gR
t
 R 2 ⎟
− gt 1 ⎠

.

0

3) Measurement covariance matrix: Assuming independence of all random variables involved in the measure, our
prediction equation for the measure is

T
 R 
 R 
gt × 0
gt × 0
St =
Pt
+
0
1
0
1

 T
Rt Qat Rt + Rat
0
,
+
0
Rω
t
where
a
• Qt is the covariance matrix of the random variable at .
a
• Rt is the covariance matrix that describes the noise in
the accelerometer measurement, which is modeled by the
random variable rat .
ω
• Rt is the covariance matrix describing the noise in the
gyroscope measurement, which is modeled by the random
variable rω
t .
VI. U PDATE
Although in the original Kalman ﬁlter algorithm just an
update is necessary, the fact that our covariance matrix is
expressed in a chart requires the computation of a second
update.
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A. Kalman update
Given the estimate of the covariance matrix of the state,
Pt|t-Δt , and the estimate of the measurement covariance
matrix, St|t-Δt , we are able to calculate the optimal Kalman
gain,
.
Kt = Pt|t-Δt HTt S−1
t|t-Δt
Having the gain, we can update the state distribution:


,
xt|t = xt|t-Δt + Kt zt − zt|t-Δt
Pt|t = (1 − Kt Ht ) Pt|t-Δt (1 − Kt Ht )

(24)

T

+ Kt Rt KTt .
(25)
Note that we do not use the update equation
“Pt|t = (1 − Kt Ht ) Pt|t-Δt ” as it is only valid in the
case of using the optimal Kalman gain. As in the EKF it
does not generally occur, we can only ensure that our Pt|t
matrix remains positive-deﬁnite, and therefore is a covariance
matrix, using (25).
The new state distribution will be expressed in the chart
centered on xt|t−Δt . In this chart, et|t-Δt = 0 , but
et|t = 0 .

VII. E XPERIMENTAL VALIDATION
A. Simulated experiment
1) Experiment setup: For testing our algorithm, we can
think in a simple and intuitive simulation. Let us imagine that
we can freely roam the surface of a torus, which is a manifold
whose space can be described in R3 by
x(θ, φ)
y(θ, φ)
z(θ, φ)

=
=
=

( R + r cos θ ) cos φ ,
( R + r cos θ ) sin φ ,
r sin θ .

(28)
(29)
(30)

We can deﬁne a path in the torus using a third parameter to
set the other two:
θ

=

φ

=

vθ t
vφ t

,
.

(31)
(32)

We will use the path deﬁned by vφ = 1 rad/s and
vθ = 3 rad/s , and we will travel the path around the torus 3
times. This path can be seen in Figure 1.

B. Manifold update
In order to ﬁnd the quaternion corresponding to the updated
vector et|t expressed in the chart, we must reverse the
function ϕqt|t-Δt (et|t ) making use of the equation (5):
q t|t

=

q t|t-Δt ∗ δ(et|t )

=

1
q t|t-Δt ∗ 
4 + |et|t |2

=


2
et|t


.

(26)

C. Chart update
After the Kalman update, the new state distribution is
expressed in the chart centered on xt|t-Δt . We must update
the covariance matrix expressing it in the chart centered on
the updated state, xt|t . To do this we must use the concept
of transition maps, that for our charts take the form of (6).
Being nonlinear this relation, we need to ﬁnd a linear approximation to be able to transform the covariance matrix from a
chart to another:

∂ (ep )i 
ep ≈ ep (eq ) +
( eq − eq ) . (27)
∂ (eq ) 


=

Gt

eq − et|t



ẍ(θ, φ)

=

=

Gt Pee
q t|t-Δt

GTt

− r cos θ vθ2 cos φ
ÿ(θ, φ)

=

Peω
q t|t

=

Gt Peω
q t|t-Δt

,

Pωω
q t|t

=

Pωω
q t|t-Δt

.

,

(33)

−( R + r cos θ ) sin φ vφ2 +
− 2 r sin θ vθ cos φ vφ +
− r cos θ vθ2 sin φ

z̈(θ, φ)
,

−( R + r cos θ ) cos φ vφ2 +
+ 2 r sin θ vθ sin φ vφ +

.

Our update equations for the charts will be
Pee
q t|t

Accelerations occurring in the IMU can be calculated by differentiating twice in (28)-(30) with respect to the t parameter,
resulting

eq =eq

After deriving our transition map and evaluating in et|t ,
having identiﬁed the charts ϕp = ϕqt|t and ϕq = ϕqt|t-Δt ,
we ﬁnd out

  

ep (eq ) ≈ δ 0 δ 0 1 − δ ×
eq − et|t =


Fig. 1. Path followed on the torus in our simulation. Reference frames that
deﬁne the orientation of the IMU can be observed.

=

− r sin θ vθ2

.

,

(34)
(35)

Now, we can deﬁne a reference frame for each point of the
path. The axis of the reference frame will have the directions
of the vectors


∂x
∂x
∂x
∂x
,
,
×
.
(36)
∂θ
∂φ
∂θ
∂φ
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After making the derivatives in (36), and choosing the direction of the vectors so that 
z points outward the torus
surface, our rotation matrix relating a vector measured in the
IMU reference frame, with the same vector measured in the
external reference frame will be




| | |
− sin θ cos φ sin φ cos θ cos φ
 y

x
z
− sin θ sin φ − cos φ cos θ sin φ
R =
=
. (37)
| | |

cos θ

0

sin θ

Matrix (37) can be expressed as the product of 3 known
rotation matrices:
 cos φ − sin φ 0  cos θ 0 − sin θ  0 0 1 
0 −1 0
R = sin φ cos φ 0
.
(38)
0 1
0
0

0

1 0 0

sin θ 0 cos θ

1

Recognizing these matrices in (38), and using (1), we can ﬁnd
out the quaternion describing the orientation of our reference
frame:
 
  0 

q =

cos(φ/2)
0
0
sin(φ/2)

∗

cos(θ/2)
0
− sin(θ/2)
0

∗

√
1/ 2
0√
1/ 2

Having (39) we can obtain the q̇ quaternion:


q̇ =
q̇ φ ∗ q θ + q φ ∗ q̇ θ ∗ q 0 ,
where


q̇ φ

=


q̇ θ

=

− sin(φ/2)
0
0
cos(φ/2)
− sin(θ/2)
0
− cos(θ/2)
0




.

(40)

vφ
2

,

(41)

vθ
2

.

(42)

qr
With all, we
 can
generate a succession of states ( ωr ) , and
am
measures ωtm .
t
Now, taking only the succession of measures, we can try to
reconstruct the state of our system using the algorithm that we
have reviewed, and then compare it with the real state ( ωqrr ) .
Our way to compare states will be through the deﬁnition of
two errors:


eθ = 2 arccos (q ∗ ∗ q r )0
,
(44)

=

|gr − ge |
|g|

.

1

( ωm
,
(46)
t − ωt )
2
T
ω
ω
ω
ω
Qt
= qt (qt ) + Rt ,
(47)
at = 0 ,
(48)
1
a
1 .
(49)
Qt =
2
b) Characterization of measurement noise: The Kalman
ﬁlter requires
qω
t

(45)

The error eθ in (44) is deﬁned as the angle we have to
rotate the estimated reference frame to transform it into the
real reference frame. This gives us a measure of how well
the algorithm estimates the whole orientation, including the
heading.
The error eg in (45) is deﬁned as the relative error
between the real gr vector (the gravity vector measured
in the internal reference frame), and the estimated one, ge .
This gives us a measure of how well the algorithm estimates
the direction of the ground.

=

rat
rω
t

(39)

And with the q̇ quaternion we can use (7) to get the angular
velocity:
(43)
ω = 2 q ∗ ∗ q̇ .

eg

2) Setting the algorithm values:
a) Characterization of process noise: The following relationships have been established without much rigor. Just
trying to be reasonable. Still, after some testing, we found
that the algorithm behaves similarly with other conﬁgurations,
provided that they are not disproportionate.

=
=

0
0

,
,

(50)
(51)

in order to produce an unbiased estimation.
For the covariance matrices we will set
Rat

=

σ2 1 ,

(52)

Rω
t

=

σ2 1 ,

(53)

and we will compare how the error behaves as a function of
the magnitude of the noise in the measurement.
3) Simulation: We will place our simulation in four different scenarios, whose details have been displayed in the table
I. In this way we will test the performance of the algorithm
in different situations.

Test
1
2
3
4

Sampling time (s)
Ranging in (10−3 , 10−1 )
Fixed to 10−1
Ranging in (10−3 , 10−1 )
Fixed to 10−3

Fixed
Ranging in
Fixed
Ranging in

σ2
to 10−1
(10−5 , 10−1 )
to 10−5
(10−5 , 10−1 )

TABLE I
T ESTS CONDUCTED IN OUR SIMULATION .

The results of Test 1 and 2 are not shown since the errors produced are too large. This suggests that both a good processor
(small sampling time) as a good sensor (small variance) are
required.
For Test 3 and 4 the time evolution of the error measures
are plotted in Figures 2 - 5. In Figures 3 and 5 we observe how
the error becomes smaller as we improve our IMU, having a
good processor. In Figures 2 and 4 we observe how the error
becomes smaller as we improve our processor, having a good
IMU.
In Figures 2 and 3 we note that the error tends to increase
over time when the variance or the sampling time are too big.
This is because we have no reference for orientation in the
plane perpendicular to the gravity vector. Adding measures
from a magnetometer, or a camera could provide a more
accurate estimate. Although the error (44) tends to grow over



error (degrees)

time, in Figures 4 and 5 we note that the error (45) is very
small. This means that although we do not get a good estimate
of the overall orientation, we will have a good reference of
the direction in which is the ground.
In case we want to use only the IMU, then we will have to
use both a good processor and a good sensor to minimize the
error.
Angle between the real and the estimated orientation
sigma2 ﬁxed to 1e-5
4
dt = 1e-1
3.5
dt = 1e-1.5
3
dt = 1e-2
2.5
dt = 1e-2.5
dt = 1e-3
2
1.5
1
0.5
0
0 2 4 6 8 10 12 14 16 18 20

relative error
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time (s)
Fig. 4.

error (degrees)

relative error

time (s)
Fig. 2.

Evolution of the eθ error. Test 3.

Angle between the real and the estimated orientation
sampling time ﬁxed to 1e-3
4
s2 = 1e-1
3.5
s2 = 1e-2
3
s2 = 1e-3
2.5
s2 = 1e-4
s2 = 1e-5
2
1.5
1
0.5
0
0 2 4 6 8 10 12 14 16 18 20
time (s)

Fig. 3.

Evolution of the eθ error. Test 3.

B. Real experiment
1) Test bed: The algorithm has been implemented in a
real system. It has been used a board containing a MPU6050
sensor. The processing is performed in the ATmega328P chip
contained in an Arduino board. In this system the sampling
time turns out to be about
Δt

≈

0.04 s

,

Relative error between the real and the estimated g vector
sigma2 ﬁxed to 1e-5
0.16
dt = 1e-1
0.14
dt = 1e-1.5
0.12
dt = 1e-2
0.1
dt = 1e-2.5
dt = 1e-3
0.08
0.06
0.04
0.02
0
0 2 4 6 8 10 12 14 16 18 20

Evolution of the eg error. Test 4.

Relative error between the real and the estimated g vector
sampling time ﬁxed to 1e-3
0.018
s2 = 1e-1
0.016
s2 = 1e-2
0.014
s2 = 1e-3
0.012
s2 = 1e-4
0.01
s2 = 1e-5
0.008
0.006
0.004
0.002
0
0 2 4 6 8 10 12 14 16 18 20
time (s)

Fig. 5.

Evolution of the eg error. Test 4.

what means that the algorithm runs about 25 times per second.
The sensor variance is approximately
σa2
σω2

≈
≈

10−4 (g)
−5

10

2

,

(rad/s)

(54)
2

.

(55)

Figure 6 shows the assembled system, consisting in the
MPU6050 sensor, the Arduino UNO, and a MTi sensor of
Xsens.
2) Experiment results: We have described a series of movements with the system. The movements have been carried
out in four phases. The dynamics of each phase has been
more aggressive than that of the previous phase. We have
tried to ﬁnish with the same orientation with which the system
began. Both have been saved the sensors measurements and
the estimated states which are returned by the algorithms. In
Figures 7-8 these data are shown.
In Figure 7 we can see that both sensor acceleration
measurements are very similar. This makes us think that the
misalignment between the two sensors is small.
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Estimated quaternions
describing orientation
1

quaternion

0.5

q0
q1
q2
q3

Xs
Xs
Xs
Xs

our
our
our
our

q0
q1
q2
q3

0
−0.5
−1

Fig. 6. Real system composed of an Arduino Uno, a MPU6050 chip, and a
Mti sensor of Xsens.
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angular velocity (MPU6050)
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Fig. 8. Estimated quaternion describing orientation during the real experiment. The initial and ﬁnal orientations are tried to match.
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Acceleration measurement during the real experiment.
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In Figure 8 we note that both systems return a similar
estimation of the orientation when the dynamics is not too
aggressive. However, after some aggressive moves, the algorithm presented in this paper has a fast convergence. We also
note the bias in the heading estimation of both algorithms
when we look at “q2” quaternion component. The initial and
ﬁnal orientation should be the same, but we have no reference
for orientation in the plane perpendicular to the gravity vector.
In Figure 9 we note that the measured angular velocity
is very similar to the estimated angular velocity. Perhaps
we could accept the gyroscope measure as the real angular
velocity of our system. Maybe then we could get some
advantage in processing speed, and therefore greater accuracy
of our algorithm. But this is left for future research.
VIII. C ONCLUSION
We have successfully used basic concepts of manifold
theory for estimating orientations using quaternions as descriptors. A similar algorithm to the known as “Multiplicative
Extended Kalman Filter” naturally arises in applying these
concepts without having to redeﬁne any aspect of the Extended
Kalman Filter.
The orientation has been estimated using measurements
from an IMU, but the basic idea introduced in this work is

Fig. 9. Estimated and measured angular velocity during the real experiment.

applicable to any other type of sensor intended to estimate the
orientation.
We also have tested the algorithm in a simulated experiment
and in a real one, and we have found that both a precise sensor
and a fast application of the algorithm are necessary.
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A PPENDIX A
S TATE PREDICTION
A. Evolution of the expected value of the state
1) Evolution in the expected value of the angular velocity:
Taking the expected value in the equation (8),
ω t

=

ω t-Δt + qω
t

.

(56)

2) Evolution in the expected value of the orientation:
Taking the expected value in the equation (7),

d q(t)
= E [q(t) ∗ ω  (t)]
.
E
dt
q(t)

Assuming the random variables
independent,1
d q(t)
dt

and

q(t) ∗ ω  (t)

=

ω  (t)

.

to be

(57)

If we assume that the expected value of the process noise,
qω (τ ) , is constant when τ ∈ (t − Δt, t] , then it also will
ω  (τ ) . In such case, we will have the matrix differential
equation
q̇(τ )
with

⎛
⎜
Ω̌ = ⎝

0
ω 1
ω 2
ω 3

Ω̌ q(τ )

=
−ω 1

−ω 2

−ω 3

0

ω 3

−ω 3

0

−ω 2
ω 1

ω 2

−ω 1

0

,
⎞
⎟
⎠(t)

.

This differential equation has the solution
qt

=

eΩ̌ Δt q t-Δt

.

We can also express this solution using the quaternion product,
as
qt

=
=

q t-Δt ∗ q ω
⎛

=

cos

q t-Δt ∗ ⎝ ω

t

ω t

sin

ω t Δt
2



 ⎞

ω t Δt
2

⎠

.

(58)

B. Evolution of the state covariance matrix
1) Diferential equations for our chart:
a) Differential equation for δ: Using (3), (7), and (57),
q

=

q∗δ

q̇

=

q̇ ∗ δ + q ∗ δ̇

1
q ∗ ω
2

=

1
q ∗ ω  ∗ δ + q ∗ δ̇
2

=⇒
≡

=⇒
≡
=⇒

1 These random variables are not really independent. However, if their
variances were small enough we could neglect their covariance. The Kalman
ﬁlter is responsible for minimizing the variance of such random variables, and
we will rely on it doing a good job.
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Isolating the δ̇ quaternion,
δ̇

1 ∗
1 ∗
q ∗ q ∗ ω −
q ∗ q ∗ ω ∗ δ
2
2

=

=

1

δ

1
[ δ ∗ ω − ω ∗ δ ] =
2
   
   
1
δ0
0
δ
0
−
∗ 0
∗

δ
ω
ω
δ
2

=
=

=

1
2

=

1
2



=

− ( ω − ω ) · δ
δ0 ( ω − ω  ) − ( ω  + ω  ) × δ


=





− Δω  · δ
δ0 Δω  − ( 2 ω  + Δω  ) × δ


.

(59)

b) Differential equations for e on the chart: Using (4)
and (59),
ė

=

2

δ̇ δ0 − δ̇0 δ
δ02

ė

=



Peω

T

− [ ω  ]× Pee +

+ Peω − Pee [ ω  ]×
T



Δω  − [ 2 ω  + Δω  ]×

e
e eT
+
Δω 
2
2 2

,

.
(60)

2) Differential ecuations for the covariance matrix:
a) Evolution equation for Pωω :


= E Δω t Δω T
Pωω
=
t
t

 


=
= E (ω t − ω t ) (ω t − ω t )T



ω

T
= E (Δω t-Δt + Δqt ) (Δω t-Δt + Δqω
t)


+

Pωω
t-Δt

ω t-Δt

.

qω
t

Assuming the random variables
and
to be
independents, the covariance between their errors is null. In
such case,
ω
Pωω
= Pωω
.
(61)
t
t-Δt + Qt
b) Differential equation for P : Replacing (13) in (16)
we obtain,
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.
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=

Pωω − [ ω  ]× Peω
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3) Evolution equations for the covariance matrix: Denoting
Ω = [ ω t ]× our differential equations take the form:

Qω
t





T
ωT
+ E Δqω
+ E Δqω
t Δqt
t Δω t-Δt

(62)

Assuming the independence of the random variables e and
Δ!
τ , and neglecting the higher order moments,




Ṗeω ≈ E Δω  Δω T − [ ω  ]× E e Δω T
=

=



T
+ E Δω t-Δt Δqω
E Δω t-Δt Δω T
t-Δt
t

.

c) Differential equation for Peω : Replacing (13) in (17)
we obtain,



1  T
Ṗeω = E Δω  Δω T +
E e e Δω  Δω T +
4


− [ ω  ]× E e Δω T +
−



=



=

=


e
ee
= Δω − ( 2 ω + Δω ) ×
+ Δω  ·
2
2 2
or in matrix form,


Here we can see the consequences of treating a nonlinear
system. The evolution in the covariance matrix Pee , which
is composed by moments of second order, is affected by the
higher moments of the distribution.
To ﬁnd the evolution equations of the covariance matrix we
would need information about the moments of order 3 and
4. These may depend of moments of order higher than them.
Knowing all the moments of a distribution would mean to
know all statistical information. What we can assume and
expect is that higher moments to be negligible compared to
second-order moments. In that case we can write,




Ṗee ≈ E Δω  eT − [ ω  ]× E e eT +




T
+ E e Δω T − E e eT [ ω  ]× =

Pωω
t
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Ṗeω (τ )

≈

Pωω (τ ) − Ω Peω (τ )

Ṗee (τ )

≈



Peω (τ )

T

,

(64)
,

(65)

− Ω Pee (τ ) +

+ Peω (τ ) − Pee (τ ) ΩT

(66)
.

(67)

a) Evolution equation for Peω :
First of all, let us consider the homogeneous equation of (65),
Ṗeω (τ )

=

− Ω Peω (τ )

.

=

e−Ω τ Peω (0)

.

The solution for (68) is
Peω (τ )

(68)
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To ﬁnd the solution to the inhomogeneous differential equation, we use the variation of constants method:
Peω (τ )

=

e−Ω τ C(τ )

Ṗeω (τ )

=

− Ω e−Ω τ C(τ ) + e−Ω τ Ċ(τ )

=

=⇒

− Ω Peω (τ ) + e−Ω τ Ċ(τ )

Finally, knowing that calculating inﬁnite sums would take a
lot, we can truncate in the ﬁrst term, and write

Peω
≈ e−Ω Δt Peω
t|t-Δt
t-Δt|t-Δt +

=

Pωω (τ )

Ċ(τ )

=

eΩ τ Pωω (τ )

=⇒

C(τ )
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(73)

b) Evolution equation for P :
In this case we have the homogeneous equation

.

Ṗee (τ )

≈

− Ω Pee (τ ) − Pee (τ ) ΩT

,

whose solution is
=⇒
.

Pee (τ )
(69)

To solve this last differential equation, it is necessary to
propose a continuous evolution equation for Pωω . The
simplest option, that still satisﬁes the equation of discrete
evolution (15) is the linear function
τ
Pωω (τ ) = Pωω (0) +
Qω .
Δt t
Having deﬁned this continous evolution equation, (69) is
transformed into


τ
Ċ(τ ) = eΩ τ Pωω (0) +
Qω
=
t
Δt
∞



 Ωn τ n
τ
Qω
.
=
Pωω (0) +
t
n!
Δt
n=0
(70)
Integrating (70),

.

ee

Identifying the terms in the differential equation we obtain the
following relation:
e−Ω τ Ċ(τ )

Δt ω 
Qt
2

+ Δt Pωω
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=
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The constant C is determined by the initial conditions
Peω (0) = C(0) . With this in mind,
∞

 Ωn τ n+1
eω
−Ω τ
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1
ω
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.
+
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(71)
Knowing that we have the information at t − Δt , and we
want to update the information at t , our equation becomes
∞

 Ωn (Δt)n+1
eω
−Ω Δt
Pt|t-Δt = e
Pωω
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=⇒

T
+ e−Ω τ Ċ(τ ) e−Ω τ +

− Pee (τ ) ΩT

.

Identifying terms, we deduce the relation


 T  ΩT τ
e
Ċ(τ ) = eΩ τ Peω (τ ) + Peω (τ )

.

After substituting the expression for Peω , integrate with
respect to time, and truncating in the ﬁrst term of the inﬁnite
sums, the solution we want is given by
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Using the variation of constants method,
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A PPENDIX B
P REDICTION OF THE MEASURE
A. Expected value of the measurement
1) Expected value of the accelerometer measurement:
Taking the expected value on (9),



am
= E RTt at − gt
+ rat .
t
The gt vector does not change. If we also assume that the
accelerations affecting our system, at , does not depend on
its orientation,



am
= E RTt
at − gt + rat .
t
One might be tempted to try to ﬁnd the expected value of the
matrix Rt written as a function of the q t quaternion, but
then we would run into the problem of the computation of
expected values such as E[q12 ] or E[q1 q2 ] . These expected
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values are deﬁned in the manifold, and are what we try to
avoid deﬁning covariance matrices in the charts.
What we seek is not the expected value of the rotation matrix,
but something like the “expected transformation”. Then, using
the quaternion describing the orientation of our system, this
expression is equivalent to


am
= q ∗t ∗ at − g t ∗ q t + rat .
t
B. Covariance matrix of the measurement
1) Accelerometer block: Knowing that
ha (et , at )

q ∗ ∗ (at − g t ) ∗ q

=

δ ∗ q ∗ ∗ (at − gt ) ∗ q ∗ δ
 δ T T
Rt (at − gt ) ,
Rt

=
=
we will have,

∂ ha 
T
= Rt
∂at  et =0

=

∗

=

A PPENDIX C
U PDATE
A. Chart update

,

at =at

 T
∂ Rδt
∂δ t


∂ ha 
=
∂et  et =0








∂ δ t 
T
R (at − gt ) .
∂et et =0 t
δ=1
at =at
 T
∂ Rδt
Let us note that ∂∂eδtt ∈ R4×3 . However, the term
∂δ t
is a 1 × 4 matrix, whose elements are again 3 × 3 matrices.
a) First term:
Given the expression for the rotation matrix corresponding to
quaternion δ ,


Rδ

T

And evaluating at e = 0 ,
0 0 0

∂ δ 
1 1 0 0
=
.
∂e e=0
2 0 1 0
0 0 1
c) The matrix:
T
Denoting gR
t = Rt (a − g) , and computing the matrix
products,
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Differentiating our transition map,
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Now, if ϕp = ϕqt|t , and if ϕq = ϕqt|t-Δt , and we are
interested in expressing the covariance matrix in the chart
ϕqt|t , from the covariance matrix expressed in the chart
ϕqt|t-Δt , where eq = et|t , then we must keep in mind
that
ep (et|t )

we can derive and evaluate at δ = 1 = (1, 0, 0, 0) , resulting
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Then replacing in (27),
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Finally, knowing that

,

=

∗

δ ∗ δ(et|t )

 "
0

4 + |et|t |2

,

1

.

b) Second term:
For the charts deﬁned by (4), we can recover the quaternion
by (5). Then,
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Predicting Battery Level Analysing the Behaviour
of Mobile Robot
Pragna Das and Lluís Ribas-Xirgo

Index Terms—Battery powered Automated Guided Vehicles,
Internal Transportation Systems, Flexible Manufacturing Units,
Logistics, Estimation, Cost Efﬁcient Performance, Multi-Agent
Systems

I. I NTRODUCTION

I

N internal transportation system based ﬂexible manufacturing plants, warehouses and logistic hubs, there is a
necessity to have adaptable and evolving control system. In
general, conveyor belts were the common option for internal
transportation. Due to technical advancement and sophisticated
machinery, mass production approaches are changed to small
lot sizes, leading to constant changes in the production operation sequences and increase in the complexity of factory ﬂoors.
To adopt to the changes in production style evolving with
the sophisticated control architecture and strategies, conveyors
were replaced mostly by Automated Guided Vehicles (AGVs)
[1]. The un-manned vehicles operating on the factory ﬂoor
for material transportation or as mobile production platform
are generally termed as AGVs. They are mostly managed
by humans relying on sophisticated control systems. With
the use of AGVs, the production process has become more
ﬂexible with decrease in production time and costs. Also,
AGVs consume less space and can accommodate new routes
with relative ease [2]. So, these increase the demand of AGVs
in internal transportation system and automation industry in
general [3].
There has been extensive research work on these application
areas of embedded systems using AGVs based on computational intelligence for internal transportation system [4], [5].
For applications of transportation and material handling in
manufacturing and logistics plants using AGVs, the trends are
to use driver-less diesel or electric powered AGVs. However,
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Abstract—In automated manufacturing systems based on internal transportation, there is much importance of battery powered
Automated Guided Vehicles or Mobile Robots. In general, while
the whole multi-robot system is functioning, there is no possibility
to infer about the current battery capacity of each mobile robot.
However, the current battery capacity is important as a system
information, to make more efﬁcient decisions for the functioning
of the robots. This work proposes a method to predict the battery
capacities of each robot during run-time of the system. Also, it
is inferred in this work that these prediction values of battery
power of each robot is beneﬁcial to have a cost effective system
performance, in multi-robot scenario.
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Fig. 1: An Example Scenario
according to [6], the use of battery powered AGVs have
economic, technical and ecological advantages over dieselelectric powered AGVs in applications of transportation and
material handling. In [6] Schmidt et. al. has investigated the
commercial viability of Battery powered AGVs (B-AGVs)
and has concluded that the battery mobility is economically
beneﬁcial because the charging and maintenance costs of a
group of B-AGVs are signiﬁcantly lower. Moreover, the cost
of maintaining B-AGVs can be instrumental in requiting the
higher investment costs of procuring charging infrastructure
and spare batteries.
In manufacturing units and logistics hubs, the use of batteries play a major role in the overall AGV performance as
a team. There are various scenarios where the knowledge of
when to re-charge the batteries of any particular AGV or the
current battery level during run-time of the system can be
utilised efﬁciently to optimally use the performing cost of the
system.
To have a comprehensive idea, we provide the following
example: Consider Fig 1, where an illustration of a system
of multiple transportation AGVs are shown. For example,
let AGV#6 has to travel from Port P#4 to Port H#4 along
PATH#1. There can be a situation where AGV#6 has exhausted
the battery in its previous task(s) so much that it will take
a very long time now to load at Port P#4 and traverse the
distance from Port P#4 to Port H#4 taking the load. Hence,
it can be a wiser decision to deploy AGV#7 which has
more battery power than AGV#6 to take Path#2 to load at
Port P#4 and traverse the distance to Port H#4 to carry that
load. Moreover, AGV#3 taking the PATH#3 can now have a
collision with AGV#6 as AGV #6 is delayed.
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The above situations are arising due to the lack of knowledge about the current battery level at run-time leading to incorrect prediction about performance capability of the AGVs.
In this work we investigate on the possibility of obtaining this
information and effectively using them to take more optimal
control decisions.
Though, charging the batteries at regular time interval of
time (essential for the longevity of the batteries) can help
to mitigate the above situation, frequent charging increases
the cost of operation of the AGVs [7]. Moreover, even with
charging at regular interval, the above situations cannot be
entirely avoided to serve the need of production systems with
growing ﬂexibility.
Normally state of the art transportation systems [8] take
transport decisions irrespective of the battery efﬁciency level
of the AGVs and hence the decisions for the task allocation
and movement can eventually lead to increase of overall cost
of performing the tasks.
However it will be beneﬁcial, in terms of cost, when continuously battery proﬁle is used for taking control decisions.
But, for this decisions to take, we need to know how much
is the level of battery efﬁciency at the onset of performing
the task. However, there is no direct method to measure the
battery efﬁciency of the AGVs after completing each task.
Though the above example is used to demonstrate the fact
that battery information is indeed useful for effective decision
making of AGVs in case of path planning but this is not limited
to scenarios arising out of path planning. Similar examples can
be thought of in diverse application domains (e.g heavy weight
lifting, enabling a handle, carrying material, et cetera). So, in
this work our focus is not on effective path planning or any
particular co-operative or co-ordinating function of multi-robot
systems, rather on estimating the inﬂuence of battery level on
performance of AGVs in general and how the battery level can
be estimated by observing the AGV’s performance. We also
investigated how this information (battery discharge proﬁle)
modiﬁes the system for more effective control.
So, the goal of this work is two fold:
1) We propose a scheme to estimate the battery level by
parametrization of the performance of AGVs on battery
level
2) We propose that this information can be efﬁciently used
to control the system of AGVS
The rest of the paper is arranged as follows: First we
describe the related research works focusing on same or
similar problem and analysing them in Section II, then formally describe the problem in Section III, then in Section IV,
we describe the experimentation platform used in this work.
Section V re-formulates the problem in the view of our architecture. Some general methods for identifying and estimating
are described in Section VI. In the following sections we
present the experimental veriﬁcation of our proposal before
concluding with a discussion and further scope.
II. BACKGROUND
The recent research contributions in the area of battery
power of AGVs where their re-charging problems and power

management are addressed, are diversiﬁed into four major
directions. One direction is estimating on-line the state of
charge of the batteries of individual AGVs using Extended
Kalman Filters [9], [10]. Second area of investigation is
overall battery life cycle and power management [7] where
simulations are done to evaluate battery related operational
costs for individual AGVs under different functioning modes
and to help develop a proper battery management strategy.
The third major research area is the problems related to design
and optimisation of charging and re-charging stations and their
modes [11]. The fourth direction is tracking and prediction of
real time robotic power for optimization of transportation of
mobile robots or AGVs [12], which is similar to the problem
which we are focused in this work.
From the research work on other three research directions,
we can grasp that the problem of real time battery power prediction for optimised control of operations of AGVs or mobile
robots is still less investigated as a research topic. We can site
only one state of the art proposal in this direction. However as
explained in Section I, this problem needs attention of research
and there are major problems to be solved in this aspect.
In [12], Liu, Stoll, Junginger and Thurow have investigated
on predicting the battery power of the mobile robots when
the transportation request is made on an automated laboratory
set-up. They have proposed a framework to measure the
original power voltages and subsequently predicting them
ofﬂine. When a request of transportation for the AGV is
made, these ofﬂine predicted results are used to decide for
the assignment of tasks.
Our work is different from the work of Liu, Stoll, Junginger
and Thurow in the procedure of predicting the battery voltages
and using them efﬁciently to make control decisions regarding
the operation of AGVs. We are investigating on predicting the
battery voltages on-line during the operation of the multi-robot
system so that these predicted results can be used during the
run time of the system at the onset of each task or destination
traversal. Hence, this paper is focused on the on-line tracking
and predicting of battery power of the AGVs in multi-robot
systems used for automated transportation.
III. PROBLEM DEFINITION
From the controller perspective in AGV based transportation
systems, there is a continuous process of fulﬁlling the order
of assigned tasks to be completed properly. For the seamless
ﬂow of performing one task after another, the controllers
are designed for a kind of mechanism which accomplish the
decision-making based on current scenario of doing job and
the status of the environment. However, while controlling and
even allocating tasks and interleaving one or multiple task(s)
and movement(s) in multi-robot transportation systems, the
capability of performing the "to be assigned task or movement"
before the beginning of it, is not considered. In our current
work, we focus on this problem.
Let us consider a set of observed data for the time required
for completing a distance traversal task by an AGV, which is
considered as an example of the the task (Fig 2). The data is
observed till the battery drains out completely and the AGV
stops moving.
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Fig. 2: Observed data for Distance Traversal
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next assignment of task.
In our current work, we are investigating on the prediction
of the battery capability of each AGV in transportation system
at the onset of each task or each movement so that the
controller is able to know whether the next assigned task or
next movement will be accomplished successfully to the best
possible way. We propose to analyse the current behaviour of
the AGV during completion of the current task to understand
its battery power for the next assigned task.
After we can successfully derive the predictions for battery
power from the history and current performance capability
of the AGVs, the system controller will be able to correctly
decide on next assignment of task or next movement decision.
This ﬂexibility of decision of the controller is not the current
concern of our work, however our current work leads to this
direction.

IV. PLATFORM DESCRIPTION

Fig. 3: Battery Discharge Proﬁle
It is observable in Fig 2 that the values of the time required
to reach a target distance (in general terms, performance
ability) follow a steady rise during the initial stage, then follow
a constant rising value for a span of time and then again
rises up to a big magnitude before the robot ﬁnally stops
moving. The green line shows the growing mean values over
the entire course of traversing a particular distance till the
battery exhausts completely.
In our current work, we are using ENELOOP batteries for
operation of our in-house made AGVs. The battery discharge
proﬁle of ENELOOP batteries is illustrated in Figure 3.
Hence, the plot in Fig 2 shows that the task of reaching
a target distance is inﬂuenced by the battery discharge proﬁle
(Figure 3), where the state of charge of the batteries used in the
work is in parity with the observation data of traversal time.
When observing the green line in Fig 2, it is evident that the
growing mean of the values of traversal time is just inverse
of the discharge proﬁle of the batteries. Hence, the battery’s
state of charge can be predicted from the observed data of
performing any task in a multi-robot system. Therefore, Fig 2
depicts that a battery discharge proﬁle directly inﬂuences the
performance of individual AGVs and also the overall system
of AGVs [9].
If we can predict while completing one task, how the
individual AGV and the system will behave during the next
task, then dynamically better decision can be taken for the

To avoid a gap between the abstract idea and the actual
implementation of the system, prototyping proves to be a
beneﬁcial approach for researches and other professionals [13].
Hence, to investigate on how to estimate the current battery
power on-line, as suggested previously, a scaled prototype
platform is required which consists of AGVs in the laboratory
set-up. Although there are many techniques like PLC controllers, Petri-Net solutions for designing the control architecture of AGVs, Null-Space-Behavioral Control, we use AgentBased Modelling as the basic control architecture for the
individual AGVs for factors like better co-ordination and reconﬁgurability, optimization, consensus and synchronization.
So in our experimentation platform, the individual AGVs
are guided and monitored by their respective controllers. Also,
the individual controllers of each AGV are equipped with
mechanism to share data among other AGVs’ controllers. In
this work, a stacked controller model has been used to build
a robust robotic system. Experiments will be performed on
a realistic scenario that emulates a common workshop, with
work and storage cells and pathways in between.

A. Scale prototype
The scaled prototype is made of a environment suited
for material transportation, constructed out of mobile robots
enabled to move in pathways in between to reach ports for
loading and unloading. This is a typical replication of a
transportation shop ﬂoor. As for the transportation agents,
hobby robots made from the Boebot [14] are being used. The
environment for the AGVs to navigate has been developed
using uniform sized inexpensive boxes to build up labyrinth
like pathways. There are marks in the boxes which can be
identiﬁed as ports where the loading and unloading has to
be done by the transportation agents (AGVs). The simulation
of the above explained transportation ﬂoor is done in the VRep software also. In Figure 4, both the real and simulated
platforms are shown.
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Fig. 4: The prototype platform

Fig. 6: The transportation ﬂoor
complex functions like path planning and ﬁnding destination
poses for each of the robots. In this architecture, the interagent communications are done in the highest level (L1). Now,
each of the robots in our scaled prototype platform have the
L0.0 (implemented in the micro-controller board of the robot)
and L0.1 (implemented in the mounted RaspberryPi in the
robot) levels together implemented in them and each of the
L1 is implemented in a personal computer (PC) with Internet
access which has established connection between the different
devices. Netlogo is used to synchronize the events happening
in the real platform and the simulation at the same time.
C. Model

Fig. 5: Architecture of the controller
B. Controller architecture
We describe the controller architecture of a single AGV in
this work as the controllers are similar for all AGVs in multiagent systems. Moreover, there are scopes in our controller for
communicating and sharing information between the AGVs
[15]. This aspect provides an opportunity for sharing the
status and knowledge of one AGV with another. The control
structure consists of two major control layers (Figure 5). The
top most layer is L1 level and the L0 level is below it. The
L0 level is divided into two sub levels L0.1 and L0.0 levels
respectively. The L0 level and L1 both functions on each
of the transportation agents (AGVs) individually. Here, the
L0.0 level can only communicate with the L0.1 level and can
not have any direct communication with the L1 level. The
L0.1 level is the intermediate level which communicates with
both L0.0 level and L1 level. The control levels (L1 and L0)
functions in co-ordination with each other to accomplish the
decision making, guidance and monitoring of the AGVs in the
environment [16].
The functions of controlling are more simpliﬁed in L0.1
and L0.0 levels. The L1 level is engaged in controlling more

The transportation ﬂoor can be described in a topological
view of the plant, which is a graph with nodes and arcs tagged
with costs (time, energy).
The shop ﬂoor is designed as a graph whose simulation
is done in a software. Figure 6 depicts this simulated shop
ﬂoor. It is observed in Figure 6 that the nodes like n3 denotes
a valid port and n2 denotes a bifurcation point where four
possible arcs can be taken. The connecting lines (in violet
color) between the two nodes n3 and n2 denotes an arc (a32 ).
V. RE-FORMULATION OF THE PROBLEM IN THE
LIGHT OF THE PROTOTYPE
Considering Figure 6, traversal of each arc in the shop ﬂoor
to reach at destination port involves some cost expenditure in
terms of energy exhaustion, dynamic obstacle, condition of the
ﬂoor, load it carries, et cetera. The time to traverse an arc by an
AGV (Figure 6) is thus conceptualised as some cost incurred
for that robot. In terms, the battery charge is also expended to
traverse the distance. Hence, we formulate this cost incurred
in traversing an arc in the shop ﬂoor as C(t, e, b, f, o), which
is time-varying, where t is for time, b is for battery state of
charge, e is for tire condition, f is for frictional force of the
ﬂoor, o is for obstacle dependencies. C(t, e, b, f, o) is timevarying from the perspective that at a particular instance of the
time, the cost expenditure of that particular arc is dependent
on battery discharge, condition of the ﬂoor or any dynamic
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obstacle. Hence, for the arc a32 (denoted by violet line in
Figure 6), the cost incurred is denoted by C32 (t, e, b, f, o).
Also, for the same robot, for the arc a12 (denoted by violet
line in Figure 6), the cost incurred will be C12 (t, e, b, f, o).
Now, a particular path will comprise of one or more arcs.
Thus, for a particular path traversal, there are one or more
of C(t, e, b, f, o) for a particular AGV. Our work focuses on
estimating all of such C(t, e, b, f, o) to get the next prediction
on the next time instance on-line. We call this cost incurred
as a cost parameter. These estimations of cost incurred for
each arc will designate the current battery discharge level. So,
we can have a prediction of the battery charge required to
accomplish the next task or to reach the next destination. Also,
we can recursively update all the prediction values for all the
C(t, e, b, f, o) estimates till that time. This will eventually lead
to implement a better control decisions like, which path to take
or which task to assign.
VI. APPROACHES FOR IDENTIFICATION AND
ESTIMATION
In our work, we are focused on estimation and prediction
of on-line battery voltage power from the estimations of realtime performance capability of the AGVs. We interpret this
performance capability of AGVs in the light of the cost
incurred in completing one task or one movement as cost
parameter.
In state of the art proposals, mostly the robot manipulator
parameters [17], variance parameters for localisation [18] or
parameters on model-based mobile robot controller [19] are
investigated. We are estimating time-varying cost parameters
which are different from the above parameters, in case of
robotic systems.
For parameter identiﬁcation and estimation, the standard
methods include Least-Square Estimator approach [20], LeastSquare Moving Window (LSMW) method [21], Recursive
Least Square (RLS) method [21], Kalman Filtering (KF) [22],
et cetera.
In [21], a LSMW method is suggested. Here, the data set
(X, Y ) of length L is such that,
Y = Xθ + W

(1)

where, X T =(x1 ,x2 ,x3 ,......,xL ), Y T =(y1 ,y2 ,y3 ,......,yL ) and W
is the measurement noise.
Now, with a window size l ∈ N such that l < L, the number
of estimations of θ will be L − l +1. The estimation is given
by,
(2)
θˆi = Xi# Yi
where,

−1 T

Xi# = XiT Xi
Xi

(3)

and YiT = ( yi , yi+1 , ........., yi+l−1 ), XiT = ( xi , xi+1 , .........,
xi+l−1 ), i = 1,2,......,L − l + 1 with the estimation error
eˆi = Yi − Xi θˆi
(4)
Also, [21] has suggested a RLS algorithm based on both
constant and variable forgetting factor. After the least square
method, the estimate obtained at time t is
−1 T

θˆt = XtT Xt
Xt Y t
(5)
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where, YtT = ( y1 , y2 , ........., yt ), XtT = ( x1 , x2 , ........., xt ),
the estimation of time t + 1 is calculated as

 ⎫
ˆ = θˆt + Kt+1 yt+1 − xT θˆt
⎪
θt+1
⎪
t+1
⎪
⎪
⎬
Pt
(6)
Pk+1 =
T
⎪
λ + xt+1 Pt xt+1
⎪
⎪
⎪
⎭
Kt+1 = Pt+1 xt+1
where, λ is the forgetting factor which needs to be carefully
set and it is a design issue. According to [21], for time-varying
λ a good approach is to set it to a function of estimation error
eˆt as follows:


1
1
arctan (α2 (|eˆt | − α3 )) +
(7)
λ = 1 − α1
π
2
where, α1 , α2 and α3 are all design parameters.

1 − απ3 arctan(|Rt − 1|), if |Rt − 1| ≥ α2 ;
λt =
α1 + π1 (1 − α1 )(arctan(1 − |Rt − 1|))else;
⎧
ij
⎨max( θt−k , θtij ), if θij θij = 0
ij
ij
t−k t
θ
θt−k
t
Rt =
⎩∞else.

(8)

∀i ∈ (1, 2, ..., n), ∀j ∈ (1, 2, .., m), with k, α1 , α2 , α3 tunable
parameters, 13 ≤ α1 < 1, α2 ≥ 0, 0 ≤ α3 ≤ 2, k ∈ N
We use equation 8, as the authors have suggested a time
varying forgetting factor in it, which enables more accurate
tracking than constant forgetting factor given in equation 7.
Here also, for our application, set Y is our observed data and
set X is the cost parameter variable to be estimated.
The KFs and the EKFs are also useful approach for estimation and optimisation. The KF is often used when the
parameter is linearly time-varying, where the equation of the
system model is given as:
xk+1 = Ak xk + Bk uk + Gwk
yk = C k x k + v k

(9)

where, x is the parameter to be estimated and y is the
observation of x. Also, x(k) ∈ Rn , u(k) ∈ Rn , w(k) ∈ Rn ,
v(k) ∈ Rr and y(k) ∈ Rr . Moreover, w(k) and v(k) are
white, zero mean, Gaussian noise. The KF results from the
recursive application of the prediction and the ﬁltering cycle
as given by the following equations:
x̂(k + 1 | k) = Ak x̂(k | k) + Bk uk
P̂ (k + 1 | k) = Ak P (k | k)ATk
x̂(k | k) = x̂(k | k − 1) + K(k)[y(k) − Ck x̂k|k−1 ]

(10)
⎫
⎪
⎬

K(k) = P (k | k − 1)CkT [Ck P (k | k − 1)CkT + R]−1
⎪
⎭
P (k | k) = [I − K(k)Ck P (k | k − 1)]
(11)
where, x̂(k + 1) is the new estimation for the variable x(k).
Equation 10 gives the prediction cycle of the KF dynamics
and equation 11 gives the ﬁltering cycle. Here, K(k) is the
KF gain. In our work, C(t, e, b, f, o) is the parameter which
is to be estimated. Thus, x in the general KF equation, is
C(t, e, b, f, o) in our application.
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Fig. 7: The observed C0 (t, e, f )

Fig. 8: Observation of C79 (t, e, f )

VII. APPLICATION OF THE ESTIMATION
METHODS
A. Experimental setup
The prototype platform, described in section IV is the basic
experimental set-up for our work to validate our proposal,
where the AGVs perform speciﬁc tasks given to them, like
traversing from one port to another as carriage, loading and
unloading at designated ports, et cetera.
For measuring the cost variable of the system and to
understand the current battery power on-line (as formulated
in section V and explained in section VI), the platform is
conceptualized consisting of three AGVs, each of them have
the L0.0 and L0.1 levels implemented and all of them are
individually controlled by their L1 level. For predicting the
current battery level from the cost variable estimation, the
effect of tire conditions and effect of the frictional force of
the ﬂoor are considered. Thus, C(t, e, b, f, o) (section V) is
re-formulated as C(t, e, f ).
For a certain instance, as in Figure 6, let AGV1 is required
to go from n7 to n12 and there are 2 arcs in that path. So
there are 2 cost parameters for AGV1 namely, C79 (t, e, f )
and C912 (t, e, f ). Similar is the case for both the other AGVs
(AGV2 and AGV3 ).
For the time being, the estimation methods discussed in Section VI is applied to estimate one such cost variable to validate
whether the standard estimation methods, generally used for
position or mechanical parameter estimation, actually works
for time variable estimations so that the battery efﬁciency at
the run-time can be known. Let that cost variable be denoted
as C0 (t, e, f ).

Hence, the battery’s state of charge can be predicted from
the observed data of C0 (t, e, f ) as the battery’s state of charge
inﬂuences the values of C0 (t, e, f ). We show observation of
another cost variable (C79 (t, e, f )) in Figure 8, where the
similar dependency of cost variables with battery charge is
exhibited.
Thereafter, we apply the three different estimation methods
explained in Section VI to both the cost variables plotted
in Figure 7 and Figure 8 to obtain on-line predictions of
these cost variables which denotes the battery power in real
time during the task performances of AGVs. We deploy
LSMW method [21] ﬁrst because it is a naive, inexpensive
approach to estimate variables on-line. We also deploy the
RLS algorithm proposed in [21] with time-varying forgetting
factor (equation 8) as it helps in accurate tracking. Thereafter,
we deploy KF method to further enhance the accuracy.

B. Experiment Conducted
The C0 (t, e, f ) is measured till the battery of the mobile
robot drains out and the robot comes to complete halt.
The plot of the observed (measured) C0 (t, e, f ) over time is
given in Figure 7. Several epochs of tests are done to measure
the same C0 (t, e, f ) in order to ensure that we are measuring
the right data. We can observe that the values of C0 (t, e, f )
is inﬂuenced by the battery discharge proﬁle which is given
in Figure 3, where the state of charge of the batteries used in
the platform is inverse of this proﬁle. This observation was
formulated in Section III.

C. Results of the estimation methods deployed
On all the plots, the blue thick line demonstrates the
estimated values and the green dashed line demonstrates the
observations. Also, the left plot is for the estimated results for
C0 (t, e, f ) and the right plot is for the results on C79 (t, e, f ).
At ﬁrst, when LSMW method is implemented to ﬁnd the
estimation, the window size was taken as 10.
In Figure 9, the results of estimates on two different cost
variables, C0 (t, e, f ) and C79 (t, e, f ), obtained by LSMW
method is demonstrated. We can observe that the mean of the
estimation error is of the order of 10−3 .
The error level is not being further reduced by applying
the Recursive Least Square (RLS) method, whose estimation
results are shown in Figure 10, with the order of the error
being 10−3 .
The results of estimation done by the Kalman ﬁltering is
given by the Figure 11. In Figure 11, the estimation error is
of the order of 10−5 . Hence, we can infer that the Kalman
Filtering method provides the most suitable estimation for
the cost parameter to derive the knowledge of current battery
capacity during operation of the robotic system.
All the computations done are enough short in time to be
obtained in real time.
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Fig. 9: LSMW estimation results C0 (t, e, f ) and C79 (t, e, f )

Fig. 10: RLS estimation results on C0 (t, e, f ) and C79 (t, e, f )
VIII. DISCUSSION OF THE RESULTS
We present the estimation results on two different cost
parameters, namely, C0 (t, e, f ) and C79 (t, e, f ). From the
predicted results of Kalman Filtering (Figure 11), RLS method
(Figure 10) and LSMW method (Figure 9), we can observe
that the predicted values of both C0 (t, e, f ) and C79 (t, e, f )
cost variables are in parity of the battery discharge proﬁle
of the ENELOOP batteries. In comparison, we can observe in
Figure 11 that Kalman Filtering provides the best estimates for
estimating the time-varying cost variables in order to predict
the performance capability of individual AGVs.
Therefore, from the predicted values of the different cost
variables like (C0 (t, e, f )) and so on, the real time state
of charge of the batteries is obtained for a particular AGV.
These predictions are obtained on-line during the run-time of
the multi-robot prototype system. Henceforth, these on-line
predicted values for the state of charge of the batteries can be
efﬁciently used during the task allocation or deciding the path
to traverse for any AGV in the system. Also, during the onset
of a particular task or movement these predicted values for
the charge level of the batteries can be used by the controller

to decide whether to start the task or the movement.
Moreover as highlighted in Section III, when the prediction
can be achieved about the battery efﬁciency of completing one
task of the individual AGV, then dynamically better decision
can be taken for the next assignment of task for each AGV.
This will eventually lead to a cost effective controller for each
AGV and the system as a whole.
IX. C ONCLUSION AND F UTURE S COPE
The prediction of on-line battery efﬁciency of individual
AGV is done from the approach of estimating the cost
incurred in performing and completing one task assigned to
the individual AGVs in the multi-robot system implemented
in transportation and automation industry. The most suitable
estimation method for prediction is proposed after deploying
three most usable estimation methods. Moreover, it is proposed
that when the correct battery capability will be known, the
high level decisions of each AGV will be more cost effective
which will make the whole system performance better. It is
evident from the results that Kalman Filtering provides the
best method for estimating the proposed cost variables. The
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Fig. 11: KF estimation results on C0 (t, e, f ) and C79 (t, e, f )
control architecture of the prototype platform used in this
work enables each AGV in a multi-robot system to share and
distribute information among each other. Thus, the prediction
values of battery capacity at the run-time provides a direction
to make a more proﬁt based control for all the AGVs as a
whole for optimised assignments of tasks and movement for
the mobile robots.
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A Proposal for the Design of a Semantic Social
Path Planner using CORTEX
Pedro Núñez, Luis J. Manso, Pablo Bustos, Paulo Drews-Jr, Douglas G. Macharet

Abstract—Path planning is one of the basic and widely studied
problems in robotics navigation, being its aim to determine the
path from one coordinate location to another along a set of waypoints. Traditionally, this problem has been addressed using the
geometric world, that is, 2D or 3D coordinates from a geometric
map. New generation of robots should be able to plan this path
also taking into account social conventions, which is commonly
called social navigation. This paper describes the ongoing work of
a new proposal for the path planning problem where the semantic
knowledge of the robot surrounding and different social rules
are used to determine the best route from the robot to the target
poses. In this work, a speciﬁc type of semantic map is described,
which integrates both, geometrical information and semantic
knowledge. The proposal uses CORTEX, an agent-based Robotics
Cognitive Architecture which provides a set of different agents
in the deliberative-reactive spectrum. The proposal is going to be
tested in two different social robots within the NAVLOC project1 .
Index Terms—Path planning, social navigation, human-robot
interaction

I. I NTRODUCTION

S

OCIAL robotics is witnessing a remarkable growth in
the recent years. In a not very far future, social robots
will perform everyday tasks in ofﬁces, hospitals homes or
museums. These actual scenarios are usually complex and
dynamic, that is, people, objects or other robots move around
the robot and, therefore, the environment in an instant of time
is not the same after some days, hours or even some minutes.
In the social context where these robots are going to work,
there exist different capabilities and skills that are expected,
such as human or object avoiding collisions, localization, path
planning, human-robot interaction or object recognition.
Most of the solutions proposed in the literature for these
typical problems, especially for navigation tasks, are addressed
using representations of the spatial structure of the environment. These solutions provide a robot with more or less
efﬁcient methods to carry out some tasks in static and simple
scenarios. However, using only a spatial representation of the
environment is difﬁcult to navigate successfully. This tendency
is now changing, and the scientiﬁc community is experiencing
an increasing interest in so-called semantic solutions, which
integrate semantic knowledge and geometrical information.
Pedro Núñez, Luis J. Manso and Pablo Bustos are with University of
Extremadura.
E-mail: pnuntru@unex.es
Paulo Drews-Jr is with Federal University of Rio Grande.
Douglas G. Macharet is with Federal University of Minas Gerais
1 Brazil-Spain cooperation on navigation and localization for autonomous
robots on underwater and terrestrial environments

Recently, the term social navigation in robotics has been
introduced as a way to relate human-robot interaction and
the robot navigation in human scenarios. The main goal of
social navigation is to develop methods in order to make
robot behavior, in particular robot navigation, socially accepted
[1]. In the case of the socially-aware path planning problem,
which is expected to become an increasingly important task in
next social robots generation [2], the robot should decide the
best route to the target poses following social rules (e.g., to
gracefully approach people, or to wittily enter and exit from
a conversation).
To determine the best social route from the robot to the target poses, this work proposes a new design of a path planning
algorithm based on semantic knowledge of the environment
robot and the use of socially accepted rules. Classical path
planning approaches assume geometrical information from the
environment, that is, they use spatial representation of the
environment (e.g., topological, feature-based or occupancy
grid maps), and reason about the best route using this spatial
memory. On the contrary, the semantic social path planning
approach described in this paper ﬁrstly introduces a highlevel and long-life knowledge captured by the robot from the
environment, in a similar way that the human point-of-view,
and after, it introduces socially accepted rules to the semantic
knowledge during the planning task. The main advantages
of the semantic approach are robustness, ease of humanrobot communication and a more understandable access to
robot’s inner functioning for debugging. It can be more robust
to localization errors than classical path planning algorithms
based on low-level geometric descriptors, since it adds as
a new source of information the position of known objects
along the path. Moreover, using semantic way-points, robots
and humans can share routes since their way-points would be
described using objects and labels instead of two-dimensional
coordinates given in an arbitrary reference frame.
New generations of social robots should be able to generate
different routes during an interaction with humans and also
exhibit proactive social behaviors. In this context, the cognitive
architecture CORTEX used in this paper and deﬁned in [3],
is based on a collection of agents (i.e., semi-autonomous
functional units that collaborate by means of a common
representation in their pursue of a common goal) that can
operate anywhere in the deliberative-reactive spectrum. In
this architecture there exist navigation, perceptual and humanrobot interaction agents, among others, thereby facilitating the
combined use of semantic knowledge and social rules.
The use of semantic knowledge, thus, may enable a social
robot to work in a more intelligent and robust manner [5].
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II. R ELATED W ORK

Fig. 1. Brief description of the semantic social path-planning problem. The
robot has to choose the best route from the living-room to the kitchen by
using its semantic knowledge (e.g., cup, ﬁre extinguisher and fridge) and
social rules (e.g., humans along the path)

Fig. 1 illustrates the problem to solve: the robot located in the
living-room has to choose the best route from its pose to the
target along a complex dynamic environment with people. In
this study case, the robot’s target is ’kitchen’. The robot has
knowledge about different objects with label ’kitchen’ (e.g.,
fridge). Therefore, the best route has to be chosen from the
’living-room’ to the ’kitchen’. Here, it uses perceptual agents
in order to perceive the environment and detect objects from it
(semantic knowledge), and also uses human-robot interaction
agents to infer or apply social rules. Obviously, there exist
navigation agents that allow the robot to navigate in a secure
way.
What does a social robot need for a social semantic path
planning algorithm? The next list summarizes the main items:
•
•
•

A navigation system that smoothly integrates local and
global constraints.
Semantic description and recognition of objects and humans in the robot’s surroundings.
Automatic Speech Recognition (ASR) and Text-ToSpeech (TTS) algorithms (Human-Robot Interaction), and
optionally the capability to enhance dialogs with accompanying movements of the head and arms to express
emotions.

This article is structured as follows: Section II provides a
brief summary about similar works in this ﬁeld of research. In
Section III, a description of CORTEX cognitive architecture
and the hybrid representation are made. Section IV provides
the proposal description along the main agents involved. The
description of the semantic social path planning is described
in Section V. Finally, the main conclusions are detailed in
Section VII.

How autonomous robots move in human environments has
a strongly effect on the perceived intelligence of the robotic
system [6]. Independently of the physical capabilities of robots
(navigation of wheeled robots are completely different to biped
ones), social navigation started being extensively studied in
the last years and several methods have been proposed from
then. On one hand, some authors propose models of social
conventions and rules by using cost functions [7], [8]. A
typical solution is to propose a classic navigation method,
adding social conventions and/or social constraints. In [7],
for instance, the authors use a classical A* path planner in
conjunction with social conventions, like to pass a person
on the right. Other work as [8] uses potential ﬁelds and a
proxemics model2 . On the other hand, several authors use
human intentions in order to model the social navigation [10].
In [10], authors propose a local navigation method and a
human intention analysis using face orientation in order to
modify the trajectory, which they called as Modiﬁed Social
Force Model (MSFM) with three types of human intentions:
avoid, unavoid and approach.
All the aforementioned methods need global path planners
in order to choose the best route from the robot to the
target and then, they apply social conventions and constraints
to modify this path. Classical global path planners use a
spatial representation of the robot’s surrounding, that is, the
path-planning problem requires a map of the environment.
Numerous path-planning algorithm have been proposed in the
literature, from classical Dijkstra or A* algorithms to other
more complex systems. An interesting review of path planning
algorithms was writing by LaValle et al. [11], who also
propose the Rapidly-exploring Random Trees (RRT) method.
This method, in conjunction with the Probabilistic Road Map
algorithm (PRM) algorithm [12] is used in the cognitive
architecture CORTEX [3].
Recently, several advances in semantic planning have been
achieved. In fact, social robots that incorporate capabilities
for task planning and storing some semantic knowledge in
their maps are commonly used (e.g., classiﬁcation of spaces,
such as rooms, corridors or garden, and labels of places
and/or objects) [15], [5]. By using this semantic knowledge,
robots are able to navigate or planning tasks. In several works
is used voice interactions with robots in order to build the
semantic map. This same problem is autonomously acquired
by the robot in most recent works (see Kostavelis’s survey
[15]). In this paper, a 3D object detection and representation
autonomous agent is used.
Finally, one of the main problem to solve is the cognitive
architecture the robot is equipped with and also the kind
of semantic and spatial information the robot has to store.
Different proposals can be found in the literature, most of
them by separately storing symbolic and metric information.
Symbolic knowledge representation, such as the works proposed in [16] and [17], have been at the core of Artiﬁcial
Intelligence since its beginnings. Recently, works that integrate
2 Proxemics is deﬁned as the study of humankinds perception and use of
space [9]
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spatial and symbolic knowledge in a uniﬁed representation
are more frequent in the literature, and have a distinctive
start in the deep representation concept introduced in [18].
Examples of these deep representations are [18], [19], [3].
In the proposal described in this paper, the robot uses the
CORTEX architecture, which has demonstrated to be a robust
and efﬁcient agent-based architecture for robotics applications
and is based on a set of agents interacting through a deep state
representation [3].
III. D EEP S TATE R EPRESENTATION AND C ORTEX
The concept of deep representations was initially described
by Beetz et al. [18]: representations that combine various levels of abstraction, ranging, for example, from the continuous
limb motions required to perform an activity to atomic highlevel actions, subactivities, and activities. Deep representation
advocates the integrated representation of robots knowledge at
various levels of abstraction in a unique, articulated structure
such as a graph. Based on this deﬁnition, in [3] it is proposed
a new shared representation to hold the robots belief as a
combination of symbolic and geometric information. This
structure represents knowledge about the robot itself and the
world around it. From an engineering point of view this
representation is ﬂexible and scalable. Formally, a deep state
representation was deﬁned as a directed multi-labelled graph
where nodes represent symbolic or geometric entities and
edges represent symbolic and geometric relationships.
The robotics cognitive architecture CORTEX is deﬁned
structurally as a conﬁguration of software agents connected
through a deep state representation that is called DSR, where
an agent is deﬁned in [3] as a computational entity in charge of
a well deﬁned functionality, whether it be reactive, deliberative
of hybrid, that interacts with other agents inside a well-deﬁned
framework, to enact a larger system. The CORTEX architecture is implemented on top of the component-oriented robotics
framework RoboComp [14]. In CORTEX, higher-level agents
deﬁne the classic functionalities of cognitive robotics architectures, such as navigation, manipulation, person perception,
object perception, dialoguing, reasoning, planning, symbolic
learning or executing. The choice of these functionalities is
by no means a closed issue in Cognitive Robotics but it is
clearly a discussion outside the scope of this paper. These
agents operate in a goal-oriented regime [16] and their goals
can come from outside through the agent interface, and can
also be part of the agent normal operation.
In Fig. 2 an overview of the DSR and its location within
the cognitive architecture CORTEX is drawn. Different agents,
such as navigation, person detector or planner are also shown.
DSR is illustrated as a a graph where all the robot knowledge
about its surrounding is represented. The next sections describe
the design of the semantic social path planner using the
cognitive architecture CORTEX, analyzing the agents involved
and the relationships between them in three different cases of
study.
IV. AGENTS
In order to plan the best social route from the robot
pose to the target, different speciﬁc agents within CORTEX

Fig. 2.
An overview of the DSR and its location within the cognitive
architecture CORTEX [3]

Fig. 3. Main agents within CORTEX involved in the semantic social path
planning described in this proposal are highlighted in red.

are involved. First, the robot must have the capability of
detecting objects in the path and updating the symbolic model
accordingly. Additionally, the skill of detecting humans is also
mandatory because robots need to know about humans to
get commands, avoid collisions and provide feedback. The
ﬁnal, and most important agent for social navigation, is the
one implementing the navigation algorithms that allow robots
to navigate from a point to another in a secure and social
manner. In the next subsections, a brief description of the main
agents involved in the proposal is provided. These agents are
highlighted in Fig. 3, which illustrates the current CORTEX
cognitive architecture [3].
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A. Object detection and representation

D. Mission

The object perception agent is in charge of recognizing
and estimating the pose of objects and visual marks in the
environment. For each object or mark detected it describes
within the model (DSR) not only the pose but also its type.
These kind of elements are useful for the robot in several
scenarios. First of all, the targets will usually be objects and
qualitative positions (e.g., in front of something, close to something, between two objects) taking the objects as reference
instead of just some coordinates. Humans will seldom ask the
robot to go to a coordinate because they do not necessarily
need to know the reference frame used by the robots and,
more importantly, because it is not comfortable for humans to
provide targets in such a way.
Synthetic visual marks are detected using the AprilTags
library [20]. Arbitrary visual marks will be detected using
the OpenCV library [21] and 3D objects are currently being
detected using an object recognition pipeline based on the
PointClouds library [22]. The poses of the detected objects are
referenced to known objects (in the DSR) that support them,
such as a known table under a target cup. Once referenced, the
kinematic relations embedded in DSR allow the computation
of any object’s pose from any reference frame easily.

This agent is used as a means to provide missions to the
executive agent and to visualize the DSR. It has two graphic
views. A graph-like view and a 3D geometric view [3].

B. Person detector
Person detector is the agent responsible for detecting and
tracking the people in front of the robot. Humans do not
usually enjoy its personal space being invaded by robots. The
presence of humans in the robots’ path or in their environment
may determine changes in the navigation route in order to
make it socially acceptable. In social navigation, a human can
also interact with the robot and give it orders, or the robots, in
their way to their target, might be able to communicate with
people to provide information or ask for help.
The person detector agent acquires the information using an
RGBD sensor. For each detected person the agent inserts in
the DSR the pose of its torso, its upper limbs, and the head.
The lower limbs are ignored because they do not provide as
much social information as the head, the upper limbs and the
torso do [3]. These elements can be used to infer the objects
referenced by the humans when they point or look at them. The
torso is used to avoid entering the personal space of humans
and as an indicator of the possible directions in which they
might walk.

E. Executive
The Executive is responsible of planning feasible plans to
achieve the current mission, managing the changes made to
the DSR by the agents as a result of their interaction with the
world, and monitoring the execution of the plan. The active
agents collaborate executing the actions in the plan steps as
long as they consider them valid (it must be taken into account
that agents might have a reactive part). Each time a structural
change is included in the model, the Executive uses the domain
knowledge, the current model, the target and the previous
plan to update the current plan accordingly. The Executive
might use different planners. Currently AGGL [4] and PDDLbased [23] planners are supported.
F. Navigation
Navigation is in charge of performing local navigation
complying with social rules and including the location of the
robot in the DSR. Global path planning is performed by the
symbolic planner used by the executive.
Two poses are maintained by the robot: the pose obtained
from the local odometry, and the pose provided by a localization algorithm based on external geometric laser features.
Given their properties, each of these poses is useful for a particular purpose. Odometry provides good information relative
to the robot’s position in the short term, while localization
provides good information for mid and long term positioning.
Additionally, the space walked by the robot in the last seconds
is also included.
Regarding localization algorithms, the navigation agent is
algorithm-independent. It has been used with different algorithms showing different properties, which can be selected to
ﬁt different kinds of environments.
While it can be used with any local navigation system,
the navigation agent has been only tested with the pathplanning algorithm proposed in [24], an algorithm based on
the elastic-band representation, with successful results. The
proposal presented in this paper extends the geometrical pathplanning to a social semantic algorithm, which is described in
the next section.
V. S OCIAL S EMANTIC PATH PLANNING IN C ORTEX

C. Conversation
The conversation agent performs human-robot interaction
(HRI). In social environments, HRI provides tools to the robot
and/or human to communicate and collaborate. Therefore,
this agent is used to include information in the model when
humans tell robots about unknown objects and to properly
acquire commands. Automatic Speech Recognition and Textto-Speech algorithms allow robot to both send and receive
information to/from humans in the environment during its
social navigation.

COGNITIVE ARCHITECTURE

In this section the semantic social path planning algorithm
is described. An overview of the system is shown in Fig. 4. As
illustrated in the ﬁgure, the complete system is composed of a
global semantic path planner followed by a local geometrical
path planner. Both of them are affected by a social navigation
model. The semantic path planner chooses the optimal route,
that consists of a list of labeled objects in the map. Then,
the robot plans a local geometrical navigation from its current
pose to the next object in the list. This path is affected by the
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the overall free space, the probabilistic road map algorithm,
PRM, is used [12] along with a preexisting map and a
collision detection algorithm. To complete this schema, the
RRT algorithm [11] is also included in the system to complete
the paths when unconnected islands remain in the PRM graph
or to connect the robot’s current position and robot’s ﬁnal
position with nodes in the graph. The object perception agent
is directly involved in the path following process: when the
robot detects the object ok , a new target is generated, being
the new local route deﬁned by the nodes ok and ok+1 .
C. Social Navigation Model

Fig. 4.

The overall blocking diagram of the proposed system.

social navigation model, and if necessary, the local (or global)
route is re-planned. All agents described in previous section
are concurrently running in the navigation process.
A. Semantic Path Planning
Global path planning at a symbolic level is performed by the
planner included in the executive. The semantic path planner
is based on the use of a two-hierarchies architecture, similar
to that one presented in [5]. Both, the spatial and semantic
properties of each object within DSR allow the planner to
choose the best global route. Let O = {o1 , o2 , ..., on } being
the list of n objects oi within the semantic map of the
robot, that is, its high level and long-term knowledge. Each
object oi is characterized by a duple oi = {mi , si }, where
mi is the metric representation of the object (i.e., rotation
and translation matrices from its parent node) and si is the
semantic information associated to the object (i.e., label). Each
object has a parent node, which usually represents the room
where the object is located. Rooms are also nodes of the
graph, that are connected if they are sharing a door. Thus,
the semantic path planning algorithm chooses the best route
from the graph, that is, the list of rooms that the robot has to
visit, and then, generates
* a list of+j objects (waypoints) for the
local planner, ΓR = o1 , o2 , ...oj , being oj ∈ O. Thus, global
navigation is achieved by using consecutive objects from ΓR .
B. Geometrical path Planning
Once the robot is assigned the path ΓR , the geometrical
path-planner should accomplish the navigation between two
consecutive objects, ok−1 and ok . The geometrical pathplanning algorithm of the proposal is based on the use of
graphs as a representation of free space and of elastic-bands
[24] as an adaptable representation of the current path. Elastic
bands work as a glue ﬁlling the gap between the internal
representation of the path and the constraints imposed by
the world physics. In order to build a graph representing

In order to mathematically formulate the socially-acceptable
path planning algorithm, let denote H = {H1 , H2 , ...Hn } the
set composed by n humans in the environment. Each human,
Hi , in the DSR is represented by the pose of its torso, its upper
limbs, and the head. These elements can be used for deﬁning
a personal space θi and a social interaction intention ρi . Both
θi and ρi are detected by the human detector agent, and are
included in the DSR as information associated to human Hi .
On one hand, and similar to the work presented in [2], θi
is deﬁned as Gaussian Mixture Model of two 3D Gaussian
functions, one for the front of the individual, and other for its
rear part. By adjusting the covariance matrices of these two
gaussians, one can modify the personal space model. On the
other hand, ρi describes the different cases where a human
wants or not to interact with the robot during the path: i)
human does not want to interact (i.e., human is considered
as obstacle); ii) human wants to interact with the robot, and
then, the robot has to approach human, interact and ﬁnish the
communication. In this respect, depending of the ρi value,
the ﬁnal path may be modiﬁed. For instance, if the human
is considered as obstacle, the graph in the geometrical local
navigator has to be updated in order to avoid this new obstacle
(see Fig. 5(a)). On the contrary, if the human wants to interact
with the robot, a new object ok = Hi is included in the list
of nodes to reach, being Hi the next target (see Fig. 5(b)).
VI. C ASES OF STUDY
Within the ’BS-NAVLOC’ project, this paper proposes three
different cases of study. All of them are examples of robots
navigating in indoor environments, and the main goal is to
demonstrate that the semantic social path planning algorithm
proposed in this paper, using the CORTEX cognitive architecture, may be performed in different robotics platforms in
a near future and with successful results. In this section, the
ongoing work is presented, describing brieﬂy the DSR and the
relationships between the involved agents.
The proposal of semantic social path-planning algorithm is
going to be tested in two different robots (Fig. 6). The ﬁrst
robot is the DOKBot, from VerLab at the University Federal
of Minas Gerais, which consists of a Pioneer 2-AT robotics
platform equipped with different perceptual sensors, such as
laser, RGB cameras and microphones (see Fig. 6(a)). This
robot was originally designed for semiautomatic telepresence
purposes. The second autonomous system is Shelly, an anthropometric social robot that is currently being used in RoboLab,
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(a)
(a)

(b)

Fig. 6. The semantic social path-planner within CORTEX is going to be
integrated in two different robots: a) DOKBot robot, from VerLab research
group at the University Federal of Minas Gerais; b) Shelly robot, from
RoboLab research group at the University of Extremadura.

(b)
(a)

Fig. 5. Social navigation model proposed in this paper: a) human does not
want to interact with the robot; and b) the human wants to interact.

at the University of Extremadura. This robot was designed to
help in daily life tasks. It is composed of an omnidirectional
base, two 7-DOF arms with two-ﬁngered grippers and a RGBD camera attached to a pan-tilt-yaw structure. It has another
RGB-D camera on the upper part of the torso which is used
to detect human bodies and a lidar for navigation. This robot
is illustrated in Fig. 6(b).
Next, the experimental scenarios are described. They have
been designed from low-complexity to high-complexity levels:
•

•

Semantic Path Planning. In this experiment, the robot
chooses the best route from a room to another. In this
scenario, there is not people in the path, and thus, only
the semantic knowledge of the rooms is used. Fig. 7(a)
shows the agents involved in this scenario.
Semantic social path planning. This experimental scenario consists on a semantic social navigation. Similar
to the previous case of study, the robot has to navigate
between two different rooms in an indoor and human
environment. In this respect, people walk or stand in the
robot path, and thus, the robot has to modify the route in
order to be socially accepted. The set of agents involved

(b)

(c)
Fig. 7. Agents involved in the cases of study described in this paper. a)
semantic path planning; b) semantic social path planning; and c) semantic
social path planning with HRI.

•

in this case of study is illustrated in Fig. 7(b).
Semantic social path planning with HRI In this case of
study, the robot ﬁrst interacts with the human in order
to know what is the next room to visit, and also, other
humans interact with the autonomous agent during the
path. In this HRI, the robot may modify partial or fully
its route. Finally, in Fig. 7(c), the agents involved in
CORTEX are highlighted.
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VII. C ONCLUSIONS AND FUTURE WORKS
This paper presents the ongoing work, within the NAVLOC
project, of a proposal for the design of a semantic social
path-planning algorithm. The approach is based on the use
of a global semantic path-planner in conjunction with a social
navigation model. The theoretical proposal achieves the main
goal of this kind of algorithm, that is, the robot is able to
choose the best route from its current position to another
position in a dynamic and complex scenario by using its
high level knowledge and by applying social rules in order
to be socially accepted. High functionality and robustness are
guaranteed by using the cognitive architecture CORTEX and
the Deep State Representation.
As it was aforementioned, this paper describes the ongoing
work, where three different experimental scenarios are also
described in order to test the proposed social navigation algorithm in future works. Currently, both spanish and brasilian
researching teams, are working in integrating CORTEX in the
two robots presented in this paper, Shelly and DOKbot.
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Building 3D maps with tag information
Angel Rodríguez, Francisco Gómez-Donoso, Jesus Martínez-Gómez and Miguel Cazorla

Abstract—Finding an appropriate environment representation
is a crucial problem in robotics. 3D data has been recently
used thanks to the advent of low cost RGB-D cameras. We
propose a new way to represent a 3D map based on the
information provided by an expert. Namely, the expert is the
output of a Convolutional Neural Network trained with deep
learning techniques. Relying on such information, we propose the
generation of 3D maps using individual semantic labels, which
are associated with environment objects or semantic labels. So,
for each label we are provided with a partial 3D map whose data
belong to the 3D perceptions, namely point clouds, which have
an associated probability above a given threshold. The ﬁnal map
is obtained my registering and merging all these partial maps.
The use of semantic labels provide us a with way to build the
map while recognizing objects.
Index Terms—semantic mapping, 3D point cloud, deep learning

I. I NTRODUCTION

T

HE use of appropriate environment representations is
needed for most of the current robotic systems. Traditionally, environment representations have been limited to
metrical maps that evolved from 2D to 3D with the release of
affordable range sensors. In addition to this metric representation, semantic labels can be also used to represent rooms or
scene categories. However, the location of relevant elements of
the environment should be explicitly provided, which involves
human supervision and reduces the adaptability of the system
to environment modiﬁcations.
In this work, we propose to exploit the representation
capabilities provided by available pre-trained deep learning
models to automatically label indoor environments. We did
not train our own CNN. Instead of that, we adopted the
architecture deﬁned by GoogleNet [22] as well as the pretrained model they provide. This model was trained using
the dataset ImageNet 2014 and it obtains a top-5 accuracy
of 88.9%. It has to be emphasized that we chose this model
over the rest because of its high accuracy rate and the fact
that it provides object recognizing features for over 1,000
different classes, which will make our system adaptable and
very context independent.
Our approach relies on the use of RGB-D sensors, namely a
Microsoft Kinect or Asus Xtion device, suitable for performing a 3D registration of the environment. Over this metric
representation, we automatically integrate semantic labels that
allow us to determine the most probable location of objects.
This process successfully combines 2D semantic labeling with
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3D registration in an automatic fashion. An overall scheme of
the proposal can be seen in Fig. 1.
The rest of the paper is organized as follows. In Section II
we review some related works and state-of-the-art solutions
to the semantic mapping problem and the deep learning techniques. The process for annotating 3D maps based on semantic
labels is presented in Section III. Experimental results and
the applications of the proposals are discussed in Section IV.
Finally, the main conclusions of this work as well as some
future research directions are outlined in Section V.
II. R ELATED W ORK
Building an appropriate representation of the environment in
which an autonomous robot operates is still a widely addressed
problem in the robotics research community. This problem is
usually known as map building or mapping since maps are
considered the most common and appropriate environment
representation [23]. A map is useful for robot localization,
navigation [5] and path-planning tasks [3], but also for a
better understanding of the robot’s surroundings [17]. That
is, a map may not be limited to metric (e.g. speciﬁc poses
of objects/obstacles) and topological information (e.g. paths
from one place to others), but it can also integrate semantic
information (e.g. symbolic representations of objects, expected
behaviors for speciﬁc locations, or even situated dialogues,
to name a few) corresponding to the objects, agents, and
places represented on it. In this paper, we propose the use
of deep learning techniques to provide semantic information.
That information is fused with 3D data in order to obtain a
novel map representation, object-oriented.
While the fusion of 3D data and visual information for
generating environment representations is not new [8], our
proposal presents an importal novelty regarding regarding
the use of ground truth information. Namely, we rely on
expert systems trained from global image annotations instead
of pixel level labelling. This increases the range of feasible
applications as datasets annotatied at pixel level are not easy to
generate. Furthermore, the number of classes or categories in
the available datasets, such as NYU Depth [20] is notoriously
smaller than those with global annotations like ImageNet.
Deep learning architectures have recently revolutionized
2D object class recognition. The most signiﬁcant example
of such success is the CNN architecture, being AlexNet [11]
the milestone which started that revolution. Krizhevsky et
al. developed a deep learning model based on the CNN
architecture that outperformed by a large margin (15.315 %
error rate against the 26.172 % scored by the runner-up
not based on deep learning) state-of-the-art methods on the
ImageNet [19] ILSVRC 2012 challenge.
In addition to model generation for solving open problems [4], [16], the release of pre-trained models alongside with
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the architecture of the networks allows for a direct application
of the deep learning systems already generated and tested, as
it has been done for the place categorization problem [18].
This is possible thanks to the existence of modular deep
learning frameworks such as Caffe [9] that provides easy
and fast neural architecture setup and the option of load
these pre-trained models. The direct application of pre-trained
models avoids the computational requirements for learning
them: long learning/training time even using GPU processing,
and massive data storage for training data. From the existing
deep learning models, we should point out those generated
from images categorized with generalist and heterogeneous
semantic labels [11], [24]. The use of these models lets any
computer vision system annotate input images with a set of
semantic labels describing their content, as has been recently
shown in [6], [15].
III. U SING SEMANTIC LABELLING FOR 3D MAPPING
Semantic labeling let images to be described by means of
a set of semantic concepts attributed to the scene perceived
by the camera. This representation is suitable for human-robot
interaction, as semantic terms can be easily included in humanrobot interaction processes. The use of semantic labels also
facilitates the understanding of robot surrounding, which may
help to automatically determine the most appropriate robot
behavior in any scenario.
To implement this annotation process we make use of
existing deep learning annotation tools. Deep learning techniques, and more speciﬁcally Convolutional Neural Networks
(CNN [13]), allow the generation of discriminant models while
discovering the proper image features in a totally unsupervised way, once the network architecture has been deﬁned.
This is possible nowadays thanks to the availability of huge
image datasets annotated with large and miscellaneous set of
semantic labels, which efﬁciently permits the training of these
discriminative classiﬁcation models. In this work, we focus
on the application of existing CNN models. The deﬁnition
and building of these CNN models is beyond the scope of this
paper, so we refer the reader to [1] for a more detailed view of
deep learning in general and, to [10] for a better understanding
of these CNN models.
A. Global image annotation using CNN
Let Label = {label1 , . . . , label|Label| } be the set of |Label|
predeﬁned semantic labels, and I an input image. The direct
application of the existing CNN models on I generates a
descriptor dCN N (I) = ([prob(l1 ), . . . , prob(l|L| )]), where
prob(li ) denotes the probability of describing the image I
using the i-th label in Label. This obtains a representation
similar to the Bag of Visual Words (BoVW [21], [14])
approach. To train a CNN model, we need to provide both
the architecture of the network and the database to be used
as training set. The architecture refers to internal details such
as the number of convolutional or fully connected layers, or
the spatial operations used in the pooling stages. On the other
hand, the training set determines the number of semantic labels
used to describe the input image. In this proposal, we take

advantage of Caffe [9], a fast, modular and well documented
deep learning framework that is widely used by researchers.
We opted for this framework because of the large community
of contributors providing pre-trained models that are ready to
be used in any deployment of the framework.
B. 3D mapping with semantic labels
Given an image, the CNN model provides us with the
semantic labels present in the image, so we can expect that the
semantic label corresponds to an object present in the image
as well. Unfortunately, we are not provided with the position
of the image, and therefore the environment, where the object
may be placed. So, we propose to move the camera around
(left, right, up and down) to look for the limit when the object
disappears. Imagine that we move the camera to the left. In
that situation, it is expected to have high probability value of
a given label (if the object is present in the image). However,
when the object disappears, the associated probability decays.
If we ﬁnd the limit when the object appears and disappears,
we have a way to determine where the object is (and where it
is not). We just need to accumulate all the point clouds where
the associated probability to a given semantic label is above a
threshold.
We have to implement a mechanism to guide the camera
movement. At this moment, this movement is provided by a
human but an autonomous system must be developed. The
point is that we have to guide the camera using the label
probability gradient, searching ﬁrst for the maximum value
of a label and then the limits where the probability label is
below the threshold.
This way, when an object is imaged in the current scene
the CNN returns a peak probability. As the object disappears
of the scene as the camera moves, this probability descends
gradually. To deal with this event we propose the application of
an hysteresis cycle. We apply the hysteresis cycle as follows:
ﬁrst we set a probability peak threshold T h1 and a second
lower threshold T h2 . When a probability of a given label
exceeds T h1 , it means that this object is in the scene so
this way it enters the hysteresis cycle. From this point we
assume the next captures will have this object as well, and
we accumulate them to the point cloud of this object. When
the probability of this label is below a second much lower
threshold T h2 , it means that this object is no longer in the
scene. This event sets the end of the hysteresis cycle so we
stop accumulating new point clouds, and we use the last of
them to eliminate the exceeding points that do not belong to
the object itself but to the background or the rest of the scene.
To do so, we calculate the bounding box of this last point
cloud that contains information that is no longer related to the
given tag. We use this bounding box to remove all the points
from the accumulated point cloud that are inside the space
described by the bounding box as shown in Fig. 1 leaving,
this way, only the points that correspond to the given tag.
As stated earlier, the CNN provides probabilities of ﬁnding
an object in the scene. That means if we have different objects,
which is the common thing, the CNN would provide high
probabilities for all of them. As the probability is a value
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Figure 1. Overall pipeline of the proposal. When a new frame is captured, the RGB-D data is extracted and mapped to a point cloud, then the system
registers it to a global coordinate frame. Alongside this process, it extracts the probability of ﬁnding objects using a CNN. If the probability exceeds certain
threshold and fall into the hysteresis cycle (object is found in the scene), the current point cloud is merged with the point cloud that eventually will hold the
3D object. Otherwise, the bounding box of the current point cloud is calculated and used to crop the integrated point cloud.

Desk

0.5
0.4
Probability

normalized between 0 and 1, if we face this situation, the
full probability of ﬁnding an object would be distributed over
these different objects, causing that none of them reaches the
detection threshold. To deal with this problem, we propose the
use of a preliminary normalization process.
This mentioned process is as follows. As the CNN provides
probabilities for over 1,000 different classes, several of them
are not interesting to the environment we are about to label, so
we initially select the ﬁrst N labels which are most frequent.
Then, each frame is forwarded to the CNN, and we retrieve
the probabilities of these N labels and dismiss the rest. As
the probabilities were distributed over the 1,000 classes, we
need to redistribute them having in mind only the selected
classes. This process is performed in order to remove CNN
classifying mistakes involving classes that are not relevant
to the current environment and to increase the difference
between the probability values to make them more easily
distinguishable . Fig. 7 shows the probabilities of 8 labels
given a frame before and after the normalization process.
It has to be highlighted that the captured point clouds are
registered. This is that we transform every new point cloud
from the local camera coordinate frame to a global coordinate
frame in order to generate a point cloud that represents an
object out of several captured points clouds as the camera
moves.
Fig. 1 shows a graphical scheme of the proposed method.
The algorithm explaining all the phases of the method is
detailed in Algorithm 1. The CNN we are using provides probabilities for over 1,000 different labels, so in order to improve
the performance of the system we have also removed all the
labels do not providing signiﬁcant semantic meaning to our
problem. For instance, as we are working in a laboratory, some
labels like animals are not appropriated. The use of semantic
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0
0
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labels has a clear advantage against classical methods, like
those using visual features to identify objects. CNN has the
ability of recognizing the same category for two objects even
when the visual appearance is complete different.
IV. E XPERIMENTS AND R ESULTS
The proposal has been evaluated using a real robot in an
academic indoor environment. In order to generate the data
sequence for the experimentation, we used a mobile robot
ﬁtted with a RGB-D camera, namely an Asus Xtion, on top.
The robot performed a 360 degrees rotation over the Z axis
taking frames every 5-6 degrees, which provided us with 63
different frames. We assume that the pointcloud registration
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for each label labelm in LabelSet do
if prob(labelm ) > T h1 then
hystlabelm = true
end if
if prob(labelm ) > T h2 and hystlabelm then
P Clabelm + = P Cj // Add the current pointcloud
to the map of the given label
else
Get bounding box (BB) of P Cj
Remove the points from P Clabelm inside BB
hystlabelm = f alse
end if
end for
end loop
Optional: join all the pointclouds into a single map
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Algorithm 1 Algorithm to build the 3D map from semantic
labels.
Require: T h1 , T h2 : thresholds for hysteresis.
1: {P Clabeli = ∅} a set of 3D pointclouds, one for each
label
2: {hystlabeli = f alse} a set of boolean variables, one for
each label
3: loop
4:
Get P Cj , a 3D point cloud and the associated RGB
image. The pointcloud must be registered.
5:
Get LabelSet = {(labelk , prob(labelk ))}, the set of
labels and associated probabilities from the RGB image.
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60

Probability proﬁle of ”Microwave”

has been performed (using method like ICP [2], any SLAM
technique [7] or other registration techniques such as Rtabmap
[12]) so we have all the pointclouds in the same coordinate
axis without (or despicable) error. In the experiment, thus
we know that the camera rotated 5 degrees over the Y axis
between frames (the Y axis corresponds to the vertical one).
Therefore, we could easily compute the transformation matrix
between consecutive captures. The initial capture was used
as the global coordinate frame and we then transformed the
following captures applying the convenient rotation matrix to
align all the point clouds.
The proﬁles of the probability values for labels “Desk”,
“Desktop Computer”, “File”, and “Microwave” are shown in
Figures 2, 3, 4, and 5. For every label, there is one peak which
indicates the position of the object. Fig 6 indicates the resulting
pointcloud after removing the rest of the points. Regarding
the hysteresis parameters of the algorithm, we settled two
thresholds: the peak threshold T h1 = 0.4 and the lower
threshold T h2 = 0.25. This thresholds have been empirically
selected. Also, we extracted the ﬁrst N = 15 most frequent
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Figure 6.

Labelled objects extracted from different point clouds.

Label
Refrigerator
Sliding Door
Cash Machine
File
Dishwasher
Desk
Microwave
Desktop Computer
Monitor
Screen
Washer
Photocopier
Home Theater
Printer
Entertainment Center

1.2
1
Probability
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0.8
0.6
0.4
0.2
prenormalization
Microwave
Desk
File
Desktop Computer
Rest of the labels

postnormalization
Photocopier
Screen
Monitor
Sliding Door

Probability
219.988
194.273
174.483
162.149
116.037
112.222
110.894
78.971
68.187
66.352
61.099
60.067
49.314
41.118
30.460

Finally Selected
No
Yes
No
Yes
No
Yes
Yes
Yes
Yes
Yes
No
Yes
No
No
No

Table I
F IRST N LABELS MORE LIKELY TO APPEAR ACROSS THE SEQUENCE , WITH
N = 15

thresholds would result into a more peaks not corresponding
to the actual class of the object. This threshold selection is
critical and a posterior study should be carried out.

Figure 7. Prenormalization values shows the probabilities of the classes given
by the CNN (only the 8 most relevant classes out of the 1,000 full label set)
for the frame #6. The postnormalization values shows the probabilities after
the normalization process.

objects in our test environment and we found that in this subset
there are still irrelevant classes, so we manually removed them.
Finally, we selected a subset of 8 different objects from the
initial set of 15 most frequent ones, as shown in Fig. 7. This
selection was made based on the frequency of appearance in
the environment of the experiment. For another environment,
we must select the most frequents after a ﬁrst random capture
of the robot. Although ImageNet provides more than 1000
categories and we used only 15, those categories will help to
work with different environments. For instance, in a kitchen
the most frequent labels are different that for a living room.
As seen in Fig. 3, the proﬁle corresponding to label desktop
computer has two peaks. The one reaching 0.3 is below the
threshold and then it is not selected. However, a desktop
computer is also shown in the pointcloud of the desk (the one
in the same position of the previous peak). The reduction of the

Figure 8. Examples of door and ﬁle extracted from ImageNet, the dataset
used to train the CNN.

It is also worth noted that over the frame 17 of the sequence,
the ﬁle probability value throws a peak, but as shown in Fig. 6,
that frame corresponds to a door. The appearance of it is very
similar to a ﬁle, as shown in Fig. 8, so the CNN fails to
classify this object successfully. So this is another limitation of
the method: if there is an object that it has visual appearance
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to another one, the CNN could provide a high value to the
associated semantic label. Fig. 9 shows the complete map
generated after processing four labels (those with the highest
probabilities): microwave, desktop computer, desk and ﬁle.
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Final labelled map obtained from 4 labels.
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Astudyonappliedcooperativepathfinding
J. Trullàs-Ledesma, N. ZakeriNejad, D. Quirós-Pérez and Ll. Ribas-Xirgo

Abstract—Cooperative path finding tries to determine the
best paths for a set of robots to get to their goals with overall
minimal cost. Solutions to this problem obtain a set of paths for
mobile robots to go to their corresponding, fixed destinations.
Their applicability is limited because they are run off-line. In
this paper, we analyze cooperative path finding methods as for
its possible on-line execution, with dynamically changing
conditions and goals. To do so, a simulation of a realistic
workshop has been built and several methods tested. Results
show that most static cooperative path finding methods can be
adapted to dynamic environments.
Index Terms— Automated guided vehicles, autonomous
mobile robots, collaborative path-planning, distributed
systems, multi-agent systems, physical agents.
I.

INTRODUCTION

D

URING THE LAST YEARS,

mobile robot technology has
been attractive for applications in the industry. Robotic
vehicles can be used to automate industrial tasks such as
transportation of goods, cleaning, and providing services in
different parts of a building. As consequence, automatedguided vehicles (AGVs) are successfully used for internal
transportation in the industrial domain.
Despite their favorable contribution to material handling
and transportation efficiency in warehousing, manufacturing
and automated laboratories, there is still much room for
improvement.
The setup of transportation systems and their operation
and maintenance are complex and expensive processes that
could ultimately be solved by a sort of “plug and play”
AGVs (e.g. [1]), if it existed. Following this reasoning,
highly autonomous vehicles would be adaptable to many
different situations so they could handle the uncertainties
and unexpected events taking place in dynamically changing
environments.
In this context, navigation is one of the most important
problems that mobile robots face. Transportation vehicles
must move through the environment to reach different
locations and perform the required tasks, and they must do it
efficiently.
In multi-robot systems, individual minimum-cost paths
can lead to a number of path collisions that make the whole
system operate at higher costs than expected.
These conflicts are difficult to solve with methods that are
intended for local problem solving [2]. For instance, Fig. 1

shows a simple case where the collision of two paths is
better solved by finding an alternative to one of them.
Even in the absence of difficult-to-solve conflicts,
maximum efficiency of operation of these multi-robot
systems (MRSs) can only be achieved when paths for
vehicles that take into account other vehicles’ paths and
varying situations that might happen during travelling.
There are two different types of path planning, namely for
single robot and for MRSs. In a single robot path planning
problem, only obstacles, stationary or not, have to be
considered. Indeed, path planning in a network of connected
nodes refers to choosing a sequence of arcs from the initial
node to the destination node. When dealing with multiple
vehicles in the same networks, the possibility of collision
among two or more vehicles has to be taken into account. In
other words, paths have to be generated so that only one
robot occupies one place at one instant of time. Cooperative
path planning refers to determining mutually exclusive plans
(in time and space) for a group of vehicles.
Because of the large number of states and the high
branching factor, the cooperative path planning problem can
be very difficult to solve. In fact, the multi robot path
planning problem is NP-complete and no polynomial time
algorithm to solve the problem is known at this time [3].
The proposed approaches to solve this problem fall into
two categories, the one of centralized methods and the one
of distributed methods [4]. Centralized methods share a
single memory space and program state, but distributed
algorithms can be run on each individual agent.
Distributed approaches are more suitable for multi agent
systems. In these algorithms there is no single point of
failure. The computational time can be divided among all
agents at the cost of increasing inter-communication
messages.
In this work we shall review the cooperative path finding
algorithms (section II) as for their applicability to real cases.
In manufacturing plants and warehouses, new transport
orders are being incorporated along the time, so it is no
longer possible to keep the initial planning until all transport
orders have been fulfilled, as most approaches do.
Moreover, these are dynamic scenarios where obstacles
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Fig. 1. Example of conflictive shortest paths (left) and
cooperative, minimum cost paths (right).
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can appear changing the map, and to make it even more
complex, new agents could be incorporated during the
execution time.
Fortunately, the increased complexity of dealing with the
dynamics of real environments is softened by the relative
simplicity of the working area layouts and the small number
of units being used.
In order to be able to use this study to obtain an
appropriate distributed algorithm for path planning in multi
agent systems, further simplifications are required.
A major simplification is considered in this work
concerning the path formation: path planning is done on a
topological map derived from a geometrical one.
The complexity of the path planning is thus drastically
reduced so that A* type of algorithms can be used to
satisfactorily solve it (section III) for, at least, cases with a
few robots on relatively small networks.
Distribution of the algorithms among agents is left as an
implementation issue rather than algorithm level problems.
In fact, the architecture of the multi-agent systems for
transportation that we use [5, 6] organizes systems in two
main layers. The topmost one corresponds to agents and the
bottom one, to the physical entities of the systems, i.e. to the
AGVs. The path planning is done in the top layer, which
can be run on a single computer or computer system, or in a
distributed fashion, if the top layer is also embedded into the
AGVs.
For small area systems with a few vehicles, centralized
structures where the top layer (agents) is run on a single
computer that communicates with the bottom layer (mobile
robots) are simple and relatively robust, provided that they
have some redundancy.
Validation of cooperative path planners in real cases is
not economically viable. Instead simulation can be used.
Section IV is devoted to the different simulation platforms
we have built to assess the applicability of path planning in
realistic cases.
To focus the study, it is worth noting that cooperative
path planning can only be viable for real cases if it can adapt
the paths to changes that happen during execution of a
solution. Any time a new transportation order is assigned to
a mobile robot overall plan execution has to be recomputed. Unexpected obstacles also modify paths costs
and inter-dependencies, which makes re-computation
necessary.
As a consequence, the key to avoiding interference
among planned paths is that algorithm execution times are
short enough to be run at higher frequencies than those of
changes.
II. STATE-OF-THE-ART
One of the first approaches to solve the multi agent path
finding problem is uses the so-called Local Repair A*
(LRA*) algorithm. In this method, each agent uses a
standard A* algorithm to look for a route to the destination,
and ignores all other agents but the current neighbors. In the
second stage, agents begin to follow their routes until an
eventual collision is detected. Before each move an agent
checks the next part of its path to find out if it is unoccupied
by other robots. In case of a collision, the involved agents

recalculate paths to their destinations with the A* algorithm.
Many various versions of this method have been
implemented but they all contain several drawbacks in
complex environments which lead to unintelligent behaviors
and to create unwanted cycles [7].
Cooperative A* (or CA*, for short) [8] is a hierarchical
version of the A* algorithm that uses a 3D reservation table
which stores the occupied locations at different times by
each agent. After each agent chooses a path to traverse, it
reserves the related space time intervals in the reservation
table. The other agents have access to the table and based on
that, plan their routes. Although the idea of reservation table
is worthy, the algorithm still has some problems and may
not be practical in critical situation such as narrow corridors.
CA* can be improved by using actual distances instead of
estimated Manhattan distances. For this, the paths from the
goal to each state must be computed by using A* in reverse.
To limit the depth of the search, a window with a fixed
size can be used. Between the fixed intervals, agents resume
their search from the last state in a random order.
A method to find an optimal path while avoiding a full
A* search for all agents together is presented in [10], and
further improved in [11]. The improvement consisted of
reducing the number of nodes generated by A* through the
use of intermediate states between the regular full states.
Another technique partitions the agents into the several
groups and then finds optimal paths for each group by using
the first technique.
There are also other approaches to solve the problem. For
example, it can be re-formulated as a stochastic optimization
problem [9]. As such, Differential Evolution (DE)
optimization can be applied to solve the problem in both
centralized and distributed ways. In [9], they state that the
proposed distributed algorithm is comparable to the Particle
Swarm Optimization (PSO)-based path planning.
In [15] they demonstrate that the problem is always
solvable in a bi-connected graph with at least two
unoccupied vertices. Their proposed algorithm (BIBOX)
runs in polynomial time. The algorithm is based on the idea
that the bi-connected graph can be created adding cycles to
an original cycle. Robots that have their target in a cycle are
placed in the target location rotating all the robots along the
cycle. If the target of a robot is not in the added cycle it is
pushed into deeper cycle. They compare BIBOX with other
planners like SGPLAN and LPG and claim that it is one
order of magnitude faster.
In [16] they achieve an implicit coordination mechanism
by means of a taxation mechanism. Their Iterative Taxing
Framework (ITF) imposes penalizations (taxes) on agents
that pass through specified locations. Bottlenecks are
penalized so, instead of waiting n iterations until a node is
free, a robot will follow a less penalized path.
In one of the implementations of the ITF [17], all agents
share a common goal, and the problem is formalized as a
cellular automata based on a m x m grid of cells. The run
times are shorter than the ones for A*, but the algorithm is
focused on this concrete domain of problems.
Another alternative is built upon using the direction that
agents traveled a portion of the map to compose direction
maps. In [18] agents use this information during planning.

TRULLÁS-LEDESMA ET AL.: A STUDY ON APPLIED COOPERATIVE PATH FINDING

117

Every time an agent crosses a portion of the map, the
direction vector of this place is calculated as an average
with the previous vectors. Navigating against the direction
vector is penalized. Using navigation maps have some
drawbacks (deadlocks and insolvable situations), but in
certain navigation layouts it can reduce conflicts and
collisions because navigation maps tend to form stable
“flows” of agents in the same direction. This idea can be
used combined with other techniques.
III. ANALYSIS OF A*-BASED METHODS
The previous review of multi agent path finding
algorithms includes LRA*, CA*, HCA* (hierarchical), and
WHCA* (using windows), which are pretty simple and fast
[9]. Therefore, they might be readily used for actual cases
with relatively clear and small working areas and a few
robots.
To verify our implementation of the above-mentioned
algorithms and validate their performance as to be applied in
dynamic environments, a series of 100 challenging, mazelike environments were generated. Each environment
consisted of a 32x32 4-connected grid, and each grid was
designated as impassable obstacles given a 20% chance.
Any disconnected sub regions were additionally filled with
obstacles to guarantee a fully connected map.
Fig. 2. Average path length for each agent (top) and total
Agents were placed into this environment with randomly
runtime (bottom).
selected start positions and destinations, subject to the
constraint that no two agents shared the same start position Placement of workcells is configurable to enable testing a
or destination. An agent was considered successful if it was variety of scenarios. For simplicity, all robots have the same
able to reach its destination within 100 steps. If the agent characteristics in terms of capabilities and speed. For this
exceeded this limit, was unable to find a route, or collided work, they can go to a given destination in terms of
with any other agent, then it was considered to be a failure.
landmarks and distinguished positions like crossings and
The first experimental results are related to the different bifurcations, and speed is constant, i.e. independent of
window’s size for WHCA* algorithm. The average success battery charge levels or frictional forces. Landmarks consist
rates of each algorithm were measured to compare their of visual labels placed at workcell docking positions.
performance. The number of agents which reach their
With these capabilities, robot paths can be given in terms
destination in 100 runs is the same for all the algorithms. of map nodes instead of coordinates, e.g. “go to next
With few agents, all of the algorithms are able to reach their workcell at right”.
destination.
In Fig. 3, a working version of this scenario is shown,
Average path lengths (number of steps) for each agent in with KUKA youBot robots operating in a workshop to
100 runs are shown in Fig. 2. By increasing the window’s move small boxes from one cell to another. Workcells have
size, the average length of the paths become shorter. On the labels in red that identify the places for boxes or ports.
contrary, wider windows imply higher runtimes. However,
Although this scenario works fine for software
these path calculation times might be right for real-time
control at navigation level, depending on the speed of the
vehicles, among other factors.
These results show that it is possible to have this
algorithm running on-line to re-compute paths as conditions
change. However, optimality cannot be guaranteed.
IV. REALISTIC SCENARIO
We have seen that off-line, centralized forms of
exploration algorithms to find cooperative paths are not as
complex as to hinder their application in an iterative, on-line
fashion.
However, to validate this hypothesis it is necessary to
adapt them to work in a realistic scenario.
In our case, we have chosen a likely floorplan of a Fig. 3. V-Rep simulation of a plant operated by KUKA
workshop, with square workcells and corridors in between. youBots [12].
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simulation-only cases, it cannot be ported to reality at
laboratory scale both for cost and size motivations. Having a
prototype of the system enables checking viability of
solutions for dynamic cooperative path planning, as for the
aspects related to implementation and infrastructure,
particularly for all issues about communication. Therefore,
cheaper and smaller robots must be used.
In our case, we have built a first version of the real
platform (Fig. 4) with differential-drive wheeled robots the
size of a Parallax Boebot (it is built on its frame) with two
processor boards: an Arduino board to control motors and
sensors and a Raspberry Pi to run the higher levels of the
local controller stack for the robot. They have an ultrasound sensor mounted on a servo to be used as a 180-degree
front sonar. For simplicity, the US sensor can only be used
to create a sonar image when the robot is not moving. While
in movement, it is used as a distance sensor for obstacle
detection. Essentially, they can do the same operations than
KUKA youBots but for the manipulation operations.
Workcells are simulated by cardboard boxes that can be
placed as to mimic any workshop.
To be able to switch from software simulation to
prototype, the simulated scenarios have been adapted to
these robots. They cannot transport any box anywhere but,
as for the transportation planning and management issues, it
is not a big deal.
We have built two different software simulation
environments: one in Netlogo and another in Blender. Both
of them will be described next.
A. Netlogo Version
Netlogo is a multi-agent simulation framework built on
Java which can be adapted to be used for multi-robot
systems [13] like the ones for automated transportation on
workshops and warehouses.
The idea is that all high-level aspects of robot systems are
run on Netlogo, particularly those which have to do with
inter-agent communication.
Hence cooperative path-planning can be executed in the
Netlogo framework both in a centralized mode or
distributed among agents (i.e. robot representatives at the
higher levels of the controlling system). In both cases,
transportation agents must communicate with robot
counterparts.
The Netlogo version of the workshop is organized in
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different modules or Netlogo source files, “.nls”. The
floorplan.nls gathers all the functions related to the setup of
the scenario, for which it uses methods from cells.nls and
topology.nls. The cells module includes functions to create
workcells and place them onto the workshop floor, and the
topology module, those related to generate the maps of the
working area.
Topological maps are graphs whose nodes represent
significant spots on the workshop and whose arcs hold path
characteristics between any two connected nodes. Although
not used in this work, different travel costs can be assigned
to each arc and vehicle. For this experiment, all robots share
the same travel costs, and the algorithms are executed in a
centralized manner, i.e. a coordinator agent takes robots’
destinations and current positions to obtain a set of paths.
The setup of the scenario includes placing the mobile
robots on the workshop, but creation of corresponding
agents depends on a separated module for transportation
agents, so-called taxis.
The taxis.nls module contains the controller stack for
every taxi in the system. There are two distinct levels in
accordance to its scope: the system level and the local one.
First level includes all layers of controllers that require
system-wide information. It is the level where transport
orders are managed and, in the case of centralized path
planning, where agents get the routes from the planner.
Controllers at the local level are responsible for anything
related to vehicle operation that can be locally managed,
including parts of distributed algorithms.
In the Netlogo platform, local controllers also update the
view of the system, as shown in Fig. 5.
A module has been added to act as a path planning
coordinating agent. In this case, we have kept the same
centralized architecture because all taxis share system-wide
information that can be used by themselves of other agents
at any time. In this case, taxi position at the topological map
and destinations are used by the planner agent to provide
every taxi with the appropriate path directions.
The path planner takes the goals assigned to every taxi
and computes the paths for them to obtain an overall
minimum cost solution. The global cost, again, consists of

Fig. 4. Prototyping platform for automated workshop
Fig. 5. Simulation of system functioning in Netlogo.
transportation systems.
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the path length and time, including waits to avoid collisions.
The relative simplicity of the map and the low number of
vehicles makes it possible to use A*-type algorithms to
obtain the solution paths. Execution times are small enough
to be executed on every change in the transport orders or in
the environment.
We have observed, though, that there is a cross
dependence between transport order assignment and
cooperative path finding efficiency. Some assignments
make different paths to meet in opposite directions, which,
for narrow corridors like the ones shown in Fig. 3, can only
be solved by backtracking. Apart from this effect on the
path finding execution time, it also may negatively affect the
overall cost of the final solution. Thus, it seems reasonable
to explore the transport order assignment space with respect
to the cost of the resulting paths to achieve the completion
of the transport orders for the system.
B. Blender Version
Netlogo allows an easy and fast modeling and simulation
but it is not well suited for physical simulation. In fact, the
previous platform contains a simple physical simulation
engine to update the system state (i.e. all the data agents
need to work) and the representation on the screen.
However, it is neither prepared to simulate physical
phenomena, nor sensors and actuators.
V-Rep, on the contrary, can be used to simulate MRSs
and includes several physics engines. Similarly, MORSE
[14] can also simulate MRSs.
Netlogo simulation can be concurrently run with V-Rep,
MORSE or any other simulator execution or, even, with real
robots so that it can take care of the higher level part of the
transport controller system.
However, while this solution is interesting to test the
whole system on more realistic scenarios it is also costlier
for a rapid verification of a broad range of cases.
A balanced option is to directly use Blender, which
MORSE is built upon. The idea is to use only the
characteristics of Blender that enable simulating cases that
are difficult to emulate within Netlogo, such as object
detection.
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1) Introduction to Blender
Blender is free and open-source software for developing
3D images and films, but some of its features make it
interesting for our purposes:
x Easy 3D modeling. There are lots of modeling tools
included (procedural, box modeling, sculpting...). And
lots of free materials and models libraries.
x A game engine. The BGE (Blender Game Engine)
allows a very easy configuration of an environment
with realistic physics properties. Behaviors can be
implemented using an intuitive mechanism of building
blocks. Those blocks are sensors, controllers and
actuators that can be connected using a friendly GUI. In
Fig. 6 we show the building blocks of an agent. We
have a Python controller invoking agent.run function,
which can activate goto actuators.
x Python modules. This is the key feature for using the
BGE as a simulation tool. Everything inside Blender
can be controlled using Python scripts and allows to
open and extend its features. As a sample of opening
the system, we have implemented a communications
module which can send and receive UDP messages
from external systems. And, as a sample of extending
the system we can use Python functions as controllers
that can process sensor inputs and activate actuators.
All these elements help not only to rapidly generate a
simple 3D environment for simulation of workshop
transportation systems but also to integrate the top layer of
their controllers.

2) System Organization
Our BGE simulation environment is composed by a
zenithal camera, a plane and an empty object that we call
SimController (SC). SC is invisible and has not physical
properties, but it can react to the signal of a periodical delay
sensor executing a Python function. It controls, on each
simulation tick, which task must be executed. SC initializes
the environment, processes communications, instantiates
agents, maze walls, creates navigation topology, et cetera.
Fig. 7 shows a simple sample of a maze with two blue

Fig. 6. BGE, building blocks GUI, sample for a transportation agent.
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agents and a single goal (a sphere with red cones). In this
case we visualize both agent paths.
Python functions are distributed in different external
modules which are invoked by BGE controllers. The main
modules are:
x SimMaster.py: Main functions invoked by SC and
callbacks used in simulation events.
x Common.py: Common useful functions. Here we can
find exporting to log file, for instance.
x SimComm.py: Communications related functions. Here
we have an UDP server/client, and message processing
classes. It can be used for communicating with Netlogo
in case the top layer of the MRS is run on it and
Blender is used to both simulate the bottom layer of
robots and provide the system with a realistic
visualization of its working. Also, it can communicate
with real robots to make a concurrent execution of a
Blender simulation and the reality.
x Scenes.py: This module includes functions for building
scenarios. These functions instantiate and configure
BGE elements according to user definitions.
x Topology.py: As we are testing graph-oriented
navigation algorithms this module includes functions
for creating and debugging a graph over our 3D
environment. This “topology” can be visualized as a
group of connected spheres (nodes).
x PathFinding.py: Those pathfinding functions and
classes can be used for agents, and extended if needed.
Here we can find functions like AStar,
HeuristicDistance, PushAgent, et cetera.
x Agents.py: Transportation and other agents of the
system. This module contains a collection with an
instance of Agent class for each Blender Agent
instantiated in the SC. Agent class contains a reference
to 3D object representing the agent and all methods that
can be invoked by BGE controllers. Furthermore, Agent
class contains properties needed for pathfinding
algorithms, as current path, current goal, possible local
copy of topology, et cetera.
As with Netlogo, cooperative path finding does not take
much CPU time to execute on Blender. However, we have
not tested cases with unexpected cases or sensor/actuator
failures, which would cause an increase on the
computational complexity of the path finding problem.

Fig. 7. Zenithal view of a workshop in the Blender platform.

PROCEEDINGS OF THE WAF2016, JUNE 2016
V. CONCLUSION
In general, cooperative path finding is complex to solve,
much more under continuous transport order updating and
within dynamically changing environments.
Fortunately, complexity of this problem is relaxed by
using topological maps instead of navigation meshes, cellbased or geometrical maps because the quantity of nodes
diminishes dramatically. Also, in many real situations, the
number of robots is not very high.
We have developed several simulation frameworks for
typical workshops to test the applicability of cooperative
path finding algorithms.
When running random cases with the WHCA* algorithm,
the execution times on an inexpensive computer have been
short enough to not need any parallel execution to be usable
on-line.
We have also tested similar algorithms with more realistic
cases on different platforms and results have proved
consistent with the previous statement.
However, even the centralized approach can be
applicable, it requires an additional agent having access to
the taxis common blackboard memory to be run, which
makes the solution less plug-and-play than a distributed one.
In the near future we shall prove the viability of pathplanning under changing situations and with sequences of
transport orders along time, as both of them are factors that
increase the complexity of the problem.
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Multi-thread impact on the performance of Monte
Carlo based algorithms for self-localization of
robots using RGBD sensors
Francisco Martı́n, Vicente Matellán and Francisco J. Lera

Abstract—Using information from RGBD sensors requires
huge amount of processing. To use these sensors improves the
robustness of algorithms for object perception, self-localization
and, in general, all the capabilities to be performed by a robot
to improve its autonomy. In most cases, these algorithms are
not computationally feasible using single-thread implementations.
This paper describes two multi thread strategies proposed for self
localize a mobile robot in a known environment using information
from a RGBD sensor. The experiments will show the beneﬁts
obtained when different numbers of threads are compared, using
different approaches: a pool of threads and creation/destruction
scheme. The work has been carried out on a Kobuki mobile
robot in the environment of the RoCKiN competition, similar to
RoboCup@home.
Index Terms—localization, 3D maps, RGBD sensors, octree,
Multi-threading

I. I NTRODUCTION
We are interested in developing software for robots that help
people in domestic environments. This software consists of
many processes that must be running at once on board an
autonomous robot. To carry out household tasks, a robot must
perceive objects and people, and be able to interact properly
with both. In addition, robots navigate along their environment
to perform these tasks, so it is important to have a reliable
navigation.
In recent years, 3D sensors are becoming very popular as
standard equipment in mobile robots. Nevertheless, in most
cases they don’t take advance of this information. Maps
usually describe 2D information, and created either directly
from lasers 2D or transforming their RGBD information to
2D distances. In many works, the software used is based on
this idea [1]. While the laser is a very precise sensor, we think
they are missing the 3D capabilities of RGBD sensors, which
could be very beneﬁcial in environments with symmetries in
2D, but with a rich 3D structure and color. Although the use
of RGBD data can improve the capabilities of the robot, it
presents a performance problem. The amount of information
from this sensor is twice that of a normal image, since each
pixel also includes spatial information. The processing of this
cloud of points is not easy because usually requires spatial
transformations and distance calculations.
Francisco Martı́n is with University of Rey Juan Carlos.
E-mail:
francisco.rico@urjc.es,
vicente.matellan@unileon.es,
fjrodl@unileon.es
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To make a robotic system that requires so much computing
resources feasible, it is necessary to pay attention to how the
processes that make up the system are executed. Usually, each
of these processes usually correspond to a kernel process,
delegating the scheduling to the operating system or libraries.
Sometimes a single process performs very heavy computation
that can not be addressed as a pipeline. Processing point
clouds RGBD sensor is an example of this. These sensors are
becoming increasingly popular because they provide useful
information for reconstruction of objects, mapping and, in
general, any process that beneﬁts from having a 3D structure with color. The processing of these clouds of points is
computationally expensive. PCL library [2] has become the
standard way to handle these point clouds. In addition to its
integration with ROS, it offers a lot of tools for segmentation,
recognition, feature extraction and correlation points, among
others. Many of the functions have a GPU version, which
speeds up the processing of these clouds. On other occasions,
functions as point clouds searches have not a GPU version
available, being a real bottleneck in many applications. In
addition, GPU programming requires a low-level programming
in which most of the available libraries for scientiﬁc computing
are not available.
Using multiple threads is a strategy to improve the efﬁciency
of a process with large computing requirements. The optimal
number of threads depends on the number of cores of the
processor that is running the software. The ideal is to distribute
the work in a number of threads similar to the number of
cores. Current conventional computers have multiple cores
available, and they are not always completely exploited. Most
of the implementations use a single thread approach for all the
computation.
To validate our research in this ﬁeld, we participate
in robotic competitions that simulate a home environment:
RoCKiN [4] and RoboCup@home [3]. The competitions have
proved to be a good tool to advance robotics. They present
a common scenario where different groups can evaluate and
compare their research using standardized tests which can
measure the performance of each proposal. In this competition
the robot must develop a series of activities to help a person
with a degree of dependence in their home environment. These
missions include to receive and recognize visitors, to ﬁnd
objects around the house or taking a glass of water from the
kitchen to the bedroom. It is also important that the robot share
its environment with humans safely.
In this paper we present two multi thread strategies to
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perform the self localization based on Monte Carlo algorithm
[5] using RGBD information intensively. We will demonstrate
how a multi-thread approach can make this approach feasible
in real time. In order to distribute computing in multiple
threads, we have developed two strategies: a pool of threads
and threads that are created and destroyed. We will test both
strategies with different numbers of threads, from 1 to twice
the cores available. The direct consequence is an improvement
in the response time of the self localization algorithm, and thus
the execution frequency. The higher this frequency, the greater
the speed at which a robot can move safely, thereby improving
the time in which a robot can reach from one position to
another in the environment.
The remainder of this paper is structured as follows. After
discussing related work in the following section, we will
brieﬂy present the self localization algorithm to be improved
in section III. The main contribution of this paper, the multi
thread approach will be presented in section IV. In Section
V we then will present experimental results of the multi
thread comparison. Finally, in section VI we will present the
conclusions and future works.
II. R ELATED WORK
The organization of the execution of software is critical
in robot programming. In a system that requires real-time
characteristics, where there are deadlines for performing operations. If these deadlines are not met, the result can not be
valid, or even disastrous for operation of the robot. Developing
robotic systems with such characteristics have led to several
works [6][7] focused on systems and methodologies whose
emphasis is real time. In many cases, the real-time conditions
are applied to the access to sensors and actuators [8][9], while
these conditions are relaxed for rest of the software.
In other cases, soft real-time conditions are enough. These
approaches uses a graceful degradation, as in the case of Bica
[10], where one thread performs all the computation of the
robot. Each module executes at its own frequency, forming an
activation tree representing its execution dependencies. The
execution is performed in cascade, ensuring the execution
frequency of each one. If a process exceeds its time slice,
the system degrades delaying the execution of others, doing
their best to recover their frequency. Our proposal is capable
of performing a similar degradation, but taking advantage of
multi-core processors of current architectures. Our proposal
manages to avoid concurrency problems, but at the cost of a
less generalizable solution.
ROS [11][1] is currently the standard in robot control
systems. A robotic application in ROS is composed by several
interconnected nodes. Drivers for accessing the robot sensors
and actuators are implemented using nodes, that provide a
common interface by standard messages. Each node has a
thread for the user and others responsible of managing communications. There are no race conditions between these threads
because it is explicitly synchronized when data handlers of
these message queues are executed and when the user code is
executed. From the point of view of the user, the nodes run
in a single thread. The way to balance the computation load

is to design the complete process as a pipeline of ROS nodes.
The operating system scheduler distributes the execution of
the nodes in the available resources.
The processing design presented in this paper would have
been implemented in ROS creating several ROS nodes that
divide the work. Besides the problems of synchronization between processes, the communication delay makes not feasible
this way. Our proposal is running on a node ROS, but creating
threads inside it in a very controlled way.
A very effective way to speed up processes that require
large amounts of computing is to use the power offered by
the Graphic Processor Unit (GPU) [12]. These components
contain many computing units that offer perform extensive
computations in parallel [13]. This approach is useful when
the same operation is applied to large amount of input data.
GPU parallelization techniques have been used in expensive
processes, like training neural networks [14][15] or Neural
Gas Accelerated [16][17]. RGBD data processing requires
great computing power, so the GPU parallelization techniques
have been used extensively in this ﬁeld [18]. In [20], a
SLAM algorithm that uses information from a sensor RGBD is
presented. In this paper, it uses a GPU parallelization to make
an algorithm real-time properties. Our approach is different
because we speed up the process using multiple threads on the
CPU, instead of a GPU. On one hand, we get less performance,
but on the other hand, it allows the use of standard libraries.
The problem of self localization of a mobile robot has
received great attention from the start of the Mobile Robotics.
Self localization methods estimate the most probable position
of a robot in its environment using the information from its
sensors and a from a map. Kalman Filter [21][22][23][24] is
one of the ﬁrst widely used estimator for nonlinear systems.
This method maintains a gaussian state estimation of the
robot position, and its associated uncertainty. This method
has difﬁculties to start if the initial position is unknown, or
when kidnapping situations occur. There are works that try
to overcome these limitations, maintaining a population of
extended Kalman ﬁlters [25].
Other popular methods are called Markovian. These methods represent the environment in states that may correspond to
a regular grid [26] or irregular regions [27][28]. The probability associated to each state is updated using Bayes’ Theorem,
establishing a priori probability of possible observations in
each state. The main advantage of this method is that it is
global. This means that it can maintain multiple hypotheses
about the position of the robot and it can recover from
situations of kidnappings or unknown initial positions. The
main disadvantage of this method is its high computational
cost when high precision is required, or when the environment is very extensive. In [29] this problem is addressed by
dynamically varying the number of cells and the size of the
grid, but this complicates how the probability of some states
are updated when the robot moves.
Currently, the most widely used methods are based on particle ﬁlters [5][30][31], also called Monte Carlo method [32].
This method is based on sampling a probability distribution
by a set of hypotheses, called particles. Those particles most
likely will remain in the population, while the less likely ones
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will be replaced by others. The robot position is determined
by the accumulation of particles with high probability. This
method is independent of the size of the environment, and
has been used in many applications [33][34]. Furthermore,
this method is very ﬂexible and allows many optimizations.
In [35], new particles created in each cycle are not generated
at random, but taking into account the latest perceptions. It can
use a variety of perceptions, achieving a very robust method
in highly dynamic environments such as [36] where applied
to legged robot in robot soccer matches.
Neither there are enough jobs on using 3D maps for self
location. In [37], they use RGBD information, but to ﬁnd 2D
planes, using a 2D map. In [38], the navigation of a robot with
legs is made using a 3D map of the environments is made,
although the self location information is performed using only
a laser distance. Our approach takes full advantage of the
position information and color offered by the RGBD sensor
and a 3D map of colored dots.

III. S ELF L OCALIZATION A LGORITHM

A map contains the knowledge of the environment that the
robot uses to self localize. In our work we use RGBD sensors
to create the map, so that our map is made up of colored 3D
points. A map M is a set of points with a position and a color
in the HSV color space, (x, y, z, h, s, v). This set of points is
structured as an octree [39], as shown in Figure 1. It is a tree
structure in which each node subdivide the space into eight
octants. Using an octree, it is efﬁcient [40] to calculate the
points in an area, or the neighbors of a particular point.
In general, building an octree has a complexity
O(N log(N )). Searching on a map has a complexity
of O(log(N )) in the best case. The search operation
f ind(M, p, R) returns a set of points MS ⊆ M starting
from a point p and radius R, in which,

(1)

Moreover, this set is ordered, so,

dist(p, pn ) < dist(p, pm ), ∀pn , pm ∈ MS, n < m



St

Monte Carlo Algorithm scheme.

B. RGBD Monte Carlo localization
The state of a robot s can be seen as a displacement
(x, y, z) and a rotation (φ, θ, ψ), which form an invertible
transformation from the origin of coordinates on the map to
the robot. In the case of wheeled robot, notation position can
be simpliﬁed to (x, y, φ).
To estimate the robot position, we will use a Monte Carlo
algorithm, whose scheme is shown in Figure 2. This algorithm
samples the probability distribution bel(ST ) that represents
the position of the robot as a set St of hypotheses about the
position of the robot ST , also called particles,
St = {s1t , s2t , · · · , sN
t }

(4)

The accumulation of particles in a region of the environment
indicates the position of the robot.
Initially, S0 is set depending on the a priori knowledge that
we have about the position of the robot. If we start from a
known state sinitial , sn0 = sinitial , ∀sn0 ∈ S0 . This problem is
usually called tracking, because the problem focuses on correcting the errors in the odometry using sensory information.
On the other hand, If sinitial is unknown, bel(S) is uniformly
distributed on the set of possible states of S. This problem
is more complex, and is called global self location problem,
where we have to determine the position of the robot from a
situation of complete ignorance. This method is effective to
solve both problems.
In the prediction phase, ut represents the transformation
(rotation and translation) of st−1 to st measured by the
proprioceptive sensors of the robot. This is the expected
displacement depending on the control commands generated
at each instant t. The application to a state st−1 produces the
prediction of the state a priori st , or st .
st = st−1 ∗ ut

(2)

(3)

each element of St is a hypothesis ST associated to an
probability so
sit ∼ p(sit |z1:t , u1:t )

A. Map

f ind(M, p, R) → MS, dist(p, pj ) < R, ∀pj ∈ MS

Fig. 2.



 

(5)

In the prediction phase, particles in St−1 are updated using
the transformation ut , applying a noise nt so
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nt ∼ N (0, σu2 )

Sort

(6)
Section A

that is a gaussian error that is expected to be ut , which
follows a normal distribution. In wheeled robots, where this
approach has been applied, the standard deviation σu2 is low,
since the odometry information is very reliable.
In the correction phase, we update Pt to St using the
perception Zt . Under normal conditions, Zt can be composed
for nearly 300000 elements. Such amount of information
makes computationally not feasible to use this full set to
calculate the weight of each particle in St . The number of
times we calculate p(sit |ztj ), ∀sit ∈ St , ∀ztj ∈ Zt can be
640 × 480 points ∗ 200 particles = 61440000. The calculation of p(sit |ztj ) involves comparing each point ztj with its
neighbors in the map M, which increases the computational
requirements of the whole process. In addition, we want run
our algorithm several times per second, ideally between [1020]Hz, to be used by a navigation algorithm.
To make possible the execution of our algorithm to this
frequency, we do not use the full perception Zt , but randomly
select a subset Zt of Zt , so |Zt | < N , where N ∈ [100−500].
This range of values facilitates the execution of the algorithm
at an acceptable rate, and it is signiﬁcant enough to update the
probability of St , as will be shown in experimentation section.
For each element of Pt we calculate a weight wi , which
corresponds to a probability given the set of perceptions Zt .
|St | |Z  |

wi =

t
1 
p(sit |ztj )
|St | i=1 j=1

p(sit |ztj ) =

p(ztj |sit ) ∗ p(sit )
p(ztj )

(7)

(8)

Considering that sit represents a transformation from the
origin of the map, we can calculate the position of ztj in the
map.
l = ztj ∗ sit

−1

(9)

As we saw in the section III-A, it is possible to obtain
a set MS using the function f ind(M, p, R). The probability
p(ztj |sit ) is calculated from similarity of these two points based
on the color difference and in the distance in position.
In the last part of the algorithm, we create a new set St
from St−1 after incorporating ut and Zt . This phase is known
as resampling. Figure 3 shows this process. St is represented
at the top of this ﬁgure as an ordered vector, where the color
indicates the weight wi of each particle sit in St . Particles
whose wi is higher are placed at the beginning (in green) and
the least likely (in red) are placed at the end.
In our approach we perform resampling in two steps. 50% of
the most likely particles remain of St to St , while the other 50
% are removed. Next, these particles are replaced by others
generated from the existing ones in St , initialized to wi =
1
. In our approach, we use the ﬁrst 25% of the most likely
|St |
particles to perform the generation of the new ones.

Fig. 3.

Section B

Section C

Resampling of St .

Through this process, in each cycle the less likely particles
are eliminated, and are replaced by others in positions where
it is more likely to be robot. This method is effective to solve
the problem of tracking, where there is already a set of initial
particles is supposed to be close to the actual position of the
robot. The new particles will correct errors in ut with the
information from sensory Zt .
IV. M ULTI - THREAD APPROACH
The workﬂow of the Monte Carlo algorithm is an iterative
pipeline, as shown in Figure 2. In the prediction phase, ut
applies to all particles sit ∈ S−∞ , which is not a heavy
workload. In contrast, the correction phase needs many more
computational resources. For every particle sit ∈ S a test is
performed using the perception points Zt ⊂ Zt . This test has
several steps:
1) To apply to z‘it ∈ Zt the transformation that sit represents, obtaining li .
2) For each point li , we make the set MS using the
f ind(M, li , R) function, where |MS| ≤ 20. One
reason to use threads instead of GPU is this function
f ind, which is the one that consumes more resources.
Without a real GPU implementation it becomes in the
real bottleneck in this processing.
3) To accumulate the probability calculated from comparing the distance metric and color betweenz‘it and every
element in MS.
This amount of work is divided into a set of threads T , as
shown in Figure 4. It is assigned a subset of S−∞ to each
thread, to apply the phases of the Monte Carlo algorithm.
The response time of a process is the time since it starts
until the result is obtained. The response time depends on
the number of threads |T | that can run in parallel. On a
UNIX system, each thread is mapped to a kernel process, and
the operating system scheduler assigns each thread to each
processor core. For this reason, when |T | is greater than the
number of processor cores, the response time of the system
does not improve.
Creating a POSIX thread on Unix/Linux is relatively inexpensive. As it is a kernel process that shares almost all its
memory with the rest of the threads in the same user process,
creating a thread consists in reserving space for its stack and
its registers. Creating a POSIX thread in C ++ is to create a
std :: thread object, specifying a function to run and its
arguments. The parent thread can synchronize with the new
threads through several mechanisms. The simplest is by join,
which is a function that blocks the calling thread until one of
his sons ends.
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For this reason, we must be very careful when designing
a solution based on this approach. The threads of the pool
must be perfectly synchronized to run only at certain times,
|St |
when the data to be processed are available. In addition, it
is necessary that the main thread knows when all the threads
|Zt |
  have ﬁnished. To coordinate this type of scheme we can use
many mechanisms: mutexes, locks, barriers, conditions, etc. In
our implementation we used semaphores. This synchronization
mechanism is very simple:
|St |
• The semaphore S is created with an initial value of N .
 
• If a thread calls the wait() method of S, N is decremented in 1. If N < 0, the calling thread suspends in
|T |
S.
Fig. 4. Workload assigned to each thread, represented as circles, in T .
• If a thread calls the post() method of S, N is incremented in 1. If N > 0, N blocked threads in S are
activated.
The following code shows the multi thread approach in
int numParts = 200;
which T threads are created and destroyed in each iteration
int numThreads = 8;
to process a subset of S−∞ . Synchronization follows a
int numPercepts = 20;
Particles parts[numParts];
create/join scheme. For simplicity, we show only the
Points percept[numPercepts];
code of the correction phase. Other phases are similar, in terms
thread T[NumThreads];
of number of threads and synchronization scheme.
void initThreads()
ut

 

int numParts = 200;
int numThreads = 8;
int numPercepts = 20;
Particles parts[numParts];
Points percept[numPercepts];
void doCorrect(int init, int end)
{
for(int i=init; i<end; i++)
update(parts[i], percept);
}
void correct()
{
thread T[NumThreads];
for(int i=0; i<NumThreads; i++)
{
int start = i*(numParts/numThreads);
int end = (i+1)*(numParts/numThreads);
T[i] = thread(doCorrect, start, end);
}
for(int i=0; i<NumThreads; i++)
T[i].join();
}

This approach is valid and it works properly. The drawback
is that we create and destroy 8 thread per phase in each
iteration of the algorithm. If the frequency is 10 Hz, we create
240 threads per second, 14400 threads per minute. Usually, in
a Unix system there is a maximum number of threads that
can run simultaneously, although this limit does not affect us
because it is always 8 in our case. The relevant limit in this
case is the maximum number of PIDs that it is conﬁgured the
system. In long operations, this limit is reached easily.
The most convenient approach in this case is to maintain a
pool of threads that are created at the beginning. These threads
wait to be request to start processing, and when they ﬁnish are
suspended until they return to be required. Still, we must be
careful because:
• It is no possible to abort a thread from a pool of threads.
• It is nos possible to determine when a thread in a pool
has ﬁnished.

{
for(int i=0; i<num_threads_;i++)
start_sems = semaphore(0);
end_sem=semaphore(0);
for(int i=0; i<NumThreads; i++)
{
int start = i*(numParts/numThreads);
int end = (i+1)*(numParts/numThreads);
T[i] = thread(doCorrect, start, end);
}
}
void doCorrect(int init, int end, int th_id)
{
while(true)
{
start_sems[th_id]->wait();
for(int i=init; i<end; i++)
updateProbs(parts[i], percept);
end_sem->post();
}
}
void correct()
{
for(int i=0; i<num_threads_; i++)
start_sems[i]->post();
for(int i=0; i<num_threads_;i++)
end_sem->wait();
}

In the previous source code shows that each thread T[i]
that is created to perform the correct phase has its own
semaphore, start_sems[i], initialized to 0. Threads are
created after initializing these semaphores. All of them run
the doCorrect() function. The id argument is used by
each thread in this function to identify its own semaphore
start_sem[id]. All the threads then are blocked in
each one’s semaphore. The main thread also have its own
semaphore, end_sem, initialized to 0, that is used to block it
while the other threads are processing their data.
When the main thread executes the correct function,
it wakes the other threads T[i] calling the post( ) of
each start_sems[i]. The main thread can not leave the
function correct() until each threads has completed its
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work, so call N times the operation wait() of end_sem.
When each thread T[i] ﬁnishes its work, it calls the post()
method of end_sem to notify to the main thread this ﬁnalization. The last thread T[i] in ﬁnishing makes the main thread
wakes up. Then, each thread T[i] blocks until next iteration.
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Fig. 6. Route carried out by the robot. Red line is the actual position and
the blue one is the position estimated by our algorithm.
Error in localization
3

X
Y
Theta

3

2.5

V. E XPERIMENTS

2.5

Error (meters)

2

2

1.5

1.5

1

1

0.5

0.5

0

0
50

Fig. 7.

100

150
Time (secs)

200

250

Error en la localización
Computation time

0.12

Join strategy
Pool strategy

0.11
0.1
0.09
Time (secs)

The self location method proposed in this paper has been
implemented to execute on board of two different robots: RB-1
and Kobuki. Both robots move by wheels, they have a laser and
RGBD (Asus Xtion) sensor. The robot RB-1 has a computer
on board Intel i7 with 8 cores and 8Gb of RAM. The Kobuki
robot has no onboard computer. In this case, we have equipped
with a laptop with similar features to the computer aboard the
RB-1.
First we will show the results of an experiment measuring
the validity of the localization algorithm. The aim of this
paper is not the reliability and robustness of algorithm but the
multithread strategies to implement it. Still, we will demonstrate that the implemented algorithm functioning properly.
Therefore, we will show an experiment conducted in the
environment of the RoCKiN competition, shown in Figure
5. In this experiment, the robot will follow a route from
the Hallway of the house to the Dinning Room, and then
to the bedroom. In total, the robot will travel 20 meters
in not autonomous mode (Figure 6). These accuracy results
are independent of the level of multithreading of the self
localization algorithm. The results show that this algorithm
is robust and accurate.
Once validated the algorithm, we will conduct an experiment designed to determine the improvement obtained using
a multithreaded approach. For this goal, we have implemented
the algorithm of self location with both the create/join scheme
as a pool of threads. Each scheme has been running for 1000
iterations, showing the average response time, shown in Figure
8. In this experiment we have established an amount of 1 to
16 threads in each phase of each iteration of the algorithm of
self localization.
In the case of a thread, the average response time per iteration are 113 ms, similar in both experiments. As increasing the
number of threads, the difference between the two strategies is

1

Error (rads)

Fig. 5.
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Fig. 8. Average response time both strategies and different number of threads.

increased due to the cost of creation and destruction of threads.
The response time increases as we decrease the number of
threads. The minimum is around 8 threads, since we are
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running this experiment on a CPU with 8 cores. Further thread
increase does not improve the response time, and it begins to
deteriorate in the case of the create/join strategy, due to the
cost of the threads creation/destruction. It is important to note
that we managed to reduce the response time from 113ms to
33ms. The let us to run the algorithm at 30 Mhz if necessary,
instead of the initial 9 Mhz.
VI. C ONCLUSIONS Y AND FUTURE WORK
In this paper we have presented a study of the impact
of using multi thread mechanisms to address a problem that
requires intensive computation, such as a location with RGBD
sensors. Naturally, the use of multi threading in multi core
CPUs reduces the response time of the algorithms. We have
shown how to improve the response time of the algorithm
when using as many threads as cores, becoming counterproductive if this amount is higher.
In addition, we measured the overhead produces by a
create/join thread scheme rather than the one based on a thread
pool scheme. In addition, we have shown how to synchronize
the threads of this pool of threads using semaphores. Using
this scheme, threads are waiting a signal to start processing.
At ﬁnalization, threads signal for continuing the execution of
the main thread.
We have described an algorithm based on self location
Monte Carlo algorithm, using an RGBD sensor. The use of
colored dots in the mapped space, and their use in novel self
localization. The disadvantage is that this algorithm requires
many computational resources. This paper presents the beneﬁts of addressing this problem throughout a multi threading
approach. This work has been tested in the last competition
ROCKIN 2015 in Lisbon, shown that it works properly and it
is able to keep the robot located with an acceptable response
time.
One of the future works is to apply GPU parallelization
techniques and compare the results with the results obtained
in this article. Still, we continue to believe that GPU programming requires a low-level programming and limits the use of
libraries have not a GPU version available.
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An Aerial Autonomous Robot for Complete
Coverage Outdoors
L.V. Campo, J.C. Corrales and A. Ledezma

Abstract—the aerial robots have become popular as
unmanned aerial vehicles for both research and commercial
applications. The most research projects develop new
functionalities on aerial robots to get autonomous movements
and to plan tasks in controlled and indoor environments.
However, the applications such as precision agriculture or
environmental monitoring require coverage outdoors of areas.
This paper proposes an air autonomous system for accurate
outdoor navigation, with the objective of supporting tasks as
risk detection and vegetation monitoring. The system uses AR
Drone quadcopter and the Robot Operative System (ROS) to
design a control architecture based on data fusion and path
planning algorithms to accomplish outdoor coverage tasks. The
results of the research describe the accurate of the positioning
methodin open environments and the validation of algorithms
based on graphs for aerial coverage.
Index Terms—Autonomous aerial robot, coverage planning,
aerial navigation, outdoors, quadcopter.
I.

INTRODUCTION

T

HE DEVELOPMENTof technology for precision
agriculture and environment control have importance
for all researches since they support the progress of food
production methods and the ecosystems preservation.The
technique used for continuous monitoring tasks is known as
remote sensing. Remote sensing usually obtains data from
remote sensors (cameras, sonar, and laser) to build a map of
the state of the objects or the phenomenon. Unmanned aerial
vehicles or satellites carry the sensors and perform a sweep
of the area to collect the information.
Although the technique is effective, the aerial robots in its
role of unmanned aerial vehicles can take the concept
beyond, as they are able to fly at low altitudes and reach
previously unimagined areas. Based on this, our research
aims to build an air system for autonomous navigation of
aerial robots in open environments, to collect information on
terrain and environment.
The aerial robots are considered as micro aerial vehicles
in the classification of the unmanned vehicles [1]. Their
weight does not exceed 2 kg, the flying height is between 60
and 300 meters, and the maximum range is five thousand
meters. They have the ability to take off vertically, simple
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mathematical-physical model (Euler model) and have easy
maneuverability compared to fixed-wing drones; which
depend on the dynamics of air and fuselage design to be in
the air. However, the aerial robots have some limitations in
outdoors as the limited flight time (maximal 20 minutes),
little payload capacity, and poor navigability in rough
environments.
In spite of the above, aerial robots have achieved
applications for agriculture and environmental control at a
time and cost lower than traditional technologies. As an
example, a research project deploys anaerial robot for
remote sensing of a vineyard in central Italy, with six rotors
Mikropkopter called VIPtero[2]. The aerial robot
operatesfor 10 minutes and carries a multi-spectral camera
to calculate manyvegetation indices. Another research with
digital images is the FlightCopter system [3]. The aerial
vehicle operates on crops of oats and peas on a farm north of
Hesse in Germany. The robot flies on 30 meters, in about 10
minutes. With the system,they calculate the normalized
vegetation differential index (NVDI) to relate soil biomass
throughout the farm.In the case of environmental control,
there are studies such as tracking animals in open fields
using radio tags, identified with a robot carries an
omnidirectional antenna to get the location of the
animals[4]. Others papers for monitoring water and air
pollution, using an aerial robot with biosensors to measure
the state of water and air on cities[5]. Similarly, a series of
research papers usethe aerial robots with chemicals sensors
for monitoring mountainous areas, natural parks, and
forests.
The most of the projects use software tools that provide
companies like Mission Planner [6]or development groups
as QgroundControl [7], which are based on a software
programmer of zigzag path to coverage tasks. The
programmer preloads waypoints without specifying the
positioning of robots in open environments or plan for
optimal coverage.
According to the previous review, ourresearch seeks to
improve the autonomous navigation ofan aerial robot type
multirotor, AR Drone[8], for coverage outdoors. The
development builds a hybrid control architecture over ROS,
in which the reactive layer manages the positioning of the
robot based on data fusion from the IMU and GPS, and
planning layer is responsible for coverage path planning for
an autonomous flying robot at outdoors.
The content of the document is as follows: section II
explores the related papers for contextualizing the proposal,
the section III describes the method for developing the
project, section IV details the results and respective
discussion and section V describes conclusions on the
project.
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II. RELATED WORK

The development of the proposal is based on twochallenges:
the first is the development of a method of navigation in
open environments and the second is a method for the
complete coverage planning. Below, the related work with
the topics:
A. Navigation Aerial Robots in Open Environments
The navigation methods may or not be geo-referenced
using global positioning receivers (GPS). Most researchers
without GPS have cameras and use techniques to navigate in
unknown environments such as SLAM (Simultaneous
Localization and Mapping). An example is a development of
navigation systems based on digital cameras facing forward,
using algorithms as Klein [9]or FastSLAM[10]. The system
processes the images captured with anaerial robot in a
ground station, and without external assistance covers an
area unreferenced[11]. Others authors use a stereo camera
front and a digital camera that looks down. They developthe
algorithms to estimate the pose, with the map as a graph and
estimating the speed of air from the vertical camera[12].The
failures with systems using cameras are the high cost of
resources and a radio communication powerful in the
implementation of positioningtechniques and accurate
mapping to cover large areas.
Theinvestigations with GPS receiver for navigation in
outdoor areas, avoidcameras because they involucrate less
flight time. These approaches integrate GPS data to the
odometry (estimation of the position and orientation) of the
robot during the navigation [13]. The most methods studies
on a linear transformation of coordinates and data fusion
algorithms
such
as
extended
Kalman
filter
(EKF)[14].Theydo not require complex processing and
allow a higher probability estimate in positioning the robot.
For this reason, researchersprefer the GPS-based positioning
for coordination tasks with several aerial robots outdoors
[15].
The AR Drone quadcopter has a navigation system based
on inertial movement unity (IMU), which is used in
outdoors or indoors indistinctly.Additional, it has cameras
and GPS receiver but does not implement a method for
outdoors navigation with them.The present projecthas
selected the GPS-based techniquesusing a data fusion
algorithm as the extended Kalman filter. The filteroptimizes
the navigation and the flight time to cover large areas
without assistance.
B. Planning Autonomous Flight in Open Environments
According to the air navigation system ofa robot, flight
planning can be local or global. Local planning takes the
perception of the world from sensors carried by the robot.
According to those, the robot decides how to proceed
further. In the local planning, previously defined points are
only the start and end position.
Algorithms for local mapping include obstacle detection
and limitstechniques, and based on them, the area is divided.
On divisions, the robot performs movements in zigzag on
subdivisions [16]. Most techniques to discover critical
points in the obstacles by sensors, assume a graph of
adjacencies to know the distribution of subdivisions.Other
studies do not map graphsbut use artificial intelligence

algorithms. One approach is the coverage with a swarm of
robots, which actsimilarly as fluids in an area [17]. In the
same way, there are works inspired by the behavior of a
neural network human or behavior of animals like ants [18],
[19].
On the side of the global planning, not only it is necessary
the starting and destination, but also a knowledge of the
environment to the flight plan (limits, size, obstacles,
georeferences). The algorithms usually divide the coverage
area in regular forms (squares or triangles) or irregular
sections delimited by obstacles in the area.
There are algorithms by trapezoids [20] or no uniform
polygons throughout the area [21]. The coverage of each
subdivision is a type zigzag route to complete the full
coverage area. It is different with algorithms based on
regular forms, called cells. Each subdivision indicates a
waypoint over the coverage area.Thus, the algorithms do not
increase complexity to divide the area, but seeks the best
path through each free and not visitedpoint. The algorithms
usea graph to map each cell as a node. For example, the
algorithm wave front or distance transform assigns a value
of zero to the end node and then expands a wave front in its
four neighboring nodes [22]. Another algorithm builds a
minimum spanning tree, covering most free nodes in the
area. Then a path follows a spiral with the starting node and
the final node in the same position [23].To close the review,
one of the most known for the task of coverage is the D*
algorithm. It optimizes the A* algorithm to display a route
based on the shortest distance [24].
Our research selected the global planning for applications
in open and natural environments. The reason is the high
cost of processing involved with the camerabasedtechniques. In addition, the techniquesbased on
cameras or lasers do not ensure complete coverage and the
study areas are usually small. The global planning is
opportune because the coverage in agriculture or natural
environmentis for large areas and if the information is
incomplete, itcannot build a reliable map.

III. METHOD
A. AR Drone 2.0 and ROS
AR Drone is the aerial robot selected to research work.
The reason is its stability in outdoors, sensor sensitivity, and
the software development kit. AR Drone uses inertial
motion unit, magnetometers, sonar, barometer and cameras,
to calculate the position, orientation and speed, with a high
margin of accuracy even in aggressive maneuvers.
The flight control robot can be manual, using a mobile
application, or programmed on software,using a GPS called
FlightRecorder. In our proposal ROS is the software
platform for programming the control of AR Drone, since it
is a direct interface between simulated environment and real
environment. For AR Drone,ROS developers have created a
package called ardrone_autonomy, which contains the robot
controller, model with sensors, and codes fornavigation. The
present project is based on odometry, altitude and GPS
receiver messages from ardrone_autonomy to build the
telemetry of the quad copter and the coverage path by
georeferenced waypoints.
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B. Architectuure
The Fig.1 shoows the architecture to devvelop the propposal.
It hasin three layers, conssidering a hyybrid architeccture:
reeaction layer, planning
p
layerr and action laayer.
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Pred
diction Step: It projects thee estimated staate and the errror
covaariance in thhe elapsed tim
me. Equation
ns (3) and (4)
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h is projected by
d by the noise
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Fig.1ROS arcchitecture projject
Reactive layeer takes data transmission from sensors AR
Drone, specificcally IMU andd GPS to estiimate the possition,
d
fusion module.
m
The reesults
orrientation, andd speedby a data
off module chaangewith the environment.
e
The next layyer is
thhe planning; it is responnsible for prredefining agglobal
cooverage pathw
with the mapp. When the above layerrs are
prrocessed, thenn the active layer managges the locall and
gllobal movemeents of the roobot. In the active
a
layer is
i the
auutopilot whoo manages the actuatoors (motors) for
peerforming the controller ordders.
C. Estimatedd Positioning
To achieve precision
p
in thhe navigation of air robot;; data
fuusion techniqques are appplied as in architecture. Our
appproaches seleected the Exttended Kalmaan Filter to coorrect
annd predict thee position annd velocity off the robot inn 3D
(66DOF: x, y, z,
z roll, pitch, yaw)
y
space because
b
it is robust
r
foor dynamic sysstems as openn environmentt [25].
To estimate thhe positioningg with EKF, thhe project moddifies
thhe ROS packagge called ethzzasl_sensor_fuusion. The filtterhas
tw
wo phases: the
t
first phaase combiness IMU data and
oddometryto gennerate an estim
mated positioon. In additionn, the
seecond phase takes the esttimated posittion and the GPS
reeceiver data (longitude and
a
latitude),, for determ
minate
poosition and veelocity in outddoors.
Ph
hase 1: EKF with IMU, alltitude and od
dometry.
Thhe nonlinear dynamical
d
sysstem is like (1)):
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Where xk is thee state of the robot
W
r
(3D pose, 3D orientaation,
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Rn is a functioon of
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diistributed. Estimated state iss (2):
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t
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F
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r
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d estimated odometry
o
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t
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T
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m
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M position and
a
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F
EKF
F of phase 2,, xk is the state of the robot
r
(estimatted
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metry, longituude, and latituude) in a tim
me k, the rest of
stepss are similar too phase 1
D. Coverage Planning
P
To
o plan a coverrage in open and natural environments
e
is
requ
uired the param
meters as the area, as limitss, obstacles, and
a
dimeensions. Accoording to thee architecturee, the planniing
process begins wiith the characcterization cov
verage area and
a
theirr respective georeferencingg, this processs is executed by
QG is
i tool. With the
t detection oofdimensions and obstacless, a
map in grayscalee is generatedd. The tool is the OpenC
CV
o Qt plugin R
ROS.
libraary, which is on
Th
he next step is to decomposee the area with
h uniform gridds,
whicch are represented as ann adjacent graph
g
includiing
obstaacles and freee nodes. Then,, a coverage sttrategy takes the
t
map in graphs andd find an optim
mal path. Seleected algorithm
ms
uristic algorithhm
to determine the optimal pathh are the heu
based on Dijkstraa[26], the disttance transforrm coverage[227]
and the coveragge in spirals[28]. Each implements a
back
ktracking technnique to ensurre the visit all free nodes. The
T
back
ktracking strattegy takes the list of visited
d nodes storedd in
the route
r
and revissitfor searchinng free neighb
bors.
Th
he description of each algoriithm below:
Heuristics Coverrage:
Set Start
S
Node to Cuurrent Node
Set all Nodes to Nott Visited
Loop
p
Fiind unvisited Neeighboring nodde with smallestt distance
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If No Neighbor Node found then
Mark as Visited and start Backtracking
If with Backtracking No Neighbor Node found then
Stop at Goal
Else
Mark as Current Node
IfNeighboring Node distance>= Current Node distance then
Mark as Visited and Stop at Goal
Set Current Node to Neighboring Node
Loop End

Distance Transform Coverage:

the aerial robot, only with odometry from manufacturers.
The path shows an unstable behavior with significant drifts
during the flight. Some positions of the path have duplicate
values and scattered by the sampling frequency. The Fig.3
shows the 2D positioning of the rectangular trajectory with
the first EKF implemented. The trajectory shows a
significant correction of the basic odometry, with more
stable sections and smoother turns. The final phase with
EKF is presented in the Fig.4. In the graphic,the 3D closed
path is the result of a combination of filtered odometry but
in UTM space con altitude from the barometer.

Set Goal Node to Current Node
Set all Nodes to Not Visited
Loop
Find unvisited Neighboring node with highest DT value
If No Neighbor Node found then
Mark as Visited and Start Backtracking
If with Backtracking No Neighbor Node found then
Stop at Start
Else
Mark as Current Node
If Neighboring Node DT value<= Current Node DT value then
Mark as Visited and Stop at Start
Set Current Node to Neighboring Node
Loop End

Spiral Coverage:
Set Start Node to Current Node
Set all Nodes to Not Visited
Loop
Find unvisited Neighboring Front Node.
If No Neighbour Node found, then
Find unvisited Neighboring Lateral Node and change
orientation robot.
If No Neighbour Node found then
Mark as Visited and start Backtracking
If with Backtracking No Neighbor Node found then
Stop at Goal
Else
Mark as Current Node
Set Current Node to Neighboring Node
Loop End

Implementation of global planning module includes topics,
services and messages available by the ROS
ardrone_autonomy package, as ardrone/setgpstarget and
ardrone/setautoflight. The visualization and calculation of
paths by algorithms is performed on a Qt plugin ROS.

Fig.2 Basic Odometry

Fig.3 Filtered Odometry

IV. RESULTS AND DISCUSSION
The place for testing is in the city of Popayan,
Colombia(2.459167N, -76.600278W), which is a tropical
area, mountainous, with an average temperature of 19.0 °C,
78% of average humidity, 1760 meters above the sea and
wind speed about 5.4 kilometers per hour. Flights take place
during the day and in uncongested areas by people or
animals.
A loop path is an experiment to evaluate the positioning
accuracy estimated by the extended Kalman filter
implemented in the reactive layer. The graphics of the Fig.2,
Fig.3 and Fig.4, show the tests. The closed path is initially
programmed with straight roads that follow a rectangle of
3.5 meters by 6.8 meters. The Fig.2 shows the real pathof

Fig.4 GPS Odometry

CAMPO ET AL.: AN AERIAL AUTONOMOUS ROBOT FOR COMPLETE COVERAGE OUTDOORS
Table I present the absolute error for each process with
basic odometry, filtered odometry,and combining GPS and
odometry filtered.

135

with increased power consumption. The algorithm has the
disadvantage that goal position will always be far from the
end position, which is not appropriate in extensive areas.

TABLE I
ACCURACY OF ESTIMATED POSITION IN OUTDOORS
ENVIRONMENT

Odometry
Basic
Filtered
GPS filtered

Average position
error (x, y) m
±10, ±11
±7, ±9
±3, ±4

According to the results of the figures and Table I is
visible an improvement in basic odometry close to 25% with
the Kalman filter with IMU, altitude and odometry; and
about 40% with the GPS odometry implemented. The main
drawbacks to implementing of the filter is the ability of the
receiver and dependence on the sensors with relief
conditions for calculating altitude. The above results have
amargin optimal margin compared to the dimensions of the
area and the inaccuracy of the basic odometry for air
navigation in open environments.
The following results show the layer planning of
architecture. In this section, the three evaluated algorithms
conclude with a mission that includes optimal coverage path
to manage energy resources, visit all cells and maintain the
functionality of the air robot. TheFig.5, Fig. 6, Fig. 7, Fig. 8
and Fig.9 represent the programmed path algorithms. In the
figures, the red points are start positions and the green points
are the goal positions. Each graphic presents a black route,
which is the result of applying the process described in
Coverage Planning section, and a gray route to the real
path.The squarecell size (the subdivision of the area)
selected for the three algorithms is 5.2 meterswith a flying
height set at 80 meters.
The next figures exhibit thefirst experiments of the
coverage algorithmsin ROS platform. They launch a series
of waypoints evenly distributed, which are transformed to
UTM coordinates. In the coverage close to buildings, the
robot undergoes major drifts; it may be interference
communication channels and local winds. Inlots, the robot
attempt is lower.

Fig.6 Distance transformed algorithm on area without
obstacles
The Fig. 6 is an example of path generated from heuristic
and distance transform algorithm. The figure shows a zigzag
path type, and except for the built-up area, the turns and
straight paths of robot follow the benchmarks.
The Fig.7 and Fig. 8 shows coverage paths from heuristic
and distance transform algorithm for areas with obstacles. In
they, there is an average of 10 nodes revisited, which are the
result of the process of backtracking. Although the route is
accurate for both algorithms, the main differences are
dependent on the intensity and direction of the wind.

Fig.7Heuristics algorithm on area with simulated obstacles

Fig.5 Spiral algorithm on area without obstacles
The Fig.5 and Fig.9 describes a defined path from Spiral
Coverage, the real path tends to follow the spiral, however
when obstacles are added, the turns are very pronounced,
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Fig.8 Distance transformed algorithm on area with
simulated obstacles

tasks without fear of bad energy expenditure for flightsin the
sense of the wind, or loss the robot.
V. CONCLUSION

Fig.9 Spiral algorithm on area with simulated obstacles
The evaluation metrics for algorithms coverage planning
are set out in Table II. The results show that the heuristic
algorithm has greater coverage, but the algorithm is set up
with a neighborly eight, possibly with access to the most of
the free nodes. Conversely, the algorithm spiral has the
lowest percentage of coverage; however, it has fewer turns
and better manage energy resources with less flight time.
The results of Table II are collecting several tests at
different locations; however, in each test the algorithms
have the same position of free nodes.
The above figures only show one of the areas studied by
this project, and in this particular case the spectrum of the
buildings is matched with the simulated obstacles for
calculating waypoints do not consider that area.
TABLE II
COMPARISON OF THREE ALGORITHMS IMPLEMENTED

Algorithm
Heuristic
Distance Transform
Spiral

Free Nodes
Visited (%)
90
85
70

Flight Time
(min)
10,2
9,8
9,4

As mentioned above, the performance of the robot in
performing the programmed route is variable. This is due to
factors such as the wind. Depending on the intensity and
direction of the wind, the aerial robot can take less or more
time in a path in the same area. As complementaryresearch
to power management with coverage algorithms, we
performed tests of the effects of the wind direction on the
coverage paths. Table III shows the results for a path
generated from spiral coverage algorithm.
TABLE III
WIND DIRECTION AND FLIGHT TIME

Robot Orientation to
the wind
Against
In sense
Cross

Flight Time (min)
11,2
>12 (with drift)
9,5

Table II is an experimental precedent, which states that
paths with the robot orientation initial cross wind, it
ispossible to maintain the power of the robot and complete

The development of the research project takes origin in
the need to create a solution with MAV low-cost technology
for applications in natural and open environments, such as
precision agriculture and environmental monitoring. To
achieve the aim, a system based on AR Drone, a low cost
micro aerial vehicleis built. The method selected integrates
and optimizethe sensor information, for completing accurate
coverage paths. The proposal evaluates three algorithms
based on square grids decomposition. However, the
selection of a unique algorithm for coverageis not declared,
since it requires testing of different scenarios.
The results present the advantages and limitations of
ourautonomous systemfor aerial coverage outdoors. In
addition to precision movements programmed, the system
creates strategies for energy management with
coveragealgorithms from roboticsand considerations of the
effect of the wind on outdoor navigation. These features
make the difference with software tools found for land
planning since they allow the construction of specific
aircraft systems for environments such as agriculture and
environmental control, where there arephysical phenomena
changing and the accuracy of the information collected is
important.
The further project seeks validation of architecture
designed with other tests, to ensure portability and
efficiency of the robot in environments such as crops or
wooded areas. In addition, the authors work in the
implementation of the proposed architecture on an open
sourcerobot, with which it is expected to have more flight
time and validate algorithms navigation, since the design of
AR Drone limit the project to a basic prototype.
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Generation and control of locomotion patterns for
biped robots by using central pattern generators
Julián Cristiano, Domènec Puig and Miguel Angel Garcı́a

Abstract—This paper presents an efﬁcient closed-loop locomotion control system for biped robots that operates in the joint
space. The robot’s joints are directly driven through control
signals generated by a central pattern generator (CPG) network.
A genetic algorithm is applied in order to ﬁnd out an optimal
combination of internal parameters of the CPG given a desired
walking speed in straight line. Feedback signals generated by
the robot’s inertial and force sensors are directly fed into the
CPG in order to automatically adjust the locomotion pattern
over uneven terrain and to deal with external perturbations in
real time. Omnidirectional motion is achieved by controlling the
pelvis motion. The performance of the proposed control system
has been assessed through simulation experiments on a NAO
humanoid robot.
Index Terms—Adaptive control, biologically inspired control,
central pattern generators, CPGs, Matsuoka’s oscillator.

I. I NTRODUCTION
During the last decades, biped locomotion has basically
been tackled as an inverse kinematic problem, aiming to generate a dynamic locomotion pattern by calculating trajectories
for the robot arms and legs in the robot’s Cartesian space
under the constraint that the robot walks while keeping its
dynamical balance. This is a valid solution widely used in
humanoid robots. However, animals and humans do not need
to compute any Cartesian space trajectory nor require precise
models of their body or the environment, since their complex
nervous system is able to automatically learn motion patterns
by controlling extensor and ﬂexor movements and then adapt
them according to internal changes or external environmental
conditions.
Many studies show the presence of specialized networks
of neurons able to generate the rhythmic patterns in animals
and humans, such as walking, running and swimming. These
networks are called central pattern generators (CPGs). The
term central indicates that sensory feedback is not necessary
for the generation of rhythmic signals. CPGs are modelled as
networks of neurons capable of generating stable and periodic
signals controlled through a set of constant parameters. In the
case of vertebrates, these networks are located in the central
nervous system within the spinal cord. The output signals from
these CPGs are sent to the muscles through the peripheral
nervous system. High-level commands are sent to the different
CPGs by the brain through the spinal cord. These commands
do not generate the periodic signal by themselves, since the
Julián Cristiano and Domènec Puig are with Rovira i Virgili University.
E-mail: julian11495@yahoo.com
Miguel Angel Garcı́a is with Autonomous University of Madrid.

oscillation is autonomously generated within the CPG in the
spinal cord.
Currently, many works about CPG-based locomotion control of legged robots and other types of robots have been
proposed ([1], [2]). The CPG networks have mainly been
used for controlling the robot gait in the robot’s task-space
or in the robot’s joint-space. Biped locomotion is a complex
problem since it involves the inherent instability of humanoid
robots. Therefore, it is important to develop an appropriate
control scheme capable of generating stable motions, and
CPGs have shown to be an appropriate model for solving
this problem adequately. Thus, the robotics community has
shown an increasing interest in locomotor central pattern
generators since these networks are able to generate complex
high-dimensional signals for controlling coordinated periodic
movements with simple input signals.
Within the task-space approach, a CPG network that generates the stepping and propulsive motion for locomotion control
of a biped robot was proposed in [3]. The feedback pathways for propulsive motion were obtained through a gradient
method, by using the pelvis angular velocity in the sagittal
and coronal planes as inputs in order to generate a feedback
signal that controls the trajectory of the legs in the walking
direction. However, only results on ﬂat terrain were reported.
Alternatively, a control system that generates the motion of
a biped robot in the task-space by using nonlinear oscillators
was presented in [4]. These movements are modulated through
the signals provided by touch sensors. Later in [ 5], the same
authors extended their previous work in order to control the
turning behaviour of the biped robot. In [ 6], a method was
proposed to generate a walking pattern and stabilize it based on
coupled oscillators without real time computation of the zero
moment point (ZMP). In [7], a CPG is utilized to describe
and modulate the trajectory of the robot’s center of gravity
and, as a result, the trajectories of its limbs in the workspace.
Experiments show that the robot is able to walk on both ﬂat
and inclined terrain with slopes of +/-10 degrees. In [ 8], a
pattern generator system for biped locomotion based on CPG
networks is proposed. The system operates in the task-space.
The authors claim that the robot can walk on ﬂat and inclined
terrain with slopes of +/- 7 degrees.
Regarding the joint-space approach, a CPG implemented
with coupled nonlinear oscillators was proposed in [ 9] in order
to control the biped locomotion of a humanoid robot. The
system is able to learn an arbitrary signal in a supervised
framework. It can modulate some parameters and allows
the introduction of feedback signals provided by the robot’s
sensors. However, well deﬁned locomotion patterns must be
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Fig. 1.

CPG network of 4 neurons as proposed in [15].
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deﬁned in advance.
In [10], the signals for the robot’s joints are generated by
using coupled oscillator models based on sensory information
about the location of the center of pressure and its velocity.
However, results on ﬂat terrain were only reported.
In turn, a feedback mechanism for phase regulation by using
load sensory information was proposed in [ 11]. The signals for
the motors are speciﬁed in the joint-space through mathematical formulations that deﬁne the angular displacement, with
the parameters that characterize the system’s behaviour being
hand-tuned. Later [12], the same authors proposed a multiobjective staged evolutionary algorithm in order to ﬁnd out
the parameters that characterize the open-loop behaviour of
the system. However, due to the reduced number of individuals
used by the genetic algorithm and that a hand-tuned gait was
included as an individual in a random initial population, thus
biasing the ﬁnal convergence, there is no guarantee that the
algorithm ends up exploring the whole search space and, as a
result, that it ﬁnds out all feasible solutions. In addition, the
control system was only tested on ﬂat and sloped terrain with
a maximum ascending slope of 4 degrees and a maximum
descending slope of 2.5 degrees.
In [13], a control scheme for qualitative adaptive reward
learning with success failure maps applied to humanoid robot
walking was proposed. However, that technique does not
ensure a stable interaction with the ﬂoor, since the robot tends
to drag its feet when walking, which is likely to lead to falls
on uneven terrain. The authors present results with the NAO
walking on slopes of +/-10 degrees.
Table I summarizes the most representative control schemes
for locomotion control of biped robots that have successfully
been tested on small-size humanoid robots. The proposed
technique belongs to the joint-space category, as the CPG
output signals directly drive the angular position of the robot’s
joints, and yields results comparable to those reported in [ 7]
in terms of walking speeds and types of terrain, although the
latter is a task-space approach that requires solving the inverse
kinematics, thus limiting the response time to unexpected
events, which may end up compromising the robot’s safety.
The proposed CPG guarantees that the open-loop control system generates a locomotion pattern that correctly interacts with
the ﬂoor. In addition, it allows a straightforward modulation
of the locomotion patterns through sensory feedback in order
to cope with uneven terrain and transitions between different
types of ground, and eases the introduction of additional
feedback controllers to deal with external perturbations.
This paper is organized as follows. Section II describes
the control system. Experimental results are presented and
discussed in Section III. Finally, conclusions and future work
are given in Section IV.
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Fig. 2.

Output signals of the 4-neuron CPG network.

the locomotion performance with different combinations of
parameters through dynamics simulations [14]. Some feedback
strategies are presented in order to continuously walk on various types of terrains and to deal with external perturbations.
A. CPG network and neuron’s model
The CPG utilized in this work is based on a network of
4 interconnected neurons with mutual inhibition previously
proposed by Matsuoka [15]. The topology of that CPG is
shown in Fig. 1. That network has been chosen as it generates
oscillatory output signals in phase, anti-phase and with phase
differences of π2 and 3π
2 radians. These phase differences are
sufﬁcient to control the robot’s movement directly in the joint
space, as shown in [10]. In the present work, however, that
network directly drives the robot’s joints instead of the phase
oscillators used in [10]. The interconnection weights between
the neurons of that CPG, which have been set according to
[3], are shown in Table II. Figure 2 shows the output signal
of each neuron of the CPG network.
The CPG’s neurons are deﬁned according to the well-known
Matsuoka’s neuron model:
−ui −

N


wij yj − βvi + ue + fi

II. CPG- BASED CONTROL SYSTEM

τ u̇i

This section describes a CPG network and the associated
methodology to automatically estimate the conﬁguration parameters of the system in order to generate well-characterized
locomotion patterns in straight line. The locomotion pattern is
automatically obtained with a genetic algorithm by evaluating

τ  v̇i

=

−vi + yi

yi

=

max(0, ui ),

=

(1)

j=1

(2)
i = 1, ..., N

The external input u e affects the amplitude of the neuron’s
output signal. The frequency of the output signal is determined
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TABLE I
CPG- BASED LOCOMOTION CONTROL SYSTEMS TESTED ON
Authors
S. Aoi
et al. [4]
J. Morimoto
et al. [10]
V. Matos
et al. [11]

Pattern generator
Coupled oscillators
(task space)
Coupled oscillators
(joint space)
Coupled oscillators
(joint space)

Feedback strategies
Phase resetting
through the impact instant
COM used for modulation
of phase resetting
Phase regulation

C. Liu
et al. [7]

CPG-task space control
(task space)

Modulation of
the COM trajectory

J. Nassour
et al. [13]

Neurobiological-inspired
learning algorithm
(joint space)
CPG-task space control
(task space)

Inertial sensor used
to adjust the center of
oscillation of ankle joints
Posture controller

CPG-joint space control
(joint space)

Posture controller
Stepping controller
Stride length controller
Phase resetting controller

K. Song
[8]
Proposed approach
J. Cristiano
et al.

TABLE II
CPG’ S INTERCONNECTION WEIGHTS
w1,1
w2,1
w3,1
w4,1

0.0
0.5
2
0.0

0.0
0.0
0.5
2

w1,2
w2,2
w3,2
w4,2

w1,3
w2,3
w3,3
w4,3

2
0.0
0.0
0.5

w1,4
w2,4
w3,4
w4,4

=

τo Kf

τ

=

τo Kf ,

SMALL SIZE HUMANOID ROBOTS

Tested terrain
Flat terrain

Employed robot
HOAP-1

Flat terrain
Maximum obstacle height of 3.5mm
Flat terrain
Maximum ascending slope of 4 degrees
Maximum descending slope of 2.5 degrees
Flat terrain
Maximum ascending slope of 10 degrees
Maximum descending slope of 10 degrees
Flat terrain
Maximum ascending slope of 10 degrees
Maximum descending slope of 10 degrees
Flat terrain
Maximum ascending slope of 7 degrees
Maximum descending slope of 7 degrees
Flat terrain
Maximum ascending slope of 10 degrees
Maximum descending slope of 10 degrees

Qrio
Darwin
Nao
Nao
Nao
Nao

TABLE III
I NTERNAL PARAMETERS FOR EACH NEURON
0.5
2
0.0
0.0

by the time constants τ and τ  . The set of parameters must
satisfy some requirements in order to yield stable oscillations
([15], [16]). Term f i is a feedback variable that can be used
to control the output amplitude and to synchronize the output
signals with a periodic input signal. Parameter w ij represents
the bidirectional interconnection weight between two neurons.
Those inteconnection weights determine the phase difference
among the output signals generated by the CPG. When a
network of neurons is set, they all oscillate together according
to their internal parameters and the network interconnections,
converging to speciﬁc patterns and limit cycles. Variable N
represents the number of neurons that constitute the CPG
(N = 4 in this work).
Parameter Kf has been introduced as proposed in [17] in
order to modulate the frequency of the output signal. The time
constants in (1) and (2) are thus reformulated as:
τ
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where τo and τo are the original time constants.
The internal parameters that determine the behaviour of
each neuron are summarized in table III. The CPG generates
stable oscillations provided those parameters satisfy some
requirements ([15], [16]).
In this work, the proposed control system has been tested
on the NAO platform [18], which is a small size humanoid
robot with 21 degrees of freedom, 56 cm tall and weighting
4.8 Kg. Notwithstanding, the same control system can easily
be adapted to other humanoid robots with a similar kinematic
structure.

Parameter
τo
τo
β

Value
0.2800
0.4977
2.5000

Parameter
ue
fi

Value
0.4111
0

The locomotion control of humanoid robots in the joint
space must control the pitch and roll motion of the different
robot’s joints from the output signals generated by the CPG.
In this work, the controllers proposed in [ 10] have been used
to determine the angle in radians of the following joints of the
NAO robot:
RHipP itch =

bias1 + a(−ξ(y1 − y3 ) + (y2 − y4 ))

LHipP itch =
LKneeP itch =

bias1 + a(ξ(y1 − y3 ) − (y2 − y4 ))
bias2 + b(y2 − y4 )

RKneeP itch =
RAnkleP itch =

bias2 + b(y4 − y2 )
bias3 + c(ξ(y1 − y3 ) + (y2 − y4 ))

LAnkleP itch =

bias3 + c(−ξ(y1 − y3 ) − (y2 − y4 ))

RHipRoll =
LHipRoll =

d(y2 − y4 )
d(y2 − y4 )

LAnkleRoll =
RAnkleRoll =

e(y4 − y2 )
e(y4 − y2 )

RShouldP itch =
LShouldP itch =

bias4 + f (y1 − y3 )
bias4 − f (y1 − y3 )

(3)

Those controllers depend on 10 internal parameters: 4 biases
(bias1, ..., bias4) and 6 gains (a, b, c, d, e, f ). Parameter ξ
controls the stride length. Both the latter and the locomotion
frequency, which is controlled through the value of K f , determine the robot’s walking velocity. By taking into account the
relationship between locomotion frequency and stride length
in the human gait, which has been studied in [19], table IV
shows the pairs (Kf , ξ) that have experimentally been chosen
in this work for 5 reference velocities of the NAO robot. The

142

PROCEEDINGS OF THE WAF2016, JUNE 2016

remaining joints have experimentally been set to the constant
values shown in table V in order to yield a stable upright
position.
TABLE IV
PARAMETERS RELATED TO LOCOMOTION FREQUENCY AND STRIDE
LENGTH FOR SOME VELOCITIES IN ACCORDANCE WITH HUMAN GAIT
Velocity [cm/s]
Kf
ξ

1
1.0010
1.1318

3
0.8546
1.3445

5
0.7410
1.5760

7
0.6583
1.8262

9
0.6046
2.0950

B. Estimation of CPG parameters through evolutionary computation
The genetic algorithm (GA) proposed in [ 20] has been
applied in order to estimate the best combination of all internal
parameters of the locomotion controllers speciﬁed in the previous section. In the present work, the input parameter of the
GA is the required velocity in straight line. The chromosome
structure is composed of 10 traits associated with the respective gains and biases that constitute the internal parameters of
the locomotion controllers: (a, b, c, d, e, f ) and (bias1, bias2,
bias3, bias4). Table VI shows the allowed intervals for those
parameters, which constitute the GA’s search space. Those
limits were experimentally delimited by taking into account
the range of variation of the optimum solutions found by the
GA after an extensive set of executions.
The GA’s ﬁtness function evaluates each individual of the
current population at the end of a constant simulation period
(30 seconds in this work) in which the robot is allowed to walk
using the Webots real-time simulator. In particular, the ﬁtness
function that is maximized in order to sort out the individuals
evaluated by the GA in each generation is the average of
four terms. The ﬁrst term applies a Gaussian function to the
difference between the required velocity in straight line and
the velocity reached at the end of the simulation period for
the evaluated individual. The second term applies a Gaussian
function to the difference between the distance that the robot
should travel in straight line at the required velocity at the
end of the simulation period and the ﬁnal distance traveled by
the evaluated individual. That term is maximized if the robot
follows a straight path during the whole simulation period. The
third term corresponds to the deviation distance with respect
to the straight-line path at the end of the simulation period.
That deviation is negated in order to be maximized. This term
is maximized when the robot reaches the desired destination
along the straight path at the end of the simulation period. The
fourth term is the percentage of time within the simulation
period that the robot’s ZMP stability margin is above a given
threshold. That term is maximized when the robot’s stability is
optimal during the various motion stages (both single-support
and double-support modes).
In order to obtain acceptable locomotion patterns, two
restrictions were imposed to the solutions yielded by the
GA. The ﬁrst restriction prevents solutions with large torso
inclinations. In particular, solutions with a torso inclination
above 16 degrees were rejected in this work. With lower

TABLE V
NAO’ S JOINTS WITH CONSTANT ANGLES
Joint name
HeadP itch
HeadY aw
RShouldRoll
RElbowY aw
RElbowRoll

Angle (rad)
0
0
-0.23
1.61
0.5

Joint name
LShouldRoll
LElbowY aw
LElbowRoll
HipY awP itch

Angle (rad)
0.23
-1.61
-0.5
0

TABLE VI
G ENETIC ALGORITHM SEARCH SPACE
CPG
parameters
a
b
c
d
e

Parameter
range
0.1 to 0.5
0.4 to 0.9
0.1 to 0.5
0.95 to 2.15
0.95 to 2.15

CPG
parameters
f
bias1
bias2
bias3
bias4

Parameter
range
0 to 2
-1.7 to 0.5
0.5 to 2
-1 to -0.2
1.35 to 1.43

thresholds, the GA hardly found valid solutions, whereas
higher thresholds led to unnatural bent postures while walking.
The second restriction is associated with the ground clearance.
Speciﬁcally, it is required that the swing foot be parallel to the
ﬂoor and with the sole’s height higher than 1 cm for the swing
leg most of the time. That guarantees a correct interaction
between the robot and the ﬂoor, as well as the avoidance of
small obstacles.
C. Feedback strategies
Some feedback pathways have been introduced in the CPG
described above in order to adjust the locomotion pattern in
real time.
1) Posture controller: The posture controller keeps the
robot’s trunk in an upright position by using information
provided by the robot’s gyrometer and accelerometer. The
trunk inclination in the sagittal plane can be controlled by
changing the value of parameter bias1 in (3). This parameter
is set proportionally to the difference between the reference
inclination θ and the current trunk inclination estimated from
the sensors, θ̂, as well as to the derivative of that difference,
both in radians:
d(θ − θ̂)
,
dt
where bias10 is the original bias1 parameter.
2) Stepping controller: It regulates the interaction between
the robot’s feet and the ground by synchronizing the output
signals generated by the CPG with the real time interaction
between the robot and the ﬂoor by using the measures provided
by the force sensors located in the robot’s feet soles. Such
synchronization is performed by taking advantage of the
entrainment property of neural oscillators. Thus, the frequency
of the generated locomotion pattern is adjusted according to
the current interaction between the feet soles and the ﬂoor.
This allows the control system to compensate for both external
perturbations and mismatches related to the robot’s mechanical
parts. Furthermore, if the stride length is set to zero, this
controller guarantees the correct stepping.
bias1 = bias10 + k1 (θ − θ̂) + k2
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Let Lf , Lb , Ll and Lr be the force measures corresponding
to the four force sensors located at the front, back, left and
right positions of the left foot, respectively. Likewise, let R f ,
Rb , Rl and Rr be the corresponding force measures for the
right foot. The stepping controller is deﬁned as:
FL = Lf + Lb + Ll + Lr
FR = Rf + Rb + Rl + Rr
f1 = f2 = k3 (−FL + FR )
f3 = f4 = −f1 ,
where f1 , f2 , f3 and f4 are the feedback inputs corresponding
to the respective 4 neurons of the CPG (1).
3) Stride length controller: It modulates the stride length ξ
by taking into account the stability margin along the sagittal
plane, μX , which is measured in centimetres. The goal is
to lower the stride length whenever the stability margin is
reduced in order to recover stability. The stride length is
redeﬁned as:

k4 μX , μX <= κ
ξ=
μX > κ,
ξ0 ,
where κ is a threshold that has experimentally been set to 3
cm and ξ0 is the original stride length.
D. Omnidirectional controller
In real applications, it is necessary that the robot explores its
workspace by changing its walking direction at any moment.
In particular, a joint located in the robot’s pelvis is used to
control the walking direction in order to describe a circular
motion in either the clockwise or counterclockwise directions.
That joint in the NAO is referred to as HipY awP itch.
The following controller is utilized to determine its angle in
radians:
HipY awP itch = k5 (y1 − y3 ),
where y1 and y3 are the corresponding CPG’s output signals
and k5 is a variable whose magnitude is inversely proportional
to the curvature radius and whose sign determines whether
the direction of circular motion is clockwise (negative sign)
or counterclockwise (positive sign).
E. Phase resetting controller
Phase resetting is a fast and simple feedback strategy that
has also been used to change the phase of the locomotion
pattern generated by the control system in order to recover the
robot’s balance whenever an external perturbation is applied to
the robot’s body. This effective feedback strategy is suitable
for humanoid robots with reduced computational capability
since it does not require a complex processing of data.
The closed-loop system for locomotion control of biped
robots with phase resetting must detect the external force
applied to the robot’s body through the fast analysis and
tracking of the measures provided by the robot’s sensors. Once
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the external perturbation is detected by the system, it must
react by activating the phase resetting mechanism in order to
quickly recover balance.
This controller synchronizes the neurons’ output signals in
order to modify the current phase of the locomotion pattern
generated by the system to a desired phase given an external
event or stimulus, such as an external force applied to the
robot’s body. The aim of this mechanism is the generation
of a force in the direction opposite to the one of the force
generated by the external perturbation by changing the phase
of the current locomotion pattern in order to guarantee the fast
recovery of balance.
The information provided by the 3-axis accelerometer is
used to detect the instant at which the external force is applied
to the robot’s body and also to estimate the magnitude and
direction of the external force applied to the robot’s body.
According to the current phase of the generated locomotion
pattern and the external force applied to the robot, the phase
resetting controller must react by changing the current phase of
the locomotion pattern to another phase that allows the robot
to recover its balance. The phase change is effective after Δt
seconds.
III. E XPERIMENTAL RESULTS
The proposed locomotion control system has been tested on
a NAO biped robot in simulation on the Webots simulator. For
determining the gains and biases of the locomotion controllers
for any given velocity, the GA interacts with the Webots simulator in order to evaluate the different individuals belonging to
every generation. A total of 12,000 individuals were evaluated
for every generation in order to cover a wide range of possible
solutions within the search space. Each individual requires the
simulation of the robot while walking in straight line during
the evaluation period, which was set to 30 seconds in this
work.
The proposed system has been evaluated upon 5 reference
velocities: 1, 3, 5, 7 and 9 cm/s, which span the same speed
range as tested in [11]. For each reference velocity, the GA
was executed 50 times in order to ﬁnd out the best combination
of internal parameters of the locomotion controllers. The GA
stops whenever either the ﬁtness function does not signiﬁcantly
vary for a predeﬁned number of generations (3 generations
with a ﬁtness variation below 0.001 in this work) or a
maximum number of generations is reached (8 generations
in this work). Only the solutions whose ﬁtness values were
above a predeﬁned threshold (2.4 in this work) were selected
and the median of their corresponding parameters computed.
Table VII shows the median values of those parameters for the
5 tested velocities. A total of 7 solutions had a ﬁtness value
above the predeﬁned threshold for 1, 3 and 7 cm/s, whereas
4 solutions passed that threshold for 5 and 9 cm/s. Those
solutions represent optimal locomotion patterns for the given
reference velocities. Intermediate velocities can be obtained
without changing the selected pattern by slightly modifying
the values of the stride length, ξ, and/or the frequency gain,
Kf .
The control scheme proposed was evaluated in simulation
studies using a workspace that consists of an ascending 10-
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-0.54021
1.42999

System behaviour in closed-loop
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Fig. 5. Measures provided by the accelerometer located in the robot’s trunk.
The measures are in sm2 . In the plots, the red line represents the system
response when there is no external force applied to the robot’s body. Thus,
the robot is just walking. The blue line represents the behaviour when the
external force is applied to the robot’s head and the phase resetting controller
is not activated. Finally, the green line represents the behaviour when the
phase resetting controller is activated and the external force is applied to the
robot’s head.
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Turning behaviour with the omnidirectional controller
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degree slope, followed by a ﬂat surface and a ﬁnal descending
10-degree slope. The robot started and stopped walking on the
ﬂat surface on both sides of the slope.
Fig. 3 contains a sequence of snapshots showing the performance of the system while successfully traversing the
workspace at a velocity of 5 cm/s. Fig. 4 shows an example of
a circular motion in the counterclockwise direction described
by the robot using the omnidirectional controller and the
optimal parameters found for the walking velocity of 5 cm/s.
The stride length ξ in that case was set to zero in order to be
able to turn in place. The feedback gains that successfully deal
with that environment at that speed were heuristically found in
simulation. Future work will aim at automatically ﬁnding those
feedback gains according to the available sensory information
in order to deal with increasingly challenging environments.
A. Phase resetting experiment
In this section, a simple experiment is presented to show the
suitability of the phase resetting controller for fast recovery of
balance in biped robots. In the experiment described below,
the external force was considered to be applied to the robot’s
head along a known direction deﬁned manually. This force
guarantees that the robot will fall down when the feedback
mechanism is not activated. Therefore, it has been used to
test the system operating in both open and closed loop. The
simulator allows the deﬁnition of the exact point in the robot’s
body in which the force is applied, as well as its desired

−0.1
−0.2

Fig. 6. Output signals of the 4-neuron CPG network shown in ﬁg. 1. The
plots represent the system’s response without (top) and with (bottom) the
proposed phase resetting mechanism.

magnitude and direction. The external force was also applied
at a known phase of the locomotion pattern and at the same
point on the robot’s body in order to test the system under the
same dynamic conditions.
The external force was applied at the instant in which the
robot is standing on a single foot (right foot at the highest
position and left foot supporting the full robot’s weight). This
pose was chosen as an example to validate that the control
system is able to deal with unstable situations. Figure 7
represents the instant at which the external force is applied
to the robot’s head while the robot is standing on its left foot.
The locomotion pattern was generated by means of the
proposed CPG-joint-space control scheme, with the parameters
found for the straight-line locomotion pattern by considering
a walking speed of 5 cm/s. In the experiment, the controller’s
response time (Δt) was set to 40 ms. However, this time could
be smaller according to the desired system’s response.
Figure 5 represents the measures provided by the robot’s
accelerometer for 3 possible situations, namely, the system
response in open-loop without any external force applied to
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Fig. 7.

System behaviour with phase resetting off.

Fig. 8.

System behaviour with phase resetting on.

the robot’s head (red), the system response in open loop with
the external force applied to the robot’s head (blue) and,
ﬁnally, the system response in closed-loop with the external
force applied to the robot’s head (green). The sampling time
was set to 1.7 ms. The information provided by the robot’s
accelerometer was used in order to determine the instant in
which the external force is applied to the robot’s body and
thus the phase resetting controller is activated. The effect of
the phase resetting mechanism in the output signals generated
by the CPG network used to control the generated locomotion
pattern is shown in ﬁg. 6. From these ﬁgures it can be observed
the fast and stable response produced by the system.
The effect of the phase resetting mechanism can be appreciated in ﬁg. 6 and in the plots shown in ﬁg. 5. The external
force is detected by the system in sample number 3064. The
feedback mechanism is activated at that instant. After the controller’s response time (40 ms) the system compensates for the
external force applied to the humanoid robot’s head through a
fast motion that generates a force in the opposite direction.
This minimizes the effect of the external perturbation and
manages to recover balance quickly.
A sequence of snapshots showing the performance of the
robot when phase resetting is off and on are shown in ﬁg. 7
and ﬁg. 8, respectively. These experiments have shown that the
closed-loop response is fast and effective, which makes this
system suitable for humanoid robots with reduced processing
capabilities. This system can also deal with larger forces than
those tackled by other control strategies.
Experimental results showing the behaviour of the overall
system in the simulated workspace can be found on the
companion website 1 .
IV. C ONCLUSIONS
The proposed system belongs to the joint-space category, as
the CPG output signals drive the angular position of the robot’s
joints through a set of controllers whose optimal conﬁguration
of internal parameters is computed through an evolutionary
GA given a desired walking speed in straight line. The
proposed CPG guarantees that the open-loop control system
generates a locomotion pattern that correctly interacts with
1 Companion

website: https://youtu.be/Pl71G04ujws
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the ﬂoor. It also straightforwardly modulates the locomotion
patterns through sensory feedback so that the robot can cope
with uneven terrain and transitions between different types of
ground, and facilitates additional feedback controllers to deal
with external perturbations. This is a very important feature
because it enables the system to be improved incrementally by
adding controllers so that more complicated situations can be
copes with. The performance of the proposed control system
has been assessed through simulation experiments on a NAO
humanoid robot, showing the effectiveness of the proposed
approach, although it can also be applied to other families of
humanoid robots with a similar kinematic structure.
Future work will include the rigorous study of feedback
controllers in order to cope with more complex types of
terrain and external perturbations. Furthermore, a rigorous
study about the variation of the internal parameters of the
locomotion controllers (gains and biases) will be conducted
with the ﬁnal aim of establishing mathematical models that allow the system to automatically determine optimal parameters
for any required velocity and direction, without executing the
GA-based optimization process for every new speed. Finally,
it is necessary to deﬁne feasible strategies to automatically
compute the feedback gains based on sensory information
about the environment in order to be able to cope with
increasingly challenging real environments.
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Making compatible two robotic middlewares: ROS
and JdeRobot
Satyaki Chakraborty and José M. Cañas

Abstract—The software in robotics makes real the possibilities
opened by the hardware. In contrast with other ﬁelds, robotic
software has its own requirements like real time and robustness.
In the last years several middlewares have appeared in the
robotics community that make easier the creation of robotic
applications and improve their reusability. Maybe ROS (Robot
Operating System) is the most widespread one, with a wide user
and developer community. This paper presents the work towards
making compatible two of them, JdeRobot and ROS, both component oriented. A compatibility library has been developed that
allows JdeRobot components to directly interoperate with ROS
drivers, exchanging ROS messages with them. Two experiments
are presented that experimentally validate the approach.
Index Terms—robotics middleware, software, ROS

I. I NTRODUCTION

M

OST of the robot intelligence lies on its software. Once
the robot sensor and actuator devices are set, the robot
behavior is fully caused by its software. There are many
different ways to program in robotics and none is universally
accepted. Some choose to use directly languages at a very low
level (assembler) while others opt for high-level languages like
C, C++ or Java.
Good programming practices are an emerging ﬁeld in the
software engineer area but also in robotics. Several special
issues of robotics journals, books on the topic have been
published and also speciﬁc workshops and tracks have been
created inside ICRA and IROS. The 1 Journal of Software Engineering for Robotics promotes the synergy between Software
Engineering and Robotics meanwhile the IEEE Robotics and
Automation Society (TC-SOFT) has founded the Technical
Committee for Software Engineering for Robotics and Automation.
Compared with other computer science ﬁelds, the development of robot applications exhibits some speciﬁc requirements.
First, liveliness and real-time operation: software has to take
decisions within a fast way, for instance in robot navigation
or image processing. Second, robot software has to deal with
multiple concurrent sources of activity, and so the architecture
tends to be multitasking. Third, computing power is usually
spread along several connected computers, and so the robotic
software tends to be distributed. Fourth, the robotic software
typically deals with heterogeneous hardware. New sensors
and actuator devices continuously appear in the market and
Satyaki is with Jadavpur University and José M. is with Universidad Rey
Juan Carlos
E-mail: satyaki.cs15@gmail.com, josemaria.plaza@urjc.es
1 www.joser.org

this makes complex the maintenance and portability to new
robots or devices. Fifth, Graphical User Interface (GUI) and
simulators are mainly used for debugging purposes. Sixth, the
robotic software should be expansible for incremental addition
of new functionality and code reuse.
Mobile robot programming has evolved signiﬁcantly in
recent years. In the classical approach, the application programs for simple robots obtain readings from sensors and
send commands to actuators by directly calling functions
from the drivers provided by the seller. In the last years,
several robotic frameworks (SDKs, also named middlewares)
have appeared that simplify and speed up the development
of robot applications, both from robotic companies and from
research centers, both with closed and open source. They favor
the portability of applications between different robots and
promote code reuse.
Middlewares offer a simple and more abstract access to
sensors and actuators than the operating systems of simple
robots. The SDK Hardware Abstraction Layer (HAL) deals
with low level details accessing to sensors and actuators,
releasing the application programmer from that complexity.
They also provide a particular software architecture for
robot applications, a particular way to organize code, to handle
code complexity when the robot functionality increases. There
are many options here: calling to library functions, reading
shared variables, invoking object methods, sending messages
via the network to servers, etc. Depending on the programming
model the robot application can be considered an object
collection, a set of modules talking through the network, an
iterative process calling to functions, etc.
In addition, robotic frameworks usually include simple
libraries, tools and common functionality blocks, such as
robust techniques for perception or control, localization, safe
local navigation, global navigation, social abilities, map construction, etc. They also ease the code reuse and integration.
This way SDKs shorten the development time and reduce the
programming effort needed to code a robotic application as
long as the programmer can build it by reusing the common
functionality included in the SDK, keeping themselves focused
in the speciﬁc aspects of their application.
As developers of JdeRobot framework since 2008 the authors faced a strategic decision: competing with ROS is pointless, instead of that, it is more practical to make compatible
JdeRobot applications with ROS framework. From the point
of view of the small JdeRobot team, one advantage is to
reduce the need of development of new drivers, using instead
the ROS ones and focusing the efforts in the applications
themselves. Another advantage is the direct use of ROS
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datasets and benchmarks, which are increasingly common in
robotics scientiﬁc community. The aim of this paper is to
present the current approach to compatibility between ROS
and JdeRobot.
Section II gives an introduction to ROS and JdeRobot
frameworks. Section III presents two previous approches,
while section IV describes the current proposed approach. Two
experiments of the compatibility library working are presented
in section V. Some conclusions ﬁnish the paper.
II. T WO ROBOTIC MIDDLEWARES : ROS AND J DE ROBOT
Cognitive robotic frameworks were popular in the 90s and
they were strongly inﬂuenced by the Artiﬁcial Intelligence
(AI), where planning was one of the main key issues. One of
the strengths of such frameworks was their planning modules
built around a sensed reality. A good example was Saphira
[12], based on a behavior-based cognitive model. Even though
the underlying cognitive model usually is a good practice
guide for programming robots, this hardwired coupling often
leads the user to problems difﬁcult to solve when trying to do
something that the framework is not designed to support.
Modern robotic frameworks are more based on software
engineering criteria. Key achievements are (1) the hardware
abstraction, hiding the complexity of accessing heterogeneous
hardware (sensors and actuators) under standard interfaces, (2)
the distributed capabilities that allow to run complex systems
spread over a network of computers, (3) the multiplatform
and multi-language capabilities that enables the user to run
the software in multiple architectures, and (4) the existence of
big communities of software that share code and ideas.
One relevant middleware was Player/Stage [3], the de facto
standard ten years ago. Stage is a 2D robot simulation tool and
Player is network server for robot control. Player provides a
clean and simple interface to the robot’s sensors and actuators.
The client program talks to Player over a TCP socket, reading
data from sensors, writing commands to actuators, and conﬁguring devices on the ﬂy. Client programs can be written in
any of the following languages: C++, Tcl, JAVA, and Python.
In addition, the client program can be run from any machine
that has a network connection to the robot or to the machine
on which the simulator is running.
Another important example is ORCA [8], [5], an opensource framework for developing component-based robotic
systems. It provides the means for deﬁning and developing
the building-blocks which can be pieced together to form
arbitrarily complex robotic systems, from single vehicles to
distributed sensor networks. It uses the ICE communication
middleware from ZeroC and its explicit interface deﬁnition to
exchange messages among the components. It was discontinued in 2009, but was very inﬂuential.
Other relevant component-based framework is RoboComp
[10], [11] by Universidad de Extremadura. It is open source
and also uses ICE communication middleware as glue between
its components. It includes some tools based on Domain Speciﬁc Languages to simplify the whole development cycle of the
components. Most component code is automatically generated
from simple and abstract descriptions over a component template. In addition, RoboComp includes a robot simulation tool
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that provides perfect integration with RoboComp and better
control over experiments than current existing simulators.
Other open source frameworks that have had some impact
on current the state of the are CARMEN by Carnegie Mellon and Miro by University of Ulm. They also use some
component-based approach to organize robotic software using
IPC and CORBA, respectively, to communicate their modules. There are also closed source frameworks as well, like
Microsoft Robotics Studio or ERSP by Evolution Robotics.
A. ROS
The 2 Robot Operating System (ROS) [9] is one of the
biggest frameworks nowadays. It was founded by Willow
Garage as an open source initiative and it is now maintained
by Open Source Robotics Foundation. It has a growing user
and developer community and its site hosts a great collection
of hardware drivers, algorithms and other tools. ROS is a
set of software libraries and tools that help to build robot
applications. From drivers to state-of-the-art algorithms, and
with powerful developer tools simpliﬁes the development of
robotics projects. It is multiplatform and multilanguage.
The main idea behind ROS is an easy to use middleware
that allows connecting several components, named nodes,
implementing the robotic behavior, in a distributed fashion
over a network of computers using hybrid architecture. ROS
is developed under hybrid architecture by message passing,
mainly in publish-subscribe fashion (topics in Figure 1).
Message passing of typed messages allows components to
share information in a decoupled way, where the developer
does not require to know which component sends a message,
and vice versa, the developer does not know which component
or components will receive the published messages.

Fig. 1.

ROS messages: topics, services

Nodes send and receive messages on topics. A topic is a data
transport system based on a subscribe/publish system. One or
more nodes are able to publish data to a topic, and one or more
nodes can read data on that topic. A topic is typed, the type of
data published (the message) is always structured in the same
way. A message is a compound data structure. It comprises a
combination of primitive types (character strings, Booleans,
integers, ﬂoating point, etc.) and messages (a message is
2 http://www.ros.org/
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a recursive structure). RPC mechanisms (like services) are
available as well.
Resources can be reached through a well deﬁned naming
policy and a ROS master. Current release is Jade Turtle, the
9th ofﬁcial ROS release. It is supported on Ubuntu Trusty,
Utopic, and Vivid.
B. JdeRobot
The JdeRobot platform3 is a component based framework
that uses the powerful object oriented middleware ICE from
ZeroC as glue between its components. ICE allows JdeRobot
to run in multiple platforms and to have components written in
any of the most common programming languages interacting
among them. Components can also be distributed over a
network of computational nodes and by extension use all
the mechanisms provided by ICE as secure communications,
redundancy mechanisms or naming services.
The main unit for applications is the component. A component is an independent process which has its own functionality,
although it is most common to combine several of these in order to obtain a more complex behavior. There are several types
of components, according to the functionality. Drivers offer a
HAL (Hardware Abstraction Layer) to communicate with the
different devices inside the robot (sensors and actuators). The
entire conﬁguration needed by the components is provided by
its conﬁguration ﬁle.
The communication between JdeRobot components occurs
through the ICE (Internet Communications Engine) middleware. The ICE communication is based on interfaces and has
its own language named slice, which allows the developer to
deﬁne their custom interfaces. Those interfaces are compiled
using ICE built-in commands, generating a translation of the
slice interface to various languages (Java, C++, Python...). This
allows communication between components implemented in
any of the languages supported by ICE.
JdeRobot widely uses third party software and libraries (all
of them open source) which greatly extends its functionality:
OpenCV for image processing; PCL for point cloud processing; OpenNi for the RGB-D support, Gazebo as the main
3D robot simulator and GTK+ for the GUI implementations.
Besides, JdeRobot provides its own libraries which give to
robotics commonly used functionality for the developing of
applications under this framework. It also provides several
tools. For instance, it includes CameraView tool to show
images from any source and includes kobukiViewer tool
for teleoperating a Kobuki robot and show the data from all
its sensors (cameras, laser, encoders).
It has evolved signiﬁcantly since its inception and it is
currently at its 5.3 version, which can be installed from
packages both in Ubuntu and Debian Linux distributions.
III. P REVIOUS WORKS
A. Translator component
In the ﬁrst approach towards JdeRobot-ROS compatibility we developed a standalone process that translates ROS
3 http://jderobot.org
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messages to JdeRobot ICE interfaces and viceversa [1]. This
adaptor process is named jderobot ros and allows JdeRobot
components to talk to ROS nodes, and allows ROS nodes to
communicate with JdeRobot components. It links with both
the ICE middleware and the ROS libraries. The translation for
every message has to be explicitely coded. The compatibility
is intended just for the common sensors and actuators.
In Figure 2 the images from a JdeRobot camera in Gazebo
simulator reach the camera dumper ROS node.

Fig. 2.

JdeRobot camera in Gazebo reaches the camera-dumper ROS node

In Figure 3 a ROS Pioneer robot in Gazebo is handled from
the JdeRobot teleoperatorPC component, that shows images
from the robot stereo pair, data from the laser sensor and sends
motor commands.

Fig. 3. ROS robot in Gazebo reaches the teleoperatorPC JdeRobot component

B. ROS-ICE Bridge with Template class
In the second approach we tried to avoid the additional
translator process [2]. Then we developed a template class
to be used in the JdeRobot component that wants to connect
to ROS nodes, and to be used in the ROS node that wants to
connect to any JdeRobot component. Again, the translation for
every message has to be explicitely coded. The compatibility
is intended just for the common sensors and actuators.
The ROS-ICE Bridge is implemented by using an abstract,
template class, which contains an Ice Proxy, and also, pointers
to ROS core components like: ROS-Node, ROS-Publishers and
ROS-Subscribers.
1) Sending data from ROS Publisher to JdeRobot component: The workﬂow for sending data from a ROS interface
to a JdeRobot application is described in ﬁgure 4. Basically,
a derived object from the ROS-Ice class initializes a ROSSubscriber for the corresponding topic and it also implements
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a ROS-callback method. In this function, the derived object
must translate the received input into a slice format and then
send it over to the JdeRobot component, over the Ice-Proxy.
It is worth mentioning that this workﬂow could be useful
if a developer would like to use a graphical user interface
from the Rviz package. The Rviz package in ROS not only
provides features to send data to a backend application, but it
also offers a window to visualize real time 3D models of the
robot in question.
Fig. 5.

Fig. 4.

Workﬂow of ROS Publisher to ICE component

Another interesting use is getting data on ROS log ﬁles
from JdeRobot applications. In ROS it is possible to record
data in so called rosbag ﬁles. The framework also provides a
way to play-back the recorded data in a synchronized manner
and to publish the information on the same topics that were
registered. This is possible because at recording time, the
timestamp and the channel of the transmitted information, are
stored in the bag ﬁle as well. In this situation, the workﬂow
of the program is as in Figure 4. The only difference is that
the ROS Publisher is not developed by the user, instead it is
the player in ROS framework which reads the data in the log
ﬁle.
2) Sending data from JdeRobot component to ROS applications: The workﬂow of the program to receive in a ROS node
data from JdeRobot components is as described in Figure 5.
The idea is to create a derived object from both the ROS-ICE
bridge and the “ICE Server” of a random sensor. Once an Ice
proxy calls one of its methods, the bridge is supposed to take
the input, in slice format, transform it into a ROS message
and then publish it on a ROS topic.
This ﬂow of the applications is useful, because many
commercial and even industry robots are conﬁgured to be
controlled and to send information over the ROS framework.
Therefore the ROS application could use a JdeRobot driver, if
needed, in order to interact with a device.

Workﬂow of JdeRobot component to ROS application

there. Regardless the data sink, a JdeRobot actuator driver or
a ROS actuator driver, the motor commands are mapped from
the same local API. The processing side of the application
code locally writes the actuator commands there.
The ROS nodes can be used just as the come, without
touching at all their code. The library adds the capability
of the JdeRobot component to directly talk to ROS nodes if
conﬁgured to do so.
Current stable version of the JdeRobot middleware follows
the ICE server-client architecture. While ICE interfaces help
build a stable framework for server-client architectures, using
ROS nodes as drivers are advantageous in terms of scalability
and reusability. Keeping this idea in mind, we developed a
compatibility library that translates ROS messages into local
data structures in the client components. The library has been
developed to allow the JdeRobot client components (currently
supports the CameraView component and the KobukiViewer
component) to communicate both with the ROS drivers as
well as their ICE server counterparts. The communication
between a typical JdeRobot client component and its ROS
driver (via the compatibility library) or ICE server(directly
through existing ICE interfaces) is shown in the Figure 6.
All the right side of the Figure 6 lies inside the JdeRobot
component.

IV. C OMPATIBILITY LIBRARY
In the current approach we focused only on using ROS
nodes (drivers) from JdeRobot applications, as this is the
most common and useful scenario. We chose to create a
library to be used in JdeRobot components. Using this library
the components may talk with ROS drivers too. Regardless
the data source, a JdeRobot sensor driver or a ROS sensor
driver, the sensor data are mapped to the same local API. The
processing side of the application code locally reads the sensor

Fig. 6. Block diagram showing the communication between a JdeRobot
client component with its ROS driver as well as ICE server.

The ROS compatibility library is divided into several segments. Each segment provides methods to translate ROS
messages of a particular type of sensor or actuator. For
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instance, the current implementation contains the following
segments for: (1) Image translation (via cvBridge) (2) Laser
data translation (3) Encoder data translation (4) Motor data
translation. The ﬁrst segment is used by the CameraView
component while all the four segments are simultaneously
used by the kobukiViewer component.
The JdeRobot client components are thus modiﬁed to support message retrieval from both the ICE servers as well
as ROS driver. The user has the option to choose between
the ROS driver and the ICE server by setting or resetting
a boolean ﬂag in the conﬁguration ﬁle of the corresponding
client component.
Using ROS drivers with the compatibility library for JdeRobot applications has one signiﬁcant advantage. As discussed
in the previous section, the ROS-Ice Bridge architecture uses
an intermediate translation of ROS messages into a slice format and then follows the usual ICE server-client architecture
to communicate with a JdeRobot component and vice versa.
This method (from sending message from ROS publisher to
ICE server) involves three steps: (1) sending the message from
ROS publisher to ROS subscriber (2) Translating the message
into a slice format (3) communicating the information between
an ICE client and an ICE server via the ICE interfaces. The
same remains true for sending the message from ICE client
to ROS subscriber. In order to cut down the overhead, its
beneﬁcial to modify the client components by providing them
with the ability to receive information directly from either its
ICE server or its ROS driver.
V. E XPERIMENTS
This section contains information about how the ROS compatibility library has been used for the CameraView component
and the KobukiViewer component.
A. CameraView with a ROS camera node
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Fig. 8. The ROS camera driver is publishing images taken from a USB
webcam while the CameraView component is receiving images from the ROS
driver and displaying them.

In the current implementation, the CameraServer component (the ICE server component) was replaced by a ROS
driver. The ROS driver is in fact a ROS node publishing
images as ROS messages via cvBridge. On the other hand, the
CameraView component has been modiﬁed to act as a ROS
subscriber that receives the encoded image messages from the
driver. The compatibility library takes care of translating this
message into an OpenCV Mat object, which is then displayed
in the CameraView component. Also, along with the images,
the frame number or id is also published to keep track of
whether the frames are arriving in sequence or not. Figure 8
shows the CameraView component being driven by a ROS
publisher.
The CameraView component is a relatively simple component as in this case only a single node is publishing ROS
messages in the driver and in the client component, only a
single node is listening to those messages. Hence there is no
need of concurrency control or multithreaded spinners. In the
next subsection we cover a more challenging problem where
the client component receives messages from multiple ROS
publishers.
B. KobukiViewer with a ROS Kobuki robot

Fig. 7. CameraView component may communicate both with a ROS driver
as well as an ICE server.

JdeRobot has support for running and testing the
koukiRobot or the Turtlebot in a simulated gazebo world.
The simulated Kobuki robot (Figure 9) has two cameras, one
2D laser scanner and encoders as sensors, and motors as the
only actuators. The ICE servers are implemented as gazebo
plugins and the ICE client component (the KobukiViewer
component) communicates with the servers through different
ICE interfaces. The ICE interfaces currently supported by the
KobukiRobot simulation in JdeRobot are: 1) Camera Images
2) Laser data 3) Pose3d (Encoder data) 4) Motors.
We thus modiﬁed the Gazebo plugins to run ROS nodes in
stead of ICE servers. These nodes can act as ROS publisher
or ROS subscriber (or both) depending on whether messages
are being sent to or received from the client component. The
camera driver, laser driver and the pose3d driver only send
sensor data as messages to the kobukiViewer. Hence in these
cases we only need a ROS node to publish these messages
in different ROS topics. On the other hand, the motor driver
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when one calls start(), and stops when either one calls stop(),
ros::shutdown() is called, or its destructor is called.

Fig. 9.

Kobuki robot simulation in Gazebo.

needs to publish its values as well as receive values from the
client component to update its parameters. Hence in this case,
the ROS driver needs a bidirectional communication using a
ROS publisher node that publishes the actuator data as well
as a ROS subscriber node that listens to the client component
for updating the values of the actuator.

Fig. 11. Figure shows how the KobukiViewer component communicates with
different ROS drivers.

Next, we illustrate a small code snippet to show the implementation of how the JdeRobot client component(s) is(are)
modiﬁed to support ROS compatibility. The snippet includes
two ﬁles. First is roscompat.h, an header ﬁle from the ROS
compatibility library which contains methods responsible for
message translation.
roscompat.h
class ros compat {
...

Fig. 10. Figure shows KobukiViewer component being run with ROS drivers.

In the kobukiViewer component, we have four ROS subscribers subscribing to each of the four ROS topics to receive
sensor data and one ROS publisher to publish messages for
updating the values of the motors. For each subscriber we
implement a callback function where the ROS compatibility library is used to translate the ROS messages into data structures
local to the kobukiViewer component. The ROS compatibility
library is also used in the callback function in the motor driver
which listens to the kobukiViewer component for messages in
order to update the values of the actuator.
In Figure 10, we see the kobukiViewer component being
run with ROS drivers. The component provides a Qt GUI
to manually set the motor values or control which sensor
readings to display. In this case, we see the 2D laser scan
in the bottom right window and the left and right camera
images at that instant in the window just next to it. In
order to run the GUI and the ROS functions in parallel,
we use a ros::AsyncSpinner object to run the ROS callback
functions in the background thread. ros::AsyncSpinner unlike
the single threaded ros::spin() function does not conform to
abstract Spinner interface. Instead, it spins asynchronously

/∗ public member functions ∗/
public:
void translate image messages(const sensor msg::ImagePtr&
msg, cv::Mat& image);
void translate laser messages(const ros compat::Num::ConstPtr
& msg, std::vector<int>& laserdata);
void translate pose3d messages(const ros compat::Pose3d::
ConstPtr& msg, std::vector<int>& pose);
void translate motor messages(const ros compat::Motors::
ConstPtr& msg, std::vector<int>& motors);
...
}

In order to illustrate how these functions are used inside the
KobukiViewer client component, we provide a snippet from the
Sensors.cpp ﬁle from the component.
sensors.cpp
#include ‘‘roscompat.h”
...
/∗ global variables ∗/
ros compat∗ rc;
std::vector<int> pose, laserdata, motors;
cv::Mat left frame, right frame;
...
/∗ callback functions ∗/
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/∗ Inside the callback functions ∗/
/∗ the translation of ROS messages into ∗/
/∗ local data structures takes place ∗/
/∗ and the global variables are updated. ∗/
void camera left callback(const sensor msgs::ImageConstPtr&
image msg) {
rc−>translate image messages(image msg, left frame);
}
void camera right callback(const sensor msgs::ImageConstPtr&
image msg) {
...
}
void pose3d callback(const ros compat::Num::ConstPtr& msg) {
...
}
/∗ so on ∗/
Sensors::sensors(...) {
...
/∗ ROS intialisation ∗/
ros::init(argc, argv, ”kobukiclient”);
/∗ Create NodeHandles ∗/
ros::NodeHandle n cam left, n cam right, n laser, n pose,
n motors;
/∗ Create ROS subscribers for each ROS topic ∗/
image transport::ImageTransport it left(n cam left);
image transport::ImageTransport it right(n cam right);
image transport::Subscriber left camera sub = it.subscribe(”
leftcameratopic”, 1000, camera left callback);
image transport::Subscriber right camera sub = it.subscribe(”
rightcameratopic”, 1000, camera right callback);
ros::Subscriber laser sub = n laser.subscribe(”lasertopic”, 1001,
laserCallback);
/∗ so on ∗/
/∗ Start the AsyncSpinner ∗/
ros::AsyncSpinner spinner(4);
spinner.start();
ros::waitForShutdown();
...
}
void Sensors::update() {
/∗ update the private datamembers from the global variables ∗/
/∗ in stead of using the ICE proxies ∗/
/∗ an example is shown for the laser data∗/
/∗ Sensors::LaserData is a private data member ∗/
/∗ whereas laserdata is a global variable updated ∗/
/∗ when the callback function is called ∗/
mutex.lock();
laserData.resize(laserdata.size());
for (int i=0; i<laserdata.size(); i++) {
laserData[i] = laserdata[i];
}
mutex.unlock();

}

/∗ same for camera images, pose3d etc. ∗/
...

/∗ other public member functions ∗/
...
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VI. C ONCLUSIONS
The preliminary work on the third approach to allow compatibility between ROS nodes and JdeRobot components has
been presented in this paper. It consists of a compatibility library that extends the capability of the components to connect
to ROS nodes exchanging ROS messages. The components
may connect with other JdeRobot units using ICE or with
ROS units using that library. The ROS message processing
is put on a library so any component dealing with the same
messages may share it.
The communication is bidirectional, as sensors (’get’ operations) and actuators (’set’ operations) are supported. The
processing for every ROS message has to be explicitely coded.
The compatibility is intended just for the common sensors and
actuators messages, so the JdeRobot application may use the
ROS Hardware Abstraction Layer. The ROS communication
side matches the same local API for sensors and actuators
that the ICE communication side does, and so, the logic of
the JdeRobot component is not changed at all.
The compatibility library has been validated with two experiments connecting two standard JdeRobot applications to
ROS nodes. First, the cameraViewer to a ROS node that serves
camera images. Second, the kobukiViewer has been connected
with a Kobuki robot with motors, cameras, encoders and laser
served through ROS.
The main development is focused now is to extend the
compatibility library to support a drone robot like 3DR Solo
drone and RGBD sensors like Kinect-2. In addition, the
compatibility has been tested so far on C++ components,
further work is needed to support the same extension on
Python JdeRobot components.
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VisualHFSM 5: recent improvements in
programming robots with automata in JdeRobot
Samuel Rey and José M. Cañas

Abstract—A visual programming tool, named VisualHFSM,
has been improved in the JdeRobot robotics software framework.
This tool provides Hierarchical Finite State Machines to program
robot behaviors. The particular automaton is designed visually,
with nodes for the states, links for the transitions and speciﬁc
source code on them. It automatically generates a C++ or a
Python JdeRobot component that connects to the drivers and
implements the automaton. It uses multithreaded templates for
that. Such component dynamically shows the current state of the
automaton while running. This tool speeds up the development
time of robot behaviors, reducing the code that has to be
created from scratch for new behaviors. VisualHFSM has been
experimentally validated creating several autonomous behaviors
for drones.
Index Terms—Visual languages, robot programming, automata

I. I NTRODUCTION

M

Ost of the robot intelligence lies on its software.
Its functionality resides in its programming, in the
software that manages hardware resources like sensors and
actuators. There is no universally standardized methodology to
program robots. In the last few years the robotics community
has begun to apply software engineering methodologies to
its ﬁeld, making more emphasis in code reuse, distributed
software design, etc. Several robot programming frameworks
that simplify the development of applications have emerged.
These frameworks (1) provide a more or less portable
hardware access layer (HAL); (2) offer a concrete software
architecture to the applications; (3) include tools and libraries
with already ready-to-use functionality and building blocks.
Many of the emerged platforms are component oriented,
such as ROS, Orca, Microsoft Robotics Studio, RoboComp,
JdeRobot, etc..
In several frameworks, automata have been used for robotic
software development. Finite State Machines (FSM) have
been largely and succesfully employed in many ﬁelds and
they can also be used in robotics to symbolize the robot
behaviors, representing them in a compact and abstract form.
With FSM the robot behavior is deﬁned by a set of states,
each of which performs a particular task. The system can then
switch from one state to another through transitions, which
are conditions of state change or stay depending on certain
events or sensor conditions that may happen, both internal or
external. FSMs provide one smart way to organize the control
code and perception on-board a mobile robot. They have been
Samuel Rey and José M. Cañas are with Universidad Rey Juan Carlos
E-mail: s.reye@alumnos.urjc.es, josemaria.plaza@urjc.es

explored in research and also incorporated in recent robotic
frameworks with tools that let the programmer to focus on
the behavior logic more than in implementation details. With
these tools most of the code is then generated automatically
from the abstract description of the FSM. This diminishes the
chance of bugs, reduces the development time and allows the
programming of complex behaviors in a robust way.
JdeRobot is the component oriented robot programming
framework developed in Universidad Rey Juan Carlos. In this
paper we present the new release of the VisualHFSM tool in
JdeRobot, which supports the visual programming of robot
behavior using hierarchical Finite State Machines. Now it
can generate Python components, not only C++ ones. The
generated components now show in a runtime GUI the active
states in the hierarchical FSM. Its usability has been improved
and support for drones has been included.
The reminder of this paper is organized as follows. In the
second section we review related works on FSM tools in
different frameworks. The third section presents the current
visual programming tool emphasizing the improvements from
the previous release. The fourth section describes two example
applications generated with VisualHFSM for simulated and
real drones. Finally, conclusions are summarized.
II. R ELATED WORKS
Automata have been successfully used in videogame programming for generating the behavior of automatic players.
For instance, Xait 1 enterprise commercializes tools that facilitates automaton programming to videogames developers,
as its xaitControl (Figure 1). This tool allows the programmer to easily develop behaviors with hierarchical ﬁnite state
machines. It has a main canvas in which the automaton is
displayed, a tree view on the left shows the created structure
and other panels show different information about auxiliary
procedures, execution ﬂow control, etc.. Another example is
the successful best seller Halo 2 game of Bungie, where
several automata were used to deploy more than one hundred
different behaviors.
Regarding ﬁnite state machines in robotics, in ROS framework there is SMACH 2 [6], [7]. This tool is a task-level
architecture for rapidly creating complex robot behaviors. At
its core, SMACH is a ROS-independent Python library to build
hierarchical ﬁnite state machines. To develop a hierarchical
ﬁnite state machine you have to write the code needed to create
and describe each state and transition, it is not a visual tool.
1 http://www.xaitment.com
2 http://www.ros.org/wiki/smach
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German team B-Human. In addition, the TeamChaos team [12]
used an HFSM tool to handle hierarchical ﬁnite state machines
for its architecture ThinkingCap, allowing even behavior hotedition in each state. In SPIteam a tool named Vicode is used
to generate ﬁnite state machines for BICA architecture.
III. I MPROVEMENTS IN V ISUAL HFSM 5

Fig. 1.

An instance of xaitControl

The package also comes with the SMACH-viewer (Figure 2),
a tool that shows the developed ﬁnite state machine at runtime.
In that tool, we can see either a graph or a tree view of the
current automaton, but not both at the same time. It also shows
every state and transition, as well as the active state and a
debug window where we can see data of the active state.

Fig. 2.

An instance of SMACH-viewer

One of the most powerful frameworks that use HFSM in
robotics is MissionLab, developed in Georgia Tech by the professor R. Arkin. This environment includes a graphical editor
of conﬁgurations (CfgEdit) [5] as a tool, similar to automaton,
that allows to specify missions with its states, transitions,
etcetera. It allows to generate applications following the AuRA
architecture, developed by the same group. In order to represent the automaton they developed their own language, the
Conﬁguration Description Language. A more recent example
of FSM is the automaton editor inside the component-oriented
platform RoboComp, from Universidad de Extremadura. For
instance, in [8], they used it to program the behavior of
a forklift. Another sample is the behaviors graphical editor
Gostai Studio [9], inside the Urbi platform. This graphical
editor generates urbiscript code as its output, includes timeexecution visualization of the state of the automaton, allows
to stop and continue the execution of the generated automaton
and offers the possibility of creating hierarchical ﬁnite state
machines.
In the RoboCup scenario ﬁnite state machines are frequently
used to generate behaviors for the standard SPL league
humanoid robots. Several teams use the tool and language
XABSL [10], [11] to specify behaviors, around the inﬂuential

VisualHFSM [1] is a tool created for the programming
of robot behaviors using hierarchical ﬁnite states machines.
It generates as output a component in JdeRobot framework
that implements the robot behavior. It represents the robot’s
behaviour graphically on a canvas composed of states and
transitions.
The source text code to be executed in each state or transition must be introduced. This tool decreases the development
time for new applications, providing the developer with a
higher level of abstraction. It also increases the quality of
these applications, automatically generating most of the code
using a clean and well organized template. The tool allows the
engineer to focus on speciﬁc parts of her application, writing
only the actual code that will be executed by the automaton
and the conditions that will make the robot to go from one
state to another. The ﬁnal result is a more robust code and less
prone to failure.
VisualHFSM is divided in two parts: a graphical editor and
the automatic code generator. The graphical editor displays
the main window where the automaton structure is created.
It also contains internal structures and saves all the data into
an XML ﬁle. The automatic code generator reads that XML
ﬁle and delivers the source code of a JdeRobot component
implementing the HFSM. It also generates a conﬁguration ﬁle
for it. The compilation can be launched from the graphical
editor or outside.
The previous release of VisualHFSM had several shortcomings and limitations. Most of them have been addressed in the
ﬁfth release and are described next.
A. Better usability in the graphical editor
The graphical editor allows the developer to see, edit and
add states and transitions in a clear and simple way. The
component is represented by a ﬁnite state machine in a canvas,
where all elements are visualized. It allows to manipulate
states (create, remove, move, rename...) and to deﬁne the
behavior that will be executed in them. It is also possible to
set the conditions for regulating the transitions between states,
and the code that will be executed when the transitions occur.
As shown in the Figure 3, the GUI in VisualHFSM 5.0 is
now divided into two parts: the Tree View at the left and
the Scheme View at the right. The buttons part of Figure
4, present in previous releases, is now placed in the menu
bar, so the space of the window for creating the automaton is
bigger and more comfortable. Another usability improvement
is that now the canvas, the Tree View and all of the popup
elements are scrollable.
In the Tree View (red border area in Figure 3) the whole
automaton is text represented in the hierarchical mode with
two columns for identifying the states: one for the ID and
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Archive, Figures, Data, Actions and Help. The Archive menu
allows to create new projects, open existing ones, saving the
current project or exit VisualHFSM. Figures menu contains
two buttons, for adding new states or transitions. Data menu
has Timer, for choosing the frequency of the iterations, and
Variables, for adding variables and functions that the developer
may need for better organizing and structuring its code, giving
more ﬂexibility to the tool. Last, the Actions menu allows to
add additional libraries that the automaton code may need, edit
the parameters for the “Conﬁg ﬁle” that will be auto-generated
with the code, generate C++ or Python code and compile the
C++ code by using the CMake ﬁle generated with the code.
Fig. 3.

Graphical editor of VisualHFSM 5.0

B. Runtime GUI in the generated C++ component

Fig. 4.

Graphical editor of previous version of VisualHFSM

other for the name given to this state. It has now the option
of collapsing or expanding the children of some state, so the
developer can choose to see all the levels at the same time
or focus on some speciﬁc levels by collapsing the rest. The
children and levels of the hierarchy are represented under their
fathers by using different tabulations. It allows a simple and
intuitive navigation through the automaton, double clicking in
one state for representing the subautomaton that it contains.
In the Schema View (green border area in Figure 3) the
automaton is graphically drawn, showing the name of each
state or transition. States are represented as blue circles and
for each subautomaton it also marks with a double circle the
state which must be active at the beginning. For each state, the
user can rename it; edit it, allowing to change the code of the
selected state; mark it as the initial state of its subautomaton;
copy it, allowing to paste the selected state into another or the
same subautomaton; and delete it. Any state can be connected
to another by an unlimited number of transitions or to itself
by auto-transitions. Transitions are represented as arrows that
go from the origin state to the destiny, with a red square
in the middle for applying them different actions, as move
them, rename them, editing its condition, adding them code
and delete them. The condition added by editing a transition
is the condition that must happen for the transition to occur.
The Schema View also allows to graphically navigate through
the automaton double clicking in the desired state or in the
Up button.
In the menu bar, menus are structured in ﬁve groups:

For running the automaton, the XML ﬁle is parsed and
a new JdeRobot component in C++ is generated. Such C++
component implements the automaton and is generated using
a carefully designed C++ template. Each subautomaton is
implemented as a single thread, so the full automaton is a
collection of concurrent threads which interact among them,
sleep, are resumed, etc. as some states of the automaton are
activated or deactivated. More details of this template can be
found in [1].
The new VisualHFSM 5 includes some code to graphically
show the (hierarchical) automaton state at runtime. If the user
wants it, the generated JdeRobot component displays a runtime
GUI that shows which states are active or not while running.
This is very convenient for debugging.

Fig. 5.

Runtime GUI in C++ component using the Autofocus feature

Figure 5 shows one runtime GUI similar to the graphical
editor. The current active states are displayed with green
background color in the TreeView, in all levels of the hierarchy
including the root. The user may expand or collapse the
different hierarchical levels at will. In addition, a check box
named “Autofocus” has been added. When selecting it, the
Tree View will automatically expand and collapse itself for
showing the active states and the rest of the automaton will
be collapsed, as shown in Figure 5. In the Schema View of
this runtime GUI, the active nodes are presented in green
and the others in blue. When a transition takes place, the old
active state is painted in blue in the Schema View and with
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white background in the Tree View, and the new active state is
painted in green and with green background in the Tree View.
This runtime GUI feature is off by default, because the
graphical window is useful only for debugging. In normal
robot operation, once its behavior programming has been
reﬁned, there is no need to spend computational resources in
this additional GUI. Nevertheless, it is very useful in the developing process. Enabling this feature is as easy as executing
the component with the ﬂag --displaygui=true.
The runtime GUI has been implemented as an additional
thread and a new library called automatagui. When the
code or the C++ component is being generated, a C++
function is written for constructing a list containing all subautomata with its states and transitions. An object of the class
AutomataGui is created and inserted in the component. The
component will use at runtime that object for dinamically
showing the automaton.
C. Generation of Python component with its runtime GUI
In the new release of VisualHFSM, the robot behavior may
be programmed in Python too. Adding support for this language, VisualHFSM increases its ﬂexibility and the component
does not requires to be compiled. The code inserted for the
states and transitions in the graphical editor must be in Python
and a new template in Python has been developed to generate
the component’s ﬁnal code.
The code is now organized following an object oriented
model. There will be the main class Automata, which will
contain all the information related to the automaton. This
approach makes easier the communication between different
subautomata, or different threads, by using elements of the
Automata class instead of global variables. It also provides
a threading lock, in case some code is sensitive to race conditions and it allows to create inner classes, in addition to more
functions or variables that could be needed. The additional
features will also be created inside the Automata class. This
implementation provides more robust, better organized and
cleaner code. In addition, as Python do not need to compile,
it is faster to make any change on the program. The Python
code is generated as an executable.
For unfolding the runtime GUI the Python component must
be launched with the --displaygui=true parameter too.
It has been programmed using the PyQt4 graphic library in
Python. The way of communicating that the color of a state
needs to change is simpler than in C++. It is implemented by
the GUI thread again to avoid race conditions, but this time the
notiﬁcation is done using a handler. The thread that is going to
change its active node will emit a signal with the node name,
which will be handled by a handler in the GUI thread.
In this release it is possible to create several runtime GUI
windows (one for one subautomaton in detail), if convenient.
To activate a new window the user only has to right click over
one state of the desired subautomaton and then select “Open
Subautomaton”. Figure 6 shows several subwindows.
D. Support for drones
Several real robots as Pioneer from ActivMedia, Kobuki
(Turtlebot) from Yujin Robot, Nao from Aldebaran and their
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Fig. 6.
State diagram of the monitor-an-area application shows three
subautomata at the same time

counterparts in Gazebo simulator were supported in previous
releases of VisualHFSM. In the new release support for
ArDrone-1 and ArDrone-2 from Parrot and simulated drones
in Gazebo has been included. Their corresponding JdeRobot
interfaces and their local data structures are now available for
use from the code of the states and transitions.
E. Shutdown
Another feature added in this release, both in Python and in
C++, is the Shutdown function. This function ends the loop
of all the subautomata by setting the correspondent variables
to false, so the code will reach the end and ﬁnish, in contrast
with previous releases of VisualHFSM, where the execution
never ended unless the process was manually interrupted from
the terminal.
IV. E XPERIMENTS
In order to validate the new features introduced with this
version of VisualHFSM, we have performed two different
experiments, both of them using a simulated ArDrone robot.
The experiments are two robot applications developed using
visualHFSM: monitor-an-area application and follow-coloredobjects applications. Both of them are written using the Python
code generator of VisualHFSM.
A. Monitor-an-Area application
For this ﬁrst application, we have used a Gazebo scenario
with a road, and some victims of a car accident laying in
the ground around the location were the accident has occured.
This simulated scenario is an example of an application where
drones could be useful: go fast to the accident place and check
with its camera the status of the victims, for the emergency
service to give a better, faster and more accurate response.
We identiﬁed several states to unfold different behaviors of
the robot in this example. Their combination into a HFSM
fulﬁls the whole application. First, the drone has to take off.
When it has reached the desired height, it goes to the next
state following-the-road. Figure 7 shows the ArDrone
following the road in that state. This state has a child subautomaton, for following it and considering other aspects at the
same time. For instance, if the drone lost the road, this child
subautomaton tooks control to search and recovers the road
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green object until it ﬁnds a red one, which it will follow until
the application ﬁnishes.

Fig. 7.

ArDrone following the road

again. After ﬁnding it, it returns to the state of following the
road.
It will keep in the following-the-road state until it
gets to the point where the accident has happened. Then, it
switches to the monitor-area state, which is responsible
of looking for and locate the victims, as shown in Figure 8,
where the drone has found a victim. This state has a child
subautomaton for specifying phases of this activity in a simpler
and more understandable way. When it has ﬁnished searching
in the area, the drone will come back to the point of the road
where it started to search for victims, it will turn around,
and again it will go to the following-the-road state,
following it until it reaches the point where the drone took
off, and then lands there.
During all the execution, the height of the drone has been
watched. If it went too hight or too low, the automaton would
have switched to another state until it reaches the desired
height. The state diagram of this behavior is shown in the
Figure 6, where we can see the root subautomaton, and those
of following-the-road and monitor-area states.

Fig. 8.
camera

ArDrone recording the location of a car accident’s victim with its

B. Follow-colored-objects application
The motivation for this application is to use visualHFSM
with a real robot, an ArDrone2 from Parrot. In this experiment
there are several different colored moving objects, and the
ArDrone must follow them using its ventral camera following
a sequence. First, it will follow the green object until it ﬁnds
something blue, then it will start following this new blue object
until it ﬁnds a green object again. Finally, it will follow such

Fig. 9. State diagram of the follow-colored-objects application from its
runtime GUI

This kind of behaviour perfectly matches a HFSM, as each
of the four stages of following an object while looking for
another can be modelled with states and transitions. The state
diagram is shown in Figure 9 when the Robot is following
the green object and looking for a blue object. The whole
automaton is expanded on the Tree View.
As it is shown, the drone starts in the take-off state.
When the desired height is reached, the drone will go to
the state FollowGreen-LookForBlue. There it will be
ﬁltering two colours: green and blue. It will be following the
green object until it detects a blue contour, and then it will
change to FollowBlue-LookForGreen state. Then, to
avoid the drone immediately detecting the green object that it
has been following in the previous state, it will wait a blanking
interval. During this interval it will only follow the blue. When
such interval is over, in case of ﬁnding a green contour it will
change to FollowGreen-LookForRed state. This state
works like the other two, and when the drone ﬁnds the red
object it will change to FollowRed state until the program
ﬁnishes. Figure 10 shows the real drone following this last red
object.
All the color following states are implemented with a child
subautomaton. The father is in charge of detecting the colors
and decides if it should continue in the current state or go to
the next, while the children is responsible for following the
color. We have followed this approach because the laboratory
where the experiments have been performed is small, and so,
when the drone loses the color it is following, it should stop. In
other scenarios like open spaces it would be more convenient
that when the drone loses the object, it would start a looking
for manouver. With this approach it would be easier to have
a new child subautomaton performing such manouver.
This experiment has been performed both using Gazebo
simulator and real robots. In Gazebo it works perfectly, but
we have found some difﬁculties while migrating it to the real
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framework. In addition, we are exploring the extension of the
tool to generate ROS nodes and support for Petri nets as richer
robot behavior model.
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ArDrone robot following a red object in the FollowRed state.
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[1] Borja Menéndez and Rubén Salamanqués and José M. Cañas, Programming of a Nao humanoid in Gazebo using Hierarchical FSM. Proceedings
of XIV Workshop on Physical Agents, WAF-2013, pp 15-22. ISBN: 97884-695-8319-7. 2013.
[2] David Yunta and José M. Cañas, Programación visual de autómatas para
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Meeussen, and Stefan Holzer. Towards Autonomous Robotic Butlers:
Lessons Learned with the PR2. Proceedings of ICRA, pages 5568-5575.
IEEE, 2011.
[8] R. Cintas, L. Manso, L. Pinero, P. Bachiller, and P. Bustos. Robust
behavior and perception using hierarchical state machines: A pallet
manipulation experiment. Journal of Physical Agents, 5(1):35–44, 2011.
[9] Gostai studio suite. http://www.gostai.com/products/studio/gostaistudio/,
2012.
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